Ethical Algorithm Design
CIS 4230/5230

Final Examination

Prof Michael Kearns
May 5, 2023

This exam is closed book and closed notes, with no calculators or phones. The only thing that
should be on your desk is the exam and a writing implement.

If you need more space for a problem, feel free to use the back side of the sheets, but clearly
label which problem you are continuing.

Your Name (please write clearly and use the name you’re registered under):

Problem1: /10
Problem2: /10
Problem3: /10
Problem4: ___ /10
Problem5: /10
Problem6: /15
Problem7: ___ /10
Problem8: ___ /15

Problem 9: /10

Total: /100



1. (10 points) For each lettered item on the left, write the number of the item on the
right that matches best.

(a) Hallucination 1. Randomize between two models
(b) Rains 70% of days when | predict 70% 2. Oracle/reductions approach

(c) Make worst group error as small as possible 3. Machine unlearning

(d) Regulator player 4. Large language model

(e) Fairness via non-fair subroutine 5. Composition theorem

(f) Mixture model 6. Minimax fairness

(g) A(B(x)) DPifAandBDP 7. Plausible but verifiably wrong
(h) “Once upon a time, there was a great...” 8. Enforces fairness constraints

(i) DP synthetic data generation 9. Calibration

(j) Model disgorgement 10. Preserves many statistics of D
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. (10 points) The figure below is from one of the assigned readings, and is similar to

ones we discussed in lecture. As precisely as you can, describe what the figure is
depicting and what the different elements are: what does f 0 denote, what is inside
the boxes, what is the difference between the white and shaded boxes, what do the
h’s denote, and what is the overall purpose of the object depicted? Feel free to
clearly annotate the figure to clarify your description.
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3. (10 points) In 2018, the infamous Golden State Killer was identified more than 30
years after the case had gone cold. Police had a sample of the serial killer's DNA
from crime scenes, but had never been able to identify him. Much later, relatives of
killer uploaded their sequenced DNA to a genealogy service with the intention of
finding other relatives. But the police then were able to match the killer’'s DNA to his
relatives, and he was then quickly identified and apprehended.

Suppose that the genealogy service had employed differential privacy techniques.
Would this have prevented the killer from being identified? If your answer is “yes”,
be as precise as you can in how the service would employ DP (i.e. exactly what
computation would be made DP, and what queries the service would answer). If
your answer is “no”, explain why DP is either inappropriate or irrelevant for such a
service. Do you consider what happened to be a violation of the privacy of the killer?
Why or why not?



4. (10 points) Sometimes we may wish to train a model that is fair with respect to
some attribute, but the attribute itself might be sensitive private data. For example,
we might want a model whose error rate on individuals with a particular health
condition to be approximately the same as the error rate on the overall population.
Let D be a dataset of <x,y> pairs where x is a vector containing all the attributes
(including the sensitive one, let’s call it z) and y is the outcome we wish to predict.
Describe how we can use D to create another dataset D' that allows us a third party
to audit any model h for fairness (i.e. use D’ to estimate the error of h on D for both
the overall population, and for those individuals for whom z=1), while providing
privacy guarantees for the z values. Be sure to clearly describe how D’ is constructed
from D, and to explain why D’ preserves the privacy of z values, and how the third
party would audit the error rates.



5. (10 points) Clearly label each of the following assertions as “true” or “false”.

(a) Itis strictly more likely have 7 or more “heads” in 10 flips of a fair coin than it is to
have 70 “heads” in 100 flips.

(b) The group fairness notions for classification problems that we discussed in lecture
are directly applicable to the problem of fairness in large language models.

(c) Most group fairness notions for classification can be expressed as constraints on
confusion matrices.

(d) Area Under Curve (AUC) is a standard way of measuring differential privacy.

(e) Adding more fairness constraints on a trained model can only improve its overall
accuracy.

(f) Every group’s error under minimax fairness can only be as small or smaller than in
equal error fairness.

(g) If Ais differentially private, and B is an arbitrary algorithm, then B(A(X)) is also
differentially private.

(h) If H is a finite class of models, the number of examples needed to ensure that
every h in H will have training and true errors that are within epsilon of each
other is on the order of |H|/epsilon.

(i) The sensitivity of a real-valued function f(x) is the difference between its largest
and smallest values.

(j) Given an arbitrary algorithm A, we can measure whether it obeys differential
privacy by sampling its outputs.



6. (15 points) This problem is about the paper “Confidence-ranked reconstruction of
census microdata from published statistics”, parts of which were assigned reading
and was also discussed in lecture.

(a) The paper describes a general data reconstruction attack. As precisely as you can,
describe the basic problem definition (i.e. what does the attacker know, and what
do they output), and the technique for solving it proposed in the paper.

(b) What does the “confidence-ranked” part of the title mean, and why is it
important?

(c) The paper compares the success of the proposed attack to several different
baselines. What are these baselines, and why are they important?



(10 points) The image below is from a document discussed in lecture. As carefully as
you can, describe the document, its purpose/use, and the critique/discussion we
had of it.
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Dlasea think af unur friande and tha mnnlo van huna ant with in the nact faw 3.6 months.

39. How man Lylol’ your friend acqualntances have ever been arrested?
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41. How many of your frien acqualntanoes are gang members?
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42. How ma%of your fri aoqualnlanoes are taking illegal drugs regularly (more than a couple times a month)?
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43. Haveyoueverbeenagang member?
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44, Are you now 3 gang member?
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8. (15 points)

(a) In our first lecture on generative Al, class members generated words like “bear”,
“famine”, “wizard”, “kingdom”, “sorcerer”, “princess”, “castle”, and “emperor”.

’

What was this in response to?

(b) As precisely as you can, discuss the relationship between your answer to (a) and
the particular type of generative Al our experiment was meant to illustrate. What
is the name of this type of generative Al, and exactly what technical problem does

it seek to solve?

(c) In subsequent lectures, class members generated many examples of misbehavior
by ChatGPT. One specific finding was that while often ChatGPT initially declines to
provide information about how to perform illegal acts, it can be coaxed into doing
so by altering the prompt in specific ways. What was one of those ways?



9. (10 points) In lecture we discussed the “no harm whatsoever” notion of privacy.
Clearly describe what this notion is, and its strengths and weaknesses from both a
privacy and accuracy/utility perspective. Give examples where appropriate.



