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ABSTRACT

LEVERAGING SYNTHETIC DATA FROM LARGE LANGUAGE MODELS

TO STEER AND ENHANCE MODEL LEARNING

Ajay Patel

Chris Callison-Burch

Synthetic data, training data generated by large language models (LLMSs), has enabled a
promising direction for model improvement. LLMs can generate synthetic data to improve
their own performance or enhance smaller models on specific tasks, sometimes even enabling
these models to surpass the larger LLM’s capabilities. Despite these promises, using synthetic
data for model enhancement is counterintuitive and challenging to implement in practice. The
characteristics of synthetic data that lead to improved model performance—and the mecha-
nisms by which models learn from it—are poorly understood and vary by task.

In this dissertation, | contend that synthetic data’s effectiveness hinges on using it as a
method of encoding prior knowledge about a task. From this perspective, | reframe synthetic
data as an inductive bias—a mechanism through which human practitioners equip models with
helpful learning biases and assumptions to improve their performance. LLMSs enable practition-
ers to, at scale, steer and enhance the learning of neural models by allowing them to shape the
training examples fed into a model with their prior knowledge about a task. Practitioners can
do this by influencing the synthetic data generation, filtering, and selection process. The mech-
anism for model learning after training on synthetic data derives from this prior knowledge.

| first demonstrate this in an in-context learning setting, using a self-consistency prior to
bootstrap synthetic examples to improve the machine translation performance of a LLM. Next,

I introduce a framework, DataDreamer, to make synthetic data generation and training work-



flows easier to implement. Using DataDreamer, | demonstrate in a fine-tuning setting how to
encode task-specific learning biases in synthetic datasets to enable training stronger embedding
models, agent models, and vision-language models. Finally, I use synthetic data to impose an
inductive bias during LLM pre-training, the fundamental process that enables LLMs and their
emergent general capabilities. This work restructures LLM pre-training documents into syn-
thetic instruction-answer pairs to better align pre-training with the distribution of downstream,
real-world usage. Reformulating the data and objective into a supervised, instruction-tuning
objective at pre-training scale instead of the typical, self-supervised next token prediction ob-

jective achieves stronger performing general models with an equivalent training compute bud-

get.
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INTRODUCTION

The evolution of machine learning (ML) over the past several decades has seen a transformation
from rule-based expert systems to data-driven neural models [1]. Early ML systems relied on
manually crafted rules and heuristics, which required signi cant domain knowledge and were
limited in their exibility. The advent of large datasets and powerful computational resources
introduced a paradigm shift: instead of hardcoding knowledge, models could "learn” patterns
directly from data. Neural networks, especially deep learning architectures, capitalized on
this shift, allowing for complex representations that dramatically advanced performance across
tasks from image recognition to natural language understanding. This revolution marked a shift
away from handcrafted features and harcoded rules toward automated feature learning, enabling
the eld to tackle previously intractable problems. Today, the reliance on data as the primary
source of knowledge has cemented data-centric machine learning as the dominant paradigm in

arti cial intelligence.



Figure 1.1: Classical Al vs. Machine Learning

An example of the success of data-centric machine learning are large language models
(LLMs) [2, 3, 4, 5]. Large language models are trained in an unsupervised manner on vast
amount of text data (books, web pages, documents, etc.) where the training objective is predict-
ing the next word in a sentence given the prior context or in- lling words in a sentence that have
been masked or hidden from the model in a stage known as “pre-training”. This stage allows
models to learn the structure of language and form neural representations within the weights
of the model. While these models trained to perform text-completion can complete some tasks
like question-answering directly with a careful “prompt” to be completed (€gestion: Who
is the president of the United States? Answgrtheir primary utility is being used as a base
model that is further “ ne-tuned” on smaller, supervised datasets with input and output exam-
ples of task(s) of interest. When these models are “ ne-tuned” speci cally on a broad range of
instruction-and-answer pairs in a stage referred to as “instruction-tuning” [6, 7, 8], they acquire
broad, general capabilities leading to models that power chatbot-style assistant platforms like

OpenAl ChatGPT or Google Gemini.



Synthetic data, in the context of LLMs, refers to training data generated by a language
model that can serve as substitutes for real-world datasets [9, 10, 11, 12, 13, ihterlalja].
This data can be used for various purposes, such as annotation, evaluation, and full-generation
of datasets for tasks like classi cation, generation, or reasoning [16]. Unlike traditional data
collected from human input, synthetic data is generated automatically by LLMs and can be
tailored to speci c tasks or goals. This data generation capability allows researchers to create
annotated examples at scale, bypassing the constraints and costs associated with human annota-
tion [17, 18]. Furthermore, synthetic data is particularly valuable for tasks facing data scarcity,
enabling the creation of large, diverse datasets where real-world examples may be limited [19].
In essence, synthetic data in the LLM era provides a exible and scalable method of data gener-
ation that can be tuned to meet the requirements of different machine learning tasks, enabling

experiments that would otherwise be prohibitive or impossible.

Figure 1.2: LLMs can generate labeled training datasets that can then be used to help models learn
with in-context learning, ne-tuning, or pre-training.



Even before the advent of LLMs, synthetic data was used to enhance machine learning
models, albeit in more limited ways. One early example is backtranslation, a technique where
new unlabeled monolingual data in the target language is acquired and translated into the source
language using a model trained in the reverse direction [20]. This creates synthetic parallel
pairs that can be used for training in the forward translation direction. This approach has been
widely applied in machine translation, where labeled data is often scarce for many language
pairs. Another notable method was data augmentation in computer vision, where images were
rotated, ipped, or distorted to arti cially increase the size of training datasets [21]. While
effective, these methods were constrained in their exibility and scalability. The synthetic
data created through these methods typically relied on straightforward transformations rather
than the generation of entirely new, contextually coherent examples—a limitation that recent
advances in language models have overcome.

With the development of large language models, synthetic data generation has entered a
new era. LLMs can now generate coherent, contextually relevant data in massive quantities
and at remarkable speed [22]. This capacity represents a pivotal moment in machine learning,
as it enables practitioners to encode task-speci ¢ knowledge at scale, ultimately enabling new
model capabilities through synthetic data in ways that were previously impossible. However,
this ability also brings new challenges, as the synthetic data generated by LLMs is inherently

shaped by the biases present in the models themselves [9].

1.1 challenges with using synthetic data

A fundamental challenge with using synthetic data generated by a large language model (LLM)

lies in the inherent tautology of the process: the model is effectively sampling from its own



learned distribution to improve itself or other models trained on similar distributions [23]. This
setup can be problematic, as it raises questions about whether the generated data truly brings
in "new" information or merely reinforces the model's existing biases and limitations. When a
model generates data, it does so based on the patterns and distributions it has already learned,
which means that any synthetic data produced is inherently constrained by those same learned
representations. As a result, synthetic data risks falling into a closed feedback loop, where
models trained on this data may be limited to the same biases, gaps, and misconceptions em-
bedded in the original model's training distribution, rather than expanding or diversifying their

understanding of the task at hand [24, 25].

diversity Another critical challenge in synthetic data lies in achieving adequate diversity
within generated samples. LLMs, despite their scale and generative power, tend to produce
outputs that re ect dominant patterns from their training data [9]. This can result in a lack
of representation for rarer or less conventional examples, which are often crucial for robust
model learning. If synthetic data fails to include a broad range of variations and edge cases, it
risks over tting the model to common patterns while neglecting the subtleties that enable long-
tail task performance and generalization. Ensuring diversity in synthetic data is particularly
challenging since models are more likely to default to high-probability sequences, leading to
synthetic datasets that lack the necessary breadth to support models in learning from a true

distribution.

model collapse Synthetic data generation also risks contributing to model collapse,
where the iterative generation of training data leads to a concentration of certain patterns and a
corresponding erosion of long-tail knowledge [25]. Large language models possess extensive

knowledge, including rare or niche information that may appear infrequently in natural data.



However, synthetic data generation, especially when applied repeatedly, may favor commonly
seen or high-probability outputs over rare instances, effectively collapsing the distribution to-
ward more "generic" knowledge. This collapse could lead to a gradual loss of diversity in the
model's internal representations, where less frequently encountered, yet valuable, knowledge is
progressively weakened. Consequently, the richness of long-tail knowledge—critical for tasks
requiring nuanced or domain-speci ¢ understanding—may be diminished, reducing the overall

effectiveness of the model when faced with complex or specialized tasks.

1.2 when and why does synthetic data improve

model performance?

Inductive biases refer to assumptions about a task that guide a learning algorithm in making pre-
dictions or decisions. Inductive biases are particularly helpful to deploy when there is limited
task-speci c data available. A practitioner may have prior knowledge about the distribution of
inputs the model will likely encounter, the outputs it will need to produce, the general procedure
to reach the prediction or decision for a task, or heuristics that help optimize task performance.
By equipping a model with such biases, and this prior knowledge, the learning process is guided
to ensure the model's learning aligns with the expected nature of the task [26].

Inductive biases can be introduced in two primary ways: through data transformations or
by modifying the model's architecture or optimization routine. In computer vision tasks like
image classi cation, certain image properties—such as scale, rotation, and perspective—are
not relevant for distinguishing between objects. Practitioners can introduce knowledge about

these properties by applying random transformations like rotation, scaling, or cropping to the



training images, ensuring the model learns invariant features [21]. Alternatively, biases can
be encoded directly into the model's architecture. For example, convolutions in Convolutional
Neural Networks (CNNs) are designed to capture spatial hierarchies, effectively encoding the
assumption that local patterns (such as edges or textures) are invariant to transformations like
translation or scaling [27]. In natural language processing (NLP), tasks often involve complex
reasoning and understanding, which makes automatic data augmentation more challenging [28].
Instead, the pretrain-then- netune paradigm has become dominant, where large language mod-
els (LLMs) are pre-trained on vast amounts of unlabeled data using self-supervised learning,
then ne-tuned on a smaller, more representative set of labeled examples for the target task [2].
This paradigm leverages the knowledge encoded during pre-training to perform well across a
wide range of tasks without needing task-speci c manual data manipulation or architectural

changes.

Figure 1.3: Inductive biases were applied by practioners in the form of synthetic examples in image
classi cation datasets used to improve Convolutional Neural Network performance.



Although naively generating synthetic task data from large language models (LLMs) may
lead to some of the challenges discussed earlier, such as degradation of performance on long-
tail knowledge or model collapse, LLMs' strong instruction-following and generation capabil-
ities have enabled practitioners to apply helpful inductive biases in synthetic data work ows.
By carefully guiding synthetic data generation and ltering and selecting speci ¢ synthetic
examples, practitioners can use LLMs to encode prior assumptions and task-speci ¢ knowl-
edge, improving model performance at scale. This allows models to learn from synthetic data
that encodes a helpful learning bias, steering the model toward the right task-speci c patterns
and reasoning. Uniquely, using synthetic data in neural model training allows these models to
harness one of the main advantages of expert systems and other classical Al approaches: the
ability to direct a model's predictions and decision-making processes. However, unlike expert
systems, neural models are not bound to rigidly follow these rules; instead, they are free to
incorporate and learn from other patterns available in the data. Synthetic data, therefore, can
act as a guiding "hint" that complements natural data or the model's pre-trained knowledge.
For the rst time, synthetic data generated by LLMs allows practitioners to easily in uence the
learning of these black-box, data-centric neural models at the source of where they absorb and

integrate their knowledge.



Figure 1.4: Human practitioners can apply useful inductive biases to steer the model toward the right
task-speci ¢ patterns and reasoning.

In this section, | will introduce a taxonomy to broadly capture the emerging and comnmon
ductive biasesused in synthetic data work ows in my own research and the eld more broadly.
When applied appropriately, these biases are effective in steering model learning and enhanc-
ing model performance. To better understand why synthetic data works, | will also attempt to
explicitly identify thesource of knowledgdrom which the model learns when these biases are
applied. This exploration will clarify how learning with synthetic data can lead to the expansion

of a model's capabilities and knowledge, rather than causing collapse.
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Figure 1.5: A taxonomy of broad inductive biases and sources of knowledge that will be used to cate-
gorize various synthetic data approaches in this dissertation.

1.2.1 Inductive Biases

| outline inductive biases that broadly categorize synthetic data approaches used in my research
and other work in the eld. In Chapters 3, 5, and 6, | concretely demonstrate applying these

inductive biases in synthetic datasets used to train and enhance models.

1. Task Priming: Task priming is the inductive bias that applies prior knowledge of the
speci ¢ task a model is expected to complete, conditioning a general model for more
specialized performance. This is often achieved through in-context examples or ne-
tuning on task-speci c data, which signal the type of task being asked of the model,
enhancing its focus and aligning its computation toward effectively performing that task
[29, 30, 19, 31]. By narrowing the potential range of outputs to those most relevant to
the task, task priming can also constrain the outputs of a more general model, leading to

better performance and improved task alignment.
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2. Task Asymmetry: Task asymmetry is an inductive bias that is indirectly applied to learn-
ing during the synthetic data generation or synthetic data ltering stages. Recognizing
inherent or practical differences in the complexity of task subcomponents or directions
or leveraging prior knowledge that one part of a task may be easier than another [32, 33],
it becomes possible to generate synthetic examples or Iter synthetic examples to a high-
quality subset, both of which improve learning. For example, validating the quality of a
task outcome (e.g., assessing a summary) might be simpler than generating the outcome
itself (e.g., writing a summary). This insight can be used to transfer knowledge from the

easier subcomponent to guide learning in the more challenging one [34].

3. Task Rules and Heuristics: This is an inductive bias that incorporates prior knowledge
of simpli ed principles or strategies that can guide effective task performance. By em-
bedding these rules or heuristics into synthetic data, models are exposed to structured
examples that enhance their ability to execute and generalize effectively [21]. When new
examples are encountered where such rules or heuristics may be bene cial, the model

can leverage this embedded knowledge to navigate the task more adeptly.

4. Task Structuring: Task structuring is the inductive bias that leverages prior knowledge
of useful intermediate steps or systematic approaches that contribute to optimal perfor-
mance on a task [35]. By incorporating this process structure into learning, models are
encouraged to adopt a more organized method of problem-solving and decision-making,

thereby enhancing their overall execution capabilities [36].
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1.2.2 Sources of Knowledge and Learning

One signi cant source of model learning when training on synthetic datasets carefully crafted
to elicit a helpful learning bias originates from the task-speci ¢ assumptions embedded in their
creation. | outline additional avenues of knowledge and learning that models can leverage when

trained on synthetic datasets.

1. Surfacing Latent Knowledge and Capabilities: Large language models (LLMs) may
already possess knowledge or capabilities stored as latent information from their pre-
training on vast amounts of data [2]. This pre-training allows LLMs to memorize a wide
range of uncurated, scattered examples, accessible through strong retrieval capabilities
[37]. In situations with limited high-quality labeled data, LLMs can surface useful, one-
off examples from their pre-training [19]. While these examples may not fully elicit
task-speci c capabilities by pre-training on them, they can be synthesized into curated
synthetic datasets [38, 39, 40]. These datasets can then better guide model performance
through in-context learning or ne-tuning, which offer a more effective approach to task-
speci ¢ learning than relying solely on the original language modeling task during pre-

training.

2. Composing Existing Knowledge and Capabilities:Models might excel at certain sub-
skills or subcomponents of a task, which can be orchestrated and combined to form a
capability for a new, more complex task [35, 41]. By generating synthetic data that
requires the integration of these distinct subskills or two pieces of existing knowledge,
models can be trained to compose their existing abilities into a cohesive performance,

enhancing their adaptability and task execution in novel scenarios.
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3. Environment Feedback: The generation and re nement of synthetic examples can be
informed by feedback from the model's interaction with an environment [42]. This feed-
back loop allows models to learn from past successes and failures, adapting their behavior
based on observed outcomes to iteratively improve their performance on target tasks [43,

44).

1.3 thesis statement

This thesis argues synthetic training data is most effective at enhancing models when it is used
as an inductive bias. My research demonstrates that when synthetic training data is carefully
constructed to incorporate useful learning biases relevant to a given task, model performance
can signi cantly improve, enabling new capabilities. | demonstrate that this approach is not
limited to enhancing performance on a single task; rather, applying an inductive bias through
synthetic data in the pre-training phase can enrich the general knowledge and skill acquisition

of LLMs as they undergo their foundational learning process.

1.4 dissertation outline

This dissertation is structured as follows:
Chapter 3 presents an initial case study demonstrating how synthetic data can improve
model performance in an in-context learning setting. Leveraging a self-consistency prior, |

bootstrap synthetic machine translation examples to use as few-shot examples to enhance the
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machine translation performance of a LLM, showcasing the potential of synthetic data in driv-
ing targeted improvements with a simple procedure.

Chapter 4 introduces DataDreamer, a Python library designed to simplify multi-stage LLM-
based synthetic data generation and training work ows. By reducing the technical expertise
required, DataDreamer makes it easier for practitioners to implement and reproduce synthetic
data procedures, enabling them to generate customized datasets and apply inductive biases
through training to improve model performance.

Chapter 5 showcases a range of synthetic data work ows built with DataDreamer, focus-
ing on how task-speci ¢ learning biases can be embedded through ne-tuning. This chapter
explores larger-scale synthetic data generation, demonstrating how synthetic data can be used
to train stronger embedding models, agent models, and vision-language models—capabilities
that would be challenging to develop given the limited availability of curated natural datasets
for these tasks. In Section 5.1, | generate synthetic contrastive triplets used to train style em-
beddings (text embeddings that embed two texts of the same style closely regardless of content)
to create stronger, content-independent style embeddings. Without synthetic data, contrastive
triplets for training such text style embeddings previously had to be mined in imperfect ways
leading to weaker style embeddings that mixed style and content representations. In Section
5.2, we generate a synthetic dataset of actions sequences (clicking, scrolling, typing) to self-
improve an LLM agent that performs assistant-style tasks on webS&dsd ¢his product to
my wishlist”). In Section 5.3, we generate synthetic text-rich images (charts, gures, tables,
diagrams, documents) along with questions and answers about those images to train stronger
vision language models that can assist users with analyzing such images that might appear in
scienti ¢ publications or news articles.

Chapter 6 demonstrates applying synthetic data to enhance LLM pre-training. This ap-

proach demonstrates that synthetic data can move beyond task-speci ¢c improvements, support-
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ing a more generalized enhancement of LLM capabilities. | develop and benchmark a tech-
nigue where | use a LLM to optimize and restructure pre-training data from raw documents
to instruction-answer pairs in order to be more closely aligned with the expected distribution
downstream usage (questions, instructions, and tasks users may ask). This restructuring of the
pre-training data and objective allows “pre-training” in a supervised fashion on instructions
and answers instead of the typical, self-supervised next token prediction objective. This yields

broad performance gains across multiple tasks and benchmarks.

1.5 relevant publications presented

This dissertation will present my relevant research publications published at a number of confer-
ences. | am a primary author on these publications completed at the University of Pennsylvania
in collaboration with university colleagues and, at times, external collaborators. Detailed sum-

maries of my contributions are provided at the end of each relevant chapter or section.

1. (Patel et al., 2023) Ajay Patel, Bryan Li, Mohammad Sadegh Rasooli, Noah Constant,
Colin Raffel, and Chris Callison-Burch. Bidirectional Language Models Are Also Few-

shot Learnersin ICLR 2023.

2. (Patel et al., 2024) Ajay Patel, Colin Raffel, and Chris Callison-Burch. DataDreamer: A
Tool for Synthetic Data Generation and Reproducible LLM Work ows ACL 2024.

3. (Patel et al., 2023) Ajay Patel, Delip Rao, Ansh Kothary, Kathleen McKeown, and Chris
Callison-Burch. Learning Interpretable Style Embeddings via Prompting LLMs.
EMNLP 2023 (Findings).

* denotes co- rst authorship
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4. (Patel et al., 2024) Ajay Patel, Markus Hofmarcher, Claudiu Leoveanu-Condrei, Marius-
Constantin Dinu, Chris Callison-Burch, and Sepp Hochreiter. Large Language Models

Can Self-Improve At Web Agent Taskislanuscript.

5. (Patel et al., 2024) Ajay Patel*, Jiacheng Zhu*, Justin Qiu, Zachary Horvitz, Marianna
Apidianaki, Kathleen McKeown, and Chris Callison-Burch. StyleDistance: Stronger
Content-Independent Style Embeddings with Synthetic Parallel ExampiedAACL
2025.

6. (Yang etal., 2025) Yue Yang*, Ajay Patel*, Matt Deitke, Tanmay Gupta, Luca Weihs, An-
drew Head, Mark Yatskar, Chris Callison-Burch, Ranjay Krishna, Aniruddha Kembhauvi,
Christopher Clark. Scaling Text-Rich Image Understanding via Code-Guided Synthetic
Multimodal Data Generatiorin ACL 2025.

7. (Patel et al., 2025) Ajay Patel, Colin Raffel, Chris Callison-Burch. Finelnstructions: A

Web-Scale Instructions Datas®&torking manuscript.

In this dissertation, | will also brie y touch upon a few publications that | have co-authored

and contributed to, but that are not my primary work.

1. (Horvitz et al., 2024) Zachary Horvitajay Patel, Kanishk Singh, Chris Callison-Burch,
Kathleen McKeown, and Zhou Yu. TinyStyler: Ef cient Few-Shot Text Style Transfer
with Authorship Embeddingsn EMNLP 2024 (Findings).

2. (Deitke et al., 2024) Matt Deitke, Christopher Clark, Sangho Lee, Rohun Tripathi, Yue
Yang, Jae Sung Park, Mohammadreza Salehi, Niklas Muennighoff, Kyle Lo, Luca Sol-
daini, Jiasen Lu, Erin Bransom, Kiana Ehsani, Huong Ngay Patel, Mark Yatskar,

Chris Callison-Burch, Andrew Head, Rose Hendrix, Favyen Bastani, Eli VanderBilt,

* denotes co- rst authorship



17

Nathan Lambert, Jenna Sparks, Sam Skjonsberg, Evan Pete Walsh, Piper Wolters, Tan-
may Gupta, Kuo-Hao Zeng, Dirk Groeneveld, Crystal Nam, Carissa Schoenick, Oscar
Michel, Ranjay Krishna, Luca Weihs, Noah A. Smith, Hannaneh Hajishirzi, Ross Gir-
shick, Ali Farhadi, Aniruddha Kembhavi. Molmo and PixMo: Open Weights and Open
Data for State-of-the-Art Multimodal Modelén CVPR 2025

These publications are licensed under Creative Commons 4.0 BY, listed below. Therefore,
parts of the relevant discussions are quoted directly from said publications, with the explicit
approval of all primary co-authors, my thesis committee, and the Graduate Group Chair. Only
one of these of these publications have been or will be extensively discussed in any of my
collaborators' theses as a subsection within a larger chapter. All work was completed jointly
with collaborators at the University of Pennsylvania, University of North Carolina at Chapel
Hill, HuggingFace, Google, Columbia University, ExtensityAl, Johannes Kepler University

Linz, NXAIl, and the Allen Institute for Arti cial Intelligence.



BACKGROUND

In this chapter, | will introduce some relevant background and highlight prior and current ap-
proaches to contextualize the work presented in later chapters. | will rst discuss early appli-
cations of synthetic data in machine learning and natural language processing. | then connect
how the particular limitations of earlier synthetic data methods renewed interest in synthetic
data strategies when more advanced, large language model (LLM) generation approaches be-
came available. Following this, | will introduce large language models in-depth, the main
models the work in this dissertation will focus on, and how they are used and trained. With that
background, | will discuss prior and current synthetic data approaches using LLMs. Finally, |
will provide background on some of the various machine learning tasks and problems discussed

in this dissertation.

2.1 early applications of synthetic data

Prior to LLMs, machine learning primarily focused supervised learning with curated or mined
datasets. Some early approaches, however, did utilize procedurally-generated data from pro-
grams or model-generated data. These approaches were early applications of synthetic data to

machine learning that often were devised to overcome limited data resources.

18
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2.1.1 Automatic Dataset Augmentation

In Chapter 1, we discussed how the eld of natural language processing used backtranslation,
a technique where new unlabeled monolingual data in the target language is acquired and trans-
lated into the source language using a model trained in the reverse direction [20]. This approach
is a form of dataset augmentation with model-generated translation pairs. On another sequence-
to-sequence task similar to machine translation, text style transfer, a lack of parallel examples
can be overcome by reformulating the style transfer task as a paraphrasing task whereby a
model-generated “neutral paraphrase” of a styled text can serve as the input in input/output
training pairs [45].

A more sophisticated direction of dataset augmentation involves using seed training data
and model predictions to mine and collect further examples for learning in a bootstrapping man-
ner in a process broadly referred to as “weak supervision”. Early work in this direction includes
Yarowsky [46], who iteratively expanded labeled examples for word sense disambiguation by
adding high-con dence model predictions to the training set. More recent frameworks, such as
Snorkel [47], generalize this idea by combining multiple noisy labeling functions to generate

large-scale training data, enabling models to learn effectively from imperfect supervision.

2.1.2 Programatically Generated Datasets

Distantly related to synthetic data, several early NLP benchmarks were constructed by pro-
gramatically generating examples from templates or rules, offering controlled alternatives to
natural corpora. The Facebook bAbI dataset [48] generates synthetic stories and questions to
target distinct reasoning skills, SCAN [49] pairs navigation commands with action sequences

to study compositionality, and CLUTRR [50] creates family relation stories governed by log-
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ical rules. These resources illustrate how rule-based generation provided scalable datasets for

probing reasoning and generalization.

2.1.3 Environment Simulators

Interactive simulators use programs to generate dynamic interactive environments and task tra-
jectories. SHRDLU [51] demonstrated early grounding of language in a blocks-world simula-
tion, while TextWorld [52] and ALFWorld [53] generate text-based environments for sequential
decision-making and planning. Such simulators show how synthetic interaction data has been

used to study reasoning and generalization in multi-step tasks.

2.1.4 Knowledge Transfer and Distillation

Model-generated data can also be used to train new models as a form knowledge transfer re-
ferred to as “distillation” [54], where a teacher model is used to generate training data for a
student model. Model distillation can be an ef cient way to train smaller, more ef cient mod-
els while maintaining similar or approximate levels of performance. Some works have explored
“self-distillation” where model-generated data is used to train the generating model itself and

they nd this can lead to performance improvements for some tasks [29, 30].
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2.2 limitations of synthetic data

Early synthetic data approaches faced signi cant limitations in their representativeness and
generalizability. Datasets created through programmatic rules or small grammars such as bAbl,
SCAN, or CLUTRR provided precise control over linguistic and logical structures but lacked
the richness and diversity of natural data. The resulting models often learned narrow heuristics
tied to the generator's design rather than acquiring robust, generalizable reasoning or language
understanding skills [23, 24]. This gap meant systems that performed well on synthetic bench-
marks often failed to transfer their capabilities to natural settings.

Another major concern in synthetic data generation, particularly when models are used to
create their own training inputs, is model collapse [25], which was previously discussed in
Section 1.1. When synthetic data is iteratively generated from a model and reused for training
without suf cient diversity or external grounding, the model may converge toward degenerate
distributions that reinforce its own errors and biases. Such collapse can manifest as reduced
output diversity, loss of factual accuracy, or the ampli cation of spurious correlations. It can
also propagate and amplify pre-existing biases present in either the generating model or the
rules governing the generation process [25]. For example, if a model re ects gender, cultural, or
topical biases in its outputs, synthetic data derived from it may further entrench these biases in
downstream systems. Models trained exclusively on such data may over t to such simpli ed or
idealized distributions, leading to unrealistic con dence and poor calibration when confronted
with real-world data [55].

These limitations motivated later research on generating higher- delity synthetic data that
better mirrors the diversity, ambiguity, and contextual depth of real human examples. The

emergence of large language models, capable of producing increasingly natural and semanti-
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cally coherent text, has renewed interest in synthetic data approaches which we turn to in the

following section to discuss in-depth.

2.3 large language models

Large Language Models (LLMs) are large-scale neural networks trained to model the statistical
structure of natural language. They are typically built on the transformer architecture, intro-
duced by Vaswani et al. [56], which relies on self-attention mechanisms to capture long-range
dependencies between words in text more effectively than earlier recurrent or convolutional
architectures. LLMs are trained on large text corpora containing hundreds of billions of tokens
and are drawn from sources like web pages, books, and social media. The training objective
is usually autoregressive language modeling or “next token prediction”, where the model pre-
dicts the next token in a sentence given the prior context [4]. Masked language modeling and
other variants of this task are also sometimes used [2, 3]. Scaling model size, dataset size,
and compute has been shown to yield predictable improvements in performance across tasks, a
phenomenon formalized in neural scaling laws [57].

The development of LLMs has progressed through various stages of scale and compute.
There were early contextual word embeddings such as ELMo [58], bidirectional transformers
such as BERT [2], autoregressive models such as GPT-2 [4], and sequence-to-sequence trans-
formers such as T5 [3]. Later, with more data and compute, came larger models such as GPT-3
[5], PaLM [59], and GPT-4 [60]. These models demonstrated emergent capabilities not present
in smaller models, including multi-step reasoning, code generation, and few-shot task general-
ization. As a result, LLMs have become foundational to modern natural language processing

and broader Al applications.
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2.3.1 Pre-Training

Pre-training refers to the initial large-scale training phase where the model learns general-
purpose language representations. For autoregressive LLMs, the pre-training objective is to
maximize the likelihood of the next token in a sequence, enabling the model to capture lin-
guistic patterns, factual knowledge, and semantic relationships. Masked language modeling,
as used in BERT [2], instead trains the model to reconstruct randomly masked tokens from
their surrounding context. These objectives require no explicit human labeling and thus allow
models to leverage enormous web-scale corpora. The pre-training process is computationally
expensive, often requiring thousands of GPUs over weeks or months. The scale of pre-training
has proven central to downstream performance as demonstrated by Kaplan et al. [57] as increas-
ing model size and dataset size in tandem yields smooth power-law improvements in accuracy,

perplexity, and generalization.

2.3.2 Prompting and In-Context Learning

Prompting is a technique of conditioning a pre-trained LLM to complete a certain context care-
fully constructed to yield a desired answer such‘@sestion: Who is the president of the
United States? Answer."GPT-2 [4] and GPT-3 [5] demonstrated that large models could per-
form new tasks with little or no ne-tuning through in-context learning. In-context learning
involves placing task descriptions and a few input—output examples into the prompt. GPT-
3 demonstrated strong in-context learning capabilities and the ability to generalize to unseen
task inputs without parameter updates. This demonstrated that LLMs encode a form of meta-
learning, using the prompt as an implicit training signal [61, 62, 63]. Prompting strategies

have since expanded to include chain-of-thought prompting [64], which elicits step-by-step rea-
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soning before an answer, and retrieval-augmented prompting [65], which supplements model

knowledge with external sources.

2.3.3 Fine-Tuning

Fine-tuning adapts a pre-trained LLM to narrower domains or speci ¢ downstream tasks by
continuing training on a curated dataset. Traditional supervised ne-tuning updates all pa-
rameters of the model, often yielding state-of-the-art results on benchmarks such as question
answering, summarization, and classi cation [2, 3, 4, 5]. However, full ne-tuning of billion-
parameter models is resource-intensive, leading to the development of parameter-ef cient ne-
tuning methods such as adapters [66], pre x-tuning [67], and LORA (Low-Rank Adaptation)
[68]. These approaches allow models to specialize with signi cantly lower computational cost

while retaining general-purpose capabilities.

2.3.4 Instruction-Tuning

Instruction-tuning is a form of ne-tuning designed to improve a model's ability to follow
natural language instructions. Instead of being trained on a single downstream dataset, the
model is ne-tuned on a mixture of tasks presented in the form of instruction—response pairs.
This was pioneered in T5 [3], which reframed multiple NLP benchmarks into a uni ed text-to-
text format. Later, InstructGPT, FLAN, and others [6, 8, 7] demonstrated that instruction-tuning
on diverse collections of tasks signi cantly improved zero-shot and few-shot generalization. By
aligning the training format with typical user interactions, instruction-tuned models are better

able to handle open-ended tasks in prompts.
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2.3.5 Alignment and Preference-Tuning

Although instruction-tuned models are more usable, they may still produce unhelpful, biased, or
unsafe outputs. Alignment methods address this by steering models toward outputs that better
re ect human preferences. Reinforcement learning from human feedback (RLHF) has become
the dominant approach [69, 6]. In RLHF: 1) human annotators rank multiple sampled outputs
from a model, 2) a reward model is trained to predict these human preferences, and 3) the LLM
is ne-tuned with reinforcement learning to maximize the reward assigned by the reward model.
This procedure was used in InstructGPT [6] and later in ChatGPT, establishing a commonly
adopted standard for aligning LLMs. More recently, direct preference optimization (DPO) [70]
and related methods have been introduced as simpler and more stable alternatives to RLHF.
Alignment and preference-tuning remain active areas of research, as models are increasingly

deployed in real-world contexts.

2.4 synthetic data approaches with large lan-

guage models

Recent work has explored using LLMs to create synthetic data for tasks or to augment existing
datasets to boost task performance [9, 10, 11, 12, 13, 14ntes,alial. These approaches
vary vastly by procedure and task but typically involve zero-shot or few-shot prompting and
utilizing the generative nature of LLMs to generate synthetic text corpora or annotate existing
datasets. A study by Gilardi, Alizadeh, and Kubli [17] found the zero-shot performance of

ChatGPT exceeded crowd workers by about 25%, making LLMs a promising alternative to
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expensive human annotation for simpler labeling tasks within their capability set. He et al.
[71] introduced a general-purpose framework called “Generate, Annotate, and Learn” for task-
speci ¢ unlabeled text generation and achieved strong results on the GLUE benchmark [72] of
NLP tasks.

Synthetic data has also been applied the various stages of training a LLM. For example,
LLMs have been used to generate synthetic instruction-tuning datasets from some seed exam-
ples or templates for the purposes of instruction-tuning other pre-trained language models [73,
74, 75]. Other works have also applied synthetic generation to reasoning and explanation data
as part of instruction-tuning by producing synthetic explanations or reasoning steps [76, 64,
77]. At the pre-training level, a few works demonstrate synthetic data as a promising technique
for training small, performant models [22, 78] by synthetically generating pre-training sized

corpora of various topics (math, science, history, etc.) entirely with LLMs.

2.4.1 Encouraging Diversity

One main challenge with these generation strategies is that LLMs often suffer from mode col-
lapse and low diversity when sampling [24]. There are a few general approaches to address
this. A common approach is to condition generations on a set of sampled attributes [9] in the
prompt that are changed for every inference of the model or by conditioning on a description of
a persona or perspective [79] to elicit diversity of viewpoint similar to surveying a diverse au-
dience. Other approaches have explored utilizing and manipulating the probability distribution

of output tokens to enhance diversity [80].
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2.4.2 Re ning Datasets and Self-Improving

There are a number of approaches that combine synthetic data with a feedback signal (either
human or arti cial) to Iter the synthetic data to a higher-quality subset before training. Without
direct human supervision, reward models, models trained to rate the quality of model outputs
[6], are a popular choice to provide this kind of signal. Other approaches involve using LLMs

to self-critique and judge the quality of their own outputs [81, 40, 82, 83, 84].

2.5 tasks discussed in this dissertation

Chapters 3, 5, and 6 discuss various tasks | have applied synthetic data to in my work. Below,

| introduce background on each task and relevant prior work.

2.5.1 Machine Translation

In Chapter 3, we begin with applying synthetic data to machine translation. Machine trans-
lation is the task of translating from one language to another with a machine learning model
[85]. When we are translating from or to a language that may not have a large amount of data
available for it, we typically refer to this task as low-resource machine translation [86]. As

discussed previously, backtranslation is a technique in machine translation that helps improve
performance by training on pairs created by reversing model-generated translations [20]. Early
works in training LLMs explored using machine translation as a benchmark task [4, 3, 87]. Han

et al. [19] uses LLMs and prompting to perform unsupervised machine translation by perform-
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ing rounds of bootstrapping translation examples, a synthetic data procedure which | adapt and

expand upon in Chapter 3.

2.5.2 Text Style Embeddings

In Section 5.1, | train style embeddings, text embeddings that embed two texts closely together
if they share the same style regardless of content. Style representations are typically learned
from unlabeled texts [88, 89, 90, inter alia]. Due to the lack of parallel datasets covering diverse
style features, Hay et al. [91] and Wegmann, Schraagen, Nguyen, et al. [92] have both used
authorship as a proxy for style as we discussed previously. Rivera-Soto et al. [93] trained em-
beddings to uniquely represent different authors. Although these embeddings capture features
representative of authors' style, they also capture content features due to the lack of control
for content-related aspects. Patel et al. [94] trained LISA, a style vector created by annotating
texts with their stylistic features using LLMs. LISA, however, trades off performance to create

a vector with interpretable dimensions.

2.5.3 Agent Models

In Section 5.2, | train agent models, LLMs speci cally trained to complete tasks by perform-

ing a sequence of actions towards a goal, and evaluate on the WebArena benchmark [95] of
assistant-style tasks to complete on websites. With limited to no supervised action sequence
data to train such a model, we implement a self-improvement procedure to improve model per-
formance in an unsupervised fashion by training on self-generated synthetic data. Previously,

Bousmalis et al. [96] demonstrated self-improving embodied agents for complex robotics tasks.
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Gulcehre et al. [97] introduced a method for self-improving agents on a simpler multi-step
guestion answering task. Song et al. [98] proposed a procedure of lItering trajectories and ne-
tuning, but primarily focuses on supervised ltering, does not explore generating novel tasks
and synthetic data, and evaluates on less realistic and complex benchmarks. Pan et al. [99]

explored using vision models for critique to improve on WebArena.

2.5.4 Vision-Language Models

In Section 5.3, we train vision-language models, multimodal models that can take both im-
ages and text as input, to better understand text-rich images (charts, gures, diagrams, tables,
etc.). Generating synthetic images with annotations grounded in known source representations
(like code used to generate the gure or the tabular data) has been widely used in domains
with limited vision-language data [100, 101, 102, 103]. This approach has been applied to
chart and plot vision question-answering, typically using a limited, small set of chart types and
by instantiating handcrafted question templates [104, 105, 106, 107]. Following this, Li and
Tajbakhsh [108] and Carbune et al. [109] explore using text-only LLMs to generate annotations
from tables or text descriptions associated with charts to train VLMs. Other recent approaches

explored generating data and code to render synthetic charts [110, 111, 112, 113].

2.5.5 Pre-Training and Instruction-Tuning

In Chapter 6, we pre-train a model on synthetic pre-training data by converting standard pre-
training documents into a large number of synthetic instruction-answer pairs. While large lan-

guage models are primarily trained on data sampled from web pages, books, and other natural
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sources, a number previous works have explored incorporating synthetic training data generated
by an LLM itself as part of the pre-training process [114, 78, 115, 116, 117]. Other approaches
have looked at ltering documents [118, 119, 120, 121] with LLM judgments of quality or
re-weighting and re-sampling the mixture of documents [63, 122, 123, 120, 124, 125]. Recent
approaches have applied more sophisticated techniques, converting vanilla pre-training docu-
ments into instruction-answer pairs and other task formats [126, 121, 127] or rephrasing low-
quality documents into a higher-quality, clean document [128, 121, 129]. In our work, we gen-
erate this synthetic training data by instantiating instruction templates we create. Other work
has explored synthetically generating instruction-tuning data and reasoning data with LLMs
and prompting [130, 40, 131, 132, 133, 134, 135, 136, 137, 138, 139]. Koksal et al. [140] gen-
erate instruction-answer pairs for long-form generation, pairing pre-training documents with
synthetic instructions that would plausibly generate them. Using instruction templates is also
common approach to creating instruction-tuning datasets [141, 7, 8, 142, 143, 144]. These ap-
proaches typically use instruction templates that are handcrafted or crowdsourced, resulting in a
far smaller number of instruction templates, lower diversity, and fewer total example instances

compared to our work.



ENHANCING MODEL PERFORMANCE USING
SYNTHETIC DATA AND IN-CONTEXT
LEARNING

Large language models possess few-shot learning capabilities and zero-shot instruction follow-
ing capabilities, despite only being pre-trained with a self-supervised causal language modeling
objective (which is to predict the next token) [4, 5]. When performing in-context learning with
these models, supervised examples of the task are often provided. In machine translation, it can
be extremely challenging to get parallel texts between two low-resource languages. Therefore,
machine translation is a useful task that can serve as a case study to demonstrate how synthetic
data combined with in-context learning can be an effective strategy for tasks where supervised
datasets are lacking.

In this chapter, we demonstrate how LLMs can perform zero-shot, unsupervised machine
translation using synthetic, bootstrapped parallel examples for in-context learning instead of
real examples. As a case study, this work demonstrates how synthetic data can be effectively
utilized to enhance a model's performance on a given task. Interestingly, we nd our unsuper-
vised zero-shot approach even outperforms a supervised two-shot setting, suggesting synthetic

data may be useful to deploy even when supervised data is available.
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3.1 experimental setup

We empirically demonstrate a procedure where we use thegpgl[87] model, a bidirectional

LLM, to synthesize its own synthetic parallel examples that can enhance its machine translation

performance. The synthetic parallel examples are bootstrapped in a completely unsupervised
fashion using a zero-shot translation prompt with no examples. The zero-shot prompt format

looks like:

Translate Spanish to English.

Spanish: Los arboles son importantes.</s>

English: <X>

We use the SAP (Sequential Autoregressive Prompting) method [145] to enable prompt-
ing and in-context learning since this model is trained on a bidirectional objective and does
not naturally generate text. We adapt the bootstrap process of Han et al. [19] to retrieve these

synthetic parallel examples. The process, as depicted in Figure 3.1, consists of three steps:

Step 1 (sampling) Generate synthetic parallel examples using a zero-shot translation
prompt (with no examples) to translate sentences from a monolingual source language cor-

pus.

Step 2 ( Itering) : Filter out low-quality synthetic examples to keep only high-quality, self-
consistent synthetic examples using an unsupervised scoring technique (discussed in Section

3.1.1).

Step 3 (self-ampli cation): Translate any source language sentence desired using these

synthetic parallel examples in the few-shot prompt.
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Figure 3.1: A visualization of the bootstrapping process.

We iteratively run multiple rounds of this bootstrap by repeating step 2 and step 3 to form a
better few-shot prompt. The few-shot prompt after self-ampli cation is used to translate more
source language sentences. These are then lItered using the scoring technique used in step
2 and so on. In our experiments, we run four bootstrapping rounds and sample 100 source
language sentences from a training dataset in each round. Note that none of the target language
parallel sentences from the training dataset are used in this zero-shot setting; following Han

et al. [19], only the source language sentences are used.

3.1.1 Filtering Down to High-Quality, Self-Consistent Translations

The ltering step of the bootstrap requires an unsupervised scoring method for assessing the
quality of translations. We rst usengdetect ! a language identi er, as a simple rule-based

Iter to ensure the generated text is in the desired target language. We then score the remaining
generated translations against their corresponding original sentence in the source language. For
this unsupervised multilingual similarity metric, we utilize the BERTScore [146] algorithm

with mT5z0om (MT5-small)? dubbing it “mT5Score”.

lhttps://pypi.org/project/langdetect/
2The BERTScore Python library [146] directly supports using mT5 instead of BERT.
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We take the top two synthetic parallel examples with the highest mT5Score in the Itering
step and use those as synthetic few-shot examples in the prompt in the self-ampli cation step.

In essence, this procedure biases towards selecting synthetic examples from mT5 that the
model is self-consistent on, i.e., synthetic translations from the model that the model itself also

scores as "high-quality".

3.1.2 Translating with an Ensemble of Prompts

Because the two examples used in the prompt can greatly affect the quality of the generated
translations, some prompts containing low-quality synthetic examples may cause poor transla-
tions for certain sentences. To combat this and reduce variation in performance, we keep the
top N synthetic examples instead of two synthetic examples. We use these t%fdiﬁfﬂrent
few-shot prompts with two synthetic parallel examples each. Each sentence in the test set is
then translated with theé% different prompts to produc§ translations. The best translation

of the% translations is chosen in a fully unsupervised manner with mT5Score, as done in the
Itering step of the bootstrap.

We nd this ensembling technique helps make unsupervised zero-shot performance com-
petitive with few-shot performance. Unless otherwise stated, we use a 4 prompt ensemble:
=4

In sum, we sample and zero-shot translate 100 sentences from a monolingual corpus, keep
the top eight synthetic parallel examples scored by mT5Score, and use them to form four few-

shot prompts, each of which has two synthetic examples.
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3.1.3 English-Centric Bootstrapping

While Han et al. [19] only performed a bootstrap on English-French and French-English pairs,
we perform bootstrapping on some language pairs which may contain at least one low-resource
language or non-English language.

It has been found that multilingual language models perform best in English, due to im-
balance of languages in the pre-training corpus where English has the highest amount of data
[147]. Therefore, when running the bootstrap on various language pairs, we modify the boot-
strap to favor generating English, or pivot through English when neither the source nor target

language is English.

3.2 results

Following Lin et al. [147], we evaluate our technique on 14 languages from the FLORES-101
dataset [148] that span high-resource and low-resource langtisigesvaluate SentencePiece
BLEU (spBLEU) [148] in every direction, leading to an evaluation over 182 language pairs in
total.

Abbreviated results can be found in Table 3.1, and the matrix of full results can be found
in Table 3.2. Results are average spBLEU scores over subsets of the 182 language pairs
(src ! tgt ) where “LR” is a low-resource language and “HR” is a high-resource language.
“All” represents the average spBLEU score over all 182 language pairs. Supervised results cor-

respond to the M2M-124 615M model from Goyal et al. [148]. XGL# results correspond

3HR: English (en), German (de), French (fr), Catalan (ca), Finish (), Russian (ru), Bulgarian (bg), Chinese (zh),
Korean (ko), Arabic (ar), Swahili (sw); LR: Hindi (hi), Malayalam (my), Tamil (ta)
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HR! HR LR! HR HR! LR LR! LR | Al
Number of Language Pairs 110 33 33 6182
Supervised 215 10.3 8.6 4/316.6
GPT-%.78 (32-shot) 8.1 0.4 0.1 0.1 5.0
XGLM 758 (32-shot) 15.3 8.7 6.8 3.812.2
mT5 78 + SAP (2-shot) 14.5 9.8 8.2 7.112.3
mT5; 78 + SAP (zero-shot) 15.5 10.7 9.1 8.2 13.2

Table 3.1: Abbreviated machine translation results on FLORES-101 devtest (SpBLEU).

to the model from Lin et al. [147]. Bold denotes best of GPT-3, XGLM, and mT5. spBLEU

computed using the implementation from Goyal et al. [148].
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en de fr ca ru bg zh ko ar sw hi my ta| avg

Supervised - 326 420 312 242 271 374 193 185 179 269 281 35 |3
GPT-378 (32-shot) - 259 36.1 238 102 112 59 125 12 11 05 03 01 00.9

en XGLM7sg (32-shot) - 27.6 36.0 340 233 242 331 156 120115 18.0 199 110 8.5 |21.1
mTS 78 + SAP (2-shot) - 232 342 262 158 201 279 95 104 114 173 140 11X |17.9
mT5;78 + SAP (zero-shot) - 26.0 332 284 157 212 271 11.3 10127 19.1 16.1 13.2 13.1|19.0
Supervised 358 - 355 258 226 246 315 172 16.6 148 210 234 23 |2AD
GPT-%.78 (32-shot) 404 - 262 172 81 93 48 90 10 09 05 03 01 0.1

de XGLM7sg (32-shot) 38.8 - 279 19.1 205 19.7 258 123 34 6.6 11.7 143 9.9 4.8 |16.5
mT5;78 + SAP (2-shot) 33.0 - 244 178 141 157 202 8291 7.7 11.0 10.0 _9.8 9.6 |14.7
mT5 7 + SAP (zero-shot) 35.9 -— 259 225 143 174 210 82 84 87 134 104 9.0 10.8|15.8
Supervised 37.2 285 - 28.7 219 245 322 176 16.7 154 172 229 21 |Z0&
GPT-378 (32-shot) 42.8 20.9 - 237 80 97 46 91 10 10 04 03 01 0®4

fr XGLM7sg (32-shot) 40.4 204 - 321 194 198 26.3 106 2.4 59 145 137 97 6.6 |17.1
mT57s + SAP  (2-shot) 38.0 19.2 - 267 13.7 183 235 869.2 99 150 121 108 9.7 |165
mT5.7s + SAP (zero-shot) 38.121.1 - 301 129 181 223 87 9.2 11.1 157 11.0 9.6 411.1|16.8
Supervised 334 248 351 - 190 211 286 151 139 134 187 205 2.1 |06
GPT-%.78 (32-shot) 40.2 186 314 - 70 93 43 80 09 09 03 04 01 013

ca XGLM7sg (32-shot) 41.1 189 338 - 11.3 33 239 108 13 08 138 6.1 _79 3.1 |13.6
mT57s + SAP  (2-shot) 33.4 149 295 - 107 140 156 65 7.0 56 124 7.8.7 6.7 |13.3
mT57g + SAP (zero-shot) _37.1 19.3 32.4 - 124 16.7 191 79 74 85 145 94 83 9.8 |[15.6
Supervised 272 23.0 293 216 - 206 264 16.0 148 124 142 198 17 |1i%
GPT-3% 78 (32-shot) 25.3 135 17.1 10.0 - 64 28 57 07 07 03 03 01 [0R4
XGLM758 (32-shot) 29.2 174 222 170 - 165 175 124 75 76 80 101 6.2 2.0 [134
mT57s + SAP  (2-shot) 241 161 198 149 - 142 170 70 58 71 83 585 39 |117
mT5.7s + SAP (zero-shot) 23.2 161 205 163 - 145 163 80 59 6B.0 75 59 82 |122
Supervised 275 235 301 220 194 - 31.0 165 153 135 181 209 22 |1BPH
GPT-3.78 (32-shot) 28.1 148 204 131 54 - 74 12 02 02 01 02 01 Q1.0

ru  XGLM7sg (32-shot) 30.4 17.9 24.0 146 8.0 - 263 116 55 74 71 91 73 31 [13.2
mTS 78 + SAP (2-shot) 269 16.6 224 145 112 - 252 61 80 64 1181 9.8 84 |135
mT5;78 + SAP (zero-shot) 27.9 17.1 225 194 131 - 254 83 87 91 120 90 9.0 10.3|14.8
Supervised 330 26.1 337 249 208 265 - 175 164 145 209 231 23 |2&L
GPT-%.78 (32-shot) 216 114 160 9.7 43 6.5 - 12 02 02 01 02 01 085

bg XGLM7sg (32-shot) 35.5 19.2 26.3 129 142 229 - 119 68 92 94 75 32 1.0 |139
mT5 78 + SAP (2-shot) 31.0 17.0 23.8 183 109 229 - 7283 81 117 74 95 6.6 |141
mT5 7 + SAP (zero-shot) 325 17.3 245217 10.6 232 - 87 75 90 130 86 79 10.1]|15.0
Supervised 209 176 243 174 16.0 172 221 - 159 116 155 185 19 |1B%
GPT-3.78 (32-shot) 21.1 95 143 82 43 36 13 - 11 04 02 02 01 0049

zh  XGLM7sg (32-shot) 20.7 83 85 105 44 48148 - 93 42 56 120 86 6.2 | 9.1
mT5;78 + SAP (2-shot) 19.0 109 149 119 80 106 119 - 89 6091 80 100 7.6 |105
mT578 + SAP (zero-shot) 185 10.9 14.8 12.8 8.8 10.7 11.8 = 92 65 90 89 82 89 |10.7
Supervised 209 16.7 221 165 149 155 211 157 - 106 151 18.7 19 |M®
GPT-%.78 (32-shot) 83 46 64 44 21 17 08 25 - 02 01 01 01 024

ko XGLM7sg (32-shot) 19.9 103 13.7 53 14 12 109119 - 27 32 10 _22 14 |65
mTS 78 + SAP (2-shot) 18.3 10.1 13.7 11379 10.1 126 7.8 - 63 72 66 26 47 |92
mT57s + SAP (zero-shot) 18.1 10.113.8 128 7.8 9.9 114 7.6 - 55 80 67 81 82|98
Supervised 255 187 257 189 156 178 238 13.1 133 - 154 194 1.8 | 1BA
GPT-3.78 (32-shot) 105 53 96 6.0 22 22 09 09 01 - 01 01 02 0.2.9

ar XGLM7sg (32-shot) 27.7 122 179 88 85 91 184 89 038 - 77 78 34 3.7 |104
mT5;78 + SAP (2-shot) 23.7 108 175 11.0 80 122 138 59 71 - 1080 80 8.0 |111
mT5.7s + SAP (zero-shot) 26.9 11.5 19.8 159 7.8 145 136 63 7.6 - 11.0 80 88 93 |124
Supervised 304 194 26.7 20.1 156 17.6 23.8 132 122 120 - 19.2 21 | G
GPT-378 (32-shot) 50 29 39 28 17 18 13 13 05 05 - 04 0.1 0.1.7

sw XGLM7sg (32-shot) 31.6 134 21.8 154 10.2 131 152 95 6.0 89 - 76 34 10 |[121
mTS 78 + SAP (2-shot) 27.0 12,6 190 151 9.2 12258 59 6.0 8.3 - 65 54 6.0 |115
mT5 78 + SAP (zero-shot) 30.0 13.5 20.0 180 95 145 158 69 57 7.7 - 65 _27 7.0 |12.1
Supervised 279 194 259 189 157 169 239 135 139 122 168 - 25 | B
GPT-%.78 (32-shot) 12 09 14 08 04 04 03 02 01 01 o01 - 0.1 p.@5

hi  XGLM7sg (32-shot) 25.2 123 154 8.8 9.8 115 113 108 85 6.1 47 - 15 19| 98
mT5 78 + SAP (2-shot) 25.7 124 17.0 13.0 80 12254 72 44 7.4 89 - 96 9.0 |11.6
mT5 7 + SAP (zero-shot) 27.1 12.6 17.3 143 9.0 124 145 80 6.7 81 8.9 - 10.2 128|125
Supervised 100 69 104 85 6.0 67 95 57 61 46 7.2 91 - 252
GPT-3%78 (32-shot) 05 03 04 04 02 01 02 00 00 00 01 02 - 0.0.2

my XGLM7sg (32-shot) 14.1 7.6 101 38 57 71 89 7.1 69 36 35 89 - 26|69
mT57s + SAP  (2-shot) 16.8 85 129 11.0 67 61 92 52 29 50 80 70 - 57|81
mT5.7s + SAP (zero-shot) 164 9.0 119 116 69 83 104 55 36 48 64 71 — 62 |83
Supervised 83 49 68 58 50 47 70 25 23 11 52 69 12 4.8
PT-3%.78 (32-shot) 1.0 05 08 05 02 03 03 01 02 01 01 02 00 0.3

ta XGLM7sg (32-shot) 16.3 84 103 51 52 81 76 81 62 54 28 72 09 - |71
mT5.78 + SAP (2-shot) 18.7 104 13.7 109 6.3 98 116 52 07 65 60 93 18 - |85
mT57s + SAP (zero-shot) 20.4 10.5 14.7 129 81 106 132 70 68 66 83 101 26 - [101
Supervised 26.0 20.2 26.7 20.0 16.7 185 245 141 135 118 16.3 193 21 |1B%
GPT-3.78 (32-shot) 189 99 142 93 42 48 27 40 06 05 02 03 01 030

avg XGLM7sg (32-shot) 28.5 14.9 206 14.4 109 124 185 109 59 6.1 85 97 58 35 |12.2
mT5; 78 + SAP (2-shot) 25.8 14.1 20.2 156 100 13.7 169 6.9 6.8 74 105 8&%1 7.5 |123
mT5 7 + SAP (zero-shot) _27.1 15.0 209 182 105 148 171 79 75 80 115 92 8.0 9.7 |13.2
Table 3.2: Full machine translation results on FLORES-101 devtest (spBLEU).
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3.3 discussion

In this unsupervised setting, we nd our zero-shot results exceed our 2-shot results; furthermore,
they signi cantly exceed the performance of the XGLM and GPT-3 results reported in Lin
et al. [147] on an average sSpBLEU score over all 182 pairs (+1.0 spBLEU). We note strong

performance on language pairs that contain one or more low-resource languages.

the effect of self-consistency filtering We ablate the use of mT5Score as

a lter to select the high-quality synthetic examples during bootstrapping in Table 3.3. We
perform the ablation over two language pairs, English-Russian and Russian-English. When
using random selection, the synthetic parallel examples choosen may be extremely low-quality
or non-sensical leading to a 0.0 spBLEU score after self-ampli cation as shown for the English-

Russian language pair.

English-Russian Russian-English
Random Selection 0.0 25.5
mT5Score Filtering and Selection 20.0 26.3

Table 3.3: Results from ablating the use of mT5Score as a Iter to select the high-quality, self-
consistent synthetic examples during bootstrapping.

the effect of prompt-ensembling Intuitively, we can explain the zero-shot per-
formance surpassing the supervised, few-shot performance through our use of prompt ensem-
bling in the zero-shot setting. As prompt ensembling utilizes four prompts with two synthetic
parallel examples each, it essentially uses eight synthetic examples, instead of just two real
examples in the few-shot setting. Our synthetic examples are nearly as high-quality as real
examples (similar to the ndings of Han et al. [19]) as demonstrated in an experiment we

show in Table 3.4. In this experiment, we compare utilizing a single few-shot prompt with two
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synthetic parallel examples to perform the nal translation with utilizing an ensemble of 4, 8,
and 16 distinct few-shot prompts each with two synthetic parallel examples that generate 4, 8,
and 16 translations respectively from which the best translation (by mT5Score) is selected as
the nal translation over two language pairs, English-Russian and Russian-English. Prompt en-
sembling not only reduces performance variation if low-quality synthetic examples are selected
during the bootstrap, but it also boosts performance beyond the supervised, few-shot setting as

demonstrated by Table 3.4 (Russian-English 26.97.9 spBLEU).

English-Russian Russian-English

Supervised Machine Translation

Few-Shot Prompt (2-shot) 20.1 26.9
Unsupervised Machine Translation

Single Prompt 20.0 26.3
4 Prompt Ensemble 20.9 27.9

8 Prompt Ensemble 20.7 28.6
16 Prompt Ensemble 20.9 28.6

Table 3.4: Results with prompt ensembles of size 4, 8, and 16.

the effect of english-centric bootstrapping We also ablate our use of
English-centric bootstrapping in Table 3.5. We perform the ablation over two language pairs,

English-Russian and Russian-Chinese.

English-Russian Russian-Chinese
Standard bootstrap 20.9 5.8
English-centric bootstrap 21.2 8.3

Table 3.5: Results from ablating the use of English-centric bootstrapping.



40

3.4 conclusion

In summary, the synthetic data procedure | outlined improves the zero-shot machine translation
performance of an LLM using synthetic examples generated by the model itself. The procedure
applies a number of inductive biases on the synthetic data generation process and example
selection & Itering process to use our prior knowledge about the task to allow the model to

better learn and improve.

Figure 3.2: Inductive biases and sources of knowledge highlighted by the work on improving the zero-
shot machine translation performance of a model with synthetic data.

The primary inductive bias applied here is priming a general model to more narrowly per-
form the speci c task we want of machine translation with in-context structured examples. And
the source of knowledge here is surfacing latent knowledge the model may already have ac-
quired during pre-training from uncurated, scattered examples of the languages on the internet.
This is knowledge may not be as readily accessible without such priming.

When applying self-consistency ltering, the inductive bias applied is using prior knowl-
edge of the asymmetry in the task. For example, we may suspect it is easier for the model to
verify whether translations are good or bad rather than generate translations. And the source
of knowledge is composing together these two existing capabilities of the model to create a

stronger result.
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When performing English-centric bootstrapping, along with taking advantage of “task
asymmetry” by using the hypothesis that working with English is likely easier than working
with other languages for the model due to over-representation of English in the training data,
we also impose a “structured process” (task structuring) using this prior knowledge of how to
best perform the task. The source of knowledge here is composing existing knowledge and
capabilities together.

This work used a fairly small synthetic dataset comprised of just a handful of synthetic
examples. In the next chapter I will discuss DataDreamer, a framework developed for synthetic
data generation and training work ows to allow researchers to generate and train on larger

synthetic datasets.

3.5 summary of contributions

This work is based on our paper “Bidirectional Language Models Are Also Few-shot Learn-
ers” published at the International Conference on Learning Representations 2023 [145]. | led
the overall research direction, conducted all experiments, and was the primary author respon-
sible for writing the paper. My co-authors helped guide and advise the research direction and

contributed minor edits and rewrites that re ned the presentation of our ndings.



DATADREAMER: A FRAMEWORK FOR
SYNTHETIC DATA GENERATION AND
TRAINING WORKFLOWS

While simple to deploy, in-context learning has fundamental limitations due to the restricted
context length of language models and the ephemeral nature of learning in that setting, as model
weights are not updated. In contrast, the paradigm of using pre-trained models to build general-
ized knowledge and ne-tuning them on task-speci ¢ data has consistently yielded the strongest
performance on NLP tasks [2, 149]. In the last chapter, we demonstrated how synthetic exam-
ples generated by a model can enhance its performance by providing few-shot examples for
in-context learning. However, fully leveraging the potential of synthetic data requires exper-
imenting with larger datasets and developing tools that allow practitioners to construct such
datasets effectively. Encoding task-speci ¢ knowledge often necessitates complex, multi-stage
work ows for synthetic dataset construction [150], where an LLM is iteratively used to gener-
ate, re ne, lter, and select synthetic training examples. These work ows can be challenging to
implement, engineer, maintain, and reproduce, making large-scale utilization of synthetic data
generation dif cult for practitioners.

This chapter introducedataDreamer, a framework designed to streamline synthetic data
generation and training, making both the creation of synthetic data and the steering of model
learning more accessible and approachable for researchers and practitioners. DataDreamer
supports work ows for ne-tuning and aligning models across a range of tasks. By enabling

large-scale synthetic data generation and simplifying its incorporation into training work ows,

42
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DataDreamer extends the utility of synthetic data, showcasing its role in systematically shaping

model performance.

Figure 4.1: DataDreamer helps researchers implement many types of LLM work ows easier and
makes reproducibility automatic and simple. These work ows often involve synthetic data
generation with a LLM-in-the-loop and/or ne-tuning, aligning, and distilling models.

4.1 motivation

While large language models (LLMs) have established a new era in NLP research through the
prompt-and-predict paradigm that has proven effective for a wide variety of tasks and synthetic

data generation, the use of these models has come with signi cant drawbacks [151]. Many
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popular models like GPT-4 [60] are closed source and behind a remote API, while running
models locally can be technically complex and expensive due to their scale. Moreover, the
now well-established prompting paradigm can be brittle with results widely varying between

different models, con gurations, and environments [152, 153]. These challenges have made it
dif cult for researchers to share, reproduce, extend, and compare work, hindering the rate of

research progress.

Figure 4.2: Various ways LLMs are used in synthetic data work ows.

4.2 current challenges with lIm workflows

To further motivate DataDreamer, we rst discuss the LLM work ows that it supports and we
discuss challenges that arise from these usage patterns. DataDreamer offers an easier solution
to ef ciently implement these work ows and make them reproducible, important for trans-
parency in science and maintainability in industry. These LLM work ows are often used in
combination with each other [84], and orchestration of multi-stage work ows is frequently im-

plemented through multiple shell or Python scripts. Reproducing these multi-stage work ows
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is challenging as shell scripts may rely upon a particular author's job scheduler or environment
and require execution in a speci c order. In Section 4.3 and 4.4, we discuss how DataDreamer's
task orchestration, caching system, and simple multi-GPU training make it easier to implement

these multi-stage work ows in a single Python program, minimizing these issues.

Figure 4.3: Synthetic data work ows are becoming increasingly complex, where LLMs are often
chained to process data over multiple stages or are used to judge and Iter generated out-
puts. The resulting data from these stages are also used sometimes to perform ne-tuning,
distillation, or self-distillation.

synthetic data generation Recent work has explored using LLMs to create syn-
thetic data for tasks or to augment existing datasets to boost task performance [9, 10, 11, 12,
13, 14, 15jnter alia]. Synthetic data generation involves using a LLM once or multiple times

in a multi-stage work ow to process data, sometimes referred to as “chaining” [150]. When
prompting LLMs to generate or augment datasets, a reproducibility challenge that arises is
“prompt sensitivity” where even small variations in a prompt can lead to signi cantly differ-
ent results [152]. Moreover, it is imperative to tag synthetically generated datasets because of

model degradation concerns [154].
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IIms for task evaluation Another increasingly common work ow is using LLMs
as judges or as automatic metrics for evaluating a model's performance on a task [155, 156,
157, 158,inter alia]. Many of the reproducibility challenges applicable to synthetic data also

arise here.

fine-tuning and alignment Another common work ow is the creation of task-

speci ¢ expert models using knowledge from larger models to create smaller, more ef cient
models via ne-tuning and distillation [159, 160, 161]. Instruction-tuning is ne-tuning that al-
lows base pre-trained models to better follow natural language human instruction and improve
their generalized task performance [6, 8, 7, 162]. Closely related, alignment techniques steer
model responses towards those more preferable to humans [163, 164, 70]. Implementing resum-
ability and ef cient training techniques are practical challenges often faced. Reproducibility

challenges include sharing exact data and hyperparameters.

self-improving llms Self-improving LLMs through self-feedback training loops is

an increasingly active area of research interest [81, 40, 82, 83, 84, 22]. These work ows can be
uniquely complex to both implement and reproduce due to requiring multiple rounds that chain
together synthetic data generation, automatic evaluation, and model re-training. DataDreamer

supports all of these work ows and makes it simple to chain data between them.

4.3 datadreamer

Before delving into the structure and implementation of DataDreamer, we rst provide a simple

demonstration of DataDreamer's capabilities and API through an example synthetic data gener-
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ation and distillation work ow in Example 1. The LLM used in this example is GPT-4 [60]. As

an initial step, the example uses the LLM to generate 1,000 NLP research paper abstracts. The
LLM is then used to summarize those abstracts in a tweet-like style. These two steps resultin a
fully synthetic dataset of abstracts and tweets summarizing them. Using a trainer, this synthetic
dataset is then distilled to a small, local model that is capable of summarizing paper abstracts
in a tweet-like style. As a nal step, the example demonstrates how both the synthetic dataset
and the trained model can be published and shared. For illustrative purposes, we demonstrate a

sample generation of the trained model's output on the DataDreamer paper's abstract:

“Introducing DataDreamer, an open source Python library for
advanced #NLP work ows. It offers easy code to create powerful

LLM work ows, addressing challenges in scale, closed sourc

1)

nature, and tooling. A step towards open science and

reproducibility! #Al #MachineLearning”
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1 from datadreamer import DataDreamer

2 from datadreamer.llms import OpenAl

3 from datadreamer.steps import DataFromPrompt, ProcessWithPrompt
4 from datadreamer.trainers import TrainHFFineTune

5 from peft import LoraConfig

6

7 with DataDreamer("./output"):

8 # Load GPT-4

9 gpt —4 = OpenAl(model _name="gpt-4")

10

11 # Generate synthetic arXiv-style research paper abstracts with GPT-4
12 arxiv _dataset = DataFromPrompt(

13 "Generate Research Paper Abstracts”,

14 args={

15 "llm™: gpt 4,

16 “n": 1000,

17 "temperature": 1.2,

18 "instruction”: (

19 "Generate an arXiv abstract of an NLP research paper."
20 " Return just the abstract, no titles."

21 )

22 %

23 outputs={"generations": "abstracts"},

24 )

25

26 # Use GPT-4 to convert the abstracts to tweets

27 abstracts _and_tweets = ProcessWithPrompt(

28 "Generate Tweets from Abstracts"”,

29 inputs={"inputs": arxiv _dataset.output[‘abstracts"]},
30 args={

31 “llm": gpt 4,

32 "instruction": "Given the abstract, write a tweet to summarize the work.",
33 "top —p" 1.0,

34 h

35 outputs={"inputs": "abstracts", "generations": "tweets"},
36 )

37

38 # Create training data splits

39 splits = abstracts —and _tweets.splits(train _size=0.90, validation _size=0.10)
40

41 # Train a model to convert research paper abstracts to tweets with the
42 # synthetic dataset

43 trainer = TrainHFFineTune(

44 "Train an Abstract => Tweet Model",

45 model _name="google/t5-v1 _1-base",

46 peft _config=LoraConfig(),

47 )

48 trainer.train(

49 train  _input=splits['train"].output['abstracts"],

50 train _output=splits[“train”].output['tweets"],

51 validation ~ _input=splits['validation"].output[“abstracts"],
52 validation ~ _output=splits['validation"].output["tweets"],
53 epochs=30,

54 batch _size=8,

55 )

56

57 # Publish and share the synthetic dataset

58 abstracts _and_tweets.publish —to _hf _hub("repo  _id")
59

60 # Publish and share the trained model

61 trainer.publish _to _hf _hub("repo  _id")

Example 4.1: In this demonstration snippet, DataDreamer generates a fully synthetic dataset of tweets
summarizing research paper abstracts and then trains a smaller T5 distilled model.
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4.3.1 Supported Features and Comparison with Alternatives

Below, we detail the features supported by DataDreamer and compare with alternative solu-

tions.

Feature LangChain' Axlotl2 HF Transformers + TRL® DataDreamer

Implementation

Accessible via Python API 3 7 3 3
Built for Researchers 7 7 3 3
Integrations

Open Source Models
Commercial & API-based Models

w w
~N W
aw
ww

Tasks

Prompting & Prompt “Chaining” 3 7 7 3
Synthetic Data Generation & Augmentation 3 7 7 3
Fine-tuning LLMs 7 3 3 3

Instruction-tuning LLMs 7 3 3 3

Aligning LLMs 7 3 3 3

Training Classi er Models 7 7 3 3
Training Embedding Models 7 7 7 3
Conveniences

Caching # 7 7 3
Resumability 7 3 # 3
Simpli es Boilerplate Code (tokenization, etc.) 3 3 7 3

Simpli es Multi-GPU Inference and Training 7 # 7 3
Publishing Datasets & Models 7 # 3 3
Open Science and Reproducibility

Reproducibility Fingerprints 7 7 7 3
Saves Intermediate Outputs 7 7 7 3
Synthetic Data and Model Cards 7 7 7 3

Table 4.1: We compare feature coverage between other popular libraries and solutions available to
researchers today that target similar work ows. DataDreamer integrates these features into
a single library with a standardized interface making experimentation and chaining data
between tasks simple7€ No; 3 = Yes;# = Partial Support)

lhttps://github.com/langchain—ai/langchain
2https://github.com/OpenAccess-AI-CoIIective/aonotI
3Wolf et al. [165] and Werra et al. [166]
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4.3.2 Built-Ins Functionality in DataDreamer

We also detail common operations, models, and training techniques built-in to DataDreamer.

Type Examples

DataSource , HFHubDataSource , JSONDataSource , CSVDataSource ,
Load a Dataset

Steps

P Prompt , RAGPrompt, ProcessWithPrompt , FewShotPrompt ,

Prompting DataFromPrompt , DataFromAttributedPrompt , FilterwWithPrompt s
RankWithPrompt , JudgeGenerationPairsWithPrompt ) e

Other Embed, Retrieve , CosineSimilarity -

OpenAl, OpenAlAssistant  , HFTransformers , CTransformers , VLLM,
Models Petals , HFAPIEndpoint , Together , MistralAl , Anthropic , Cohere ,
Al21 , Bedrock , Vertex , ...

TrainOpenAlFineTune , TrainHFClassifier , TrainHFFineTune

Trainers _ . .
TrainSentenceTransformer , TrainHFDPO , TrainHFPPO , ...

Table 4.2: A few examples of built-in steps, models, and trainers available in DataDreametr.

4.3.3 Installation

DataDreamer can be installed with:

pip install datadreamer.dev

4.3.4 Sessions

All code using the DataDreamer library is placed within a “session” using a Python context

manager instantiated using then keyword:
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from datadreamer import DataDreamer

with DataDreamer("./output"):

Work ow tasks can be run within the session context manager. These tasks are called

“steps” (loading a dataset, prompting a model, etc.) or “trainers”. The session allows

DataDreamer to automatically organize the resulting datasets, outputs, caches, training check-
points, and trained models that result from tasks run within the session int@utpat/
folder. Each step in a work ow assigns a custom descriptive name for its subfolder under

Joutput/ . DataDreamer sessions automatically provide user-friendly logging around work-

ow tasks run within the session:

Figure 4.4: DataDreamer logs produced by the work ow in Example 1 when resuming from a prior
interrupted run.

4.3.5 Steps

Steps are the core operators in a DataDreamer session. A step in DataDreamer transforms from

an input dataset to an output dataset [167]. This is useful for tasks like generating synthetic data
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from LLMs, or data augmentation for existing datasets. The output of one step can be directly
used as the input to another step or as the input to a trainer, allowing users to chain together
multiple steps/trainers to create complex work ows. DataDreamer comes with a number of
built-in steps for common operations in LLM work ows, some examples of which can be
seen in Table 4.2. Useful standard data processing operations sushpgs, -filter() ,

and .shuffle() can also quickly be applied to the output of a step for custom processing.
DataDreamer uses memory-mapping to handle large datasets stored on disk and can be run

lazily over iterable, streaming datasets.

4.3.6 Models

Models can be loaded in a DataDreamer session and then be passed as an argument to steps
like FewShotPrompt andProcessWithPrompt . DataDreamer creates a standardized interface

for accessing open source and commercial LLMs. It includes interfaces for embedding models
as well as LLMs. Examples of supported models and model providers can be found in Table

4.2.

4.3.7 Trainers

Trainers can train on a dataset produced by a step in a DataDreamer work ow. The dataset may
be loaded from an external source or produced as the output of a step in a multi-step work ow.
DataDreamer's trainers support a wide variety of techniques and tasks including ne-tuning,
instruction-tuning, alignment via RLHF [6] and DPO [70], distillation, training classi ers, and

training embedding models. Examples of supported techniques are shown in Table 4.2.
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4.3.8 Caching and Sharing Work ows

Caching has practical utility in LLM work ows as these large models can be both computation-
ally and nancially expensive to run. Therefore, eliminating re-computation can save both time
and resources. Caching in DataDreamer happens at multiple levels. When a step or trainer is
completed, its resulting dataset or trained model is saved to disk and loaded from disk if the
step or trainer is executed again with the same inputs and arguments, instead of being run again.
Additionally, DataDreamer caches at the model-level, caching the results of prompts or texts
being run against a model to a SQLite database le. During training, DataDreamer similarly
automatically saves checkpoints and resumes from them if interrupted and restarted. Caching
uses minimal disk space (storing mainly text) and adds minimal overhead in these workloads
dominated by heavy model inference computation, but can be granularly disabled if desired.
DataDreamer's cache system allows a researcher to share both their work ow script and
their session output folder with others, giving them access to useful caches and saved outputs.
These allow others to easily reproduce and extend the entire work ow while also bene ting
from avoiding expensive computations when unnecessary. For example, a researcher could
extend another researcher's work ow by adding another step at the end. Only the additional
added step would need to be computed, while all of the original steps could have their results

loaded from disk.

4.3.9 Resumability

Caching allows resumability during development, so scripts can be interrupted and resumed.
This allows graceful handling of crashes, server preemption, and other situations where only

a portion of a work ow was previously computed. Furthermore, caching can be useful during
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experimentation of a work ow. For example, when modifying a single prompt in the middle of
a multi-step synthetic data generation work ow, the change may only affect a certain number

of inputs to the next step. If so, only that portion of the work will be re-computed.

4.3.10 Sharing Open Data and Open Models

DataDreamer provides convenient utilities for exporting and publishing datasets and trained
models produced by steps or trainers. Resources can be exported to disk or published to the
Hugging Face HuB. When resources are published, DataDreamer can automatically upload

a demonstration snippet and set up the live demonstration widget on the Hugging Face Hub,
which makes shared resources easily usable. Additionally, these resources are automatically
given appropriate metadata such as tags clearly indicating when data is synthetically generated
and its source LLM. DataDreamer also produces what we call “synthetic data cards” and “syn-
thetic model cards”. Synthetic data and model cards are automatically produced by recursively
tracing through all steps, models, and trainers that DataDreamer used to produce the dataset
or model. Each step, model, and trainer has associated metadata including license information
and citation information. DataDreamer collects this information and produces a synthetic data
card (or model card) that reports the information along with reproducibility information for
each step, model, and trainer in the work ow. The information collected in our cards is de ned

in Table 4.3.

“https://huggingface.co/
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Date & Time

The date and time the step or trainer was run. This is important to document
when using API-based LLMs that can be updated over time.

Dataset Name & Card

The name of any datasets used as part of a step or trainer's operation along
with their data cards.

Model Name & Card

The name of any models used in a step or trainer's operation along with their
model cards.

URL

A URL that can be referenced for more information about the step or trainer.

License

Any known license that may apply as a result of a model or dataset being used
in a step or trainer.

Citations

Citations for datasets and models used in a trainer.

Reproducibility Fingerprint

A hash of all inputs, arguments, and con gurations that may affect repro-
ducibility for a step or trainer. When steps and trainers are chained in a multi-
stage work ow, the reproducibility hash is computed recursively through the
chain. These ngerprints can be used to compare if two work ows within
DataDreamer are exactly identical.

Other Reproducibility Information

Other miscellaneous reproducibility information such as environment informa-
tion, system information, and versions of packages and dependencies.

Table 4.3: Information automatically recorded in a synthetic data card or synthetic model card.

These automatically generated synthetic data cards and model cards can aid in preventing
contamination of pre-training sources with model-generated synthetic data. As synthetic data
generation becomes more prevalent, contamination can be a concern due to the performance
degradation that has been observed when synthetic datasets are shared and trained on, possibly

without the knowledge of the model developer [154]. DataDreamer's cards can also help other
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researchers understand what license restrictions may apply to the synthetically generated data,
among other usability concerns. These automatically generated cards are not a replacement
for traditional data cards and model cards [168, 169] that recommend a wider set of important
attributes such as potential dataset biases. Instead, they provide supplemental information that
is crucial to the usability and reproducibility of LLM work ows. We encourage researchers to

review and add information that cannot be automatically detected to our generated cards.

4.3.11 E ciency and Optimizations

LLMs work ows often bene t from or require certain optimizations to be applied in order to
load or process the scale of data and models typically used. DataDreamer supports many of the

common optimizations that researchers may want to apply.

parallelization DataDreamer supports running steps in background processes and run-

ning steps concurrently to easily implement parallel task orchestration in a work ow.

guantization and adapters DataDreamer supports quantization of model weights
that can reduce memory usage [170] as well as parameter-ef cient ne-tuning techniques like
LoRA adapters [68, 171]. It standardizes using these optimizations across different model
architectures and minimizes boilerplate, making it as simple as a single argument to con gure
training with LORA in Example 1. DataDreamer attempts to create uniform support for features
across all of its supported integrations when possible. So while the undeshyingice _-
transformers ~ andtransformers  libraries do not support training embedding models with
LoRA [172, 165], DataDreamer supports this, which extends the bene ts of LORA to these

models.
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multi-gpu usage DataDreamer makes it simple to load models on multiple GPUs and
train models on multiple GPUs with PyTorch FSDP [173, 174]. For example, training a model
on multiple GPUs is as simple as passing a listoofh.device s to thedevice parameter

of a trainer @levice=["cuda:0", "cuda:1"] ). DataDreamer automatically con gures FSDP

and launches distributed processes within the session so that a command line launcher like
torchrun  never has to be used, simplifying multi-GPU training. The usewfrun can

often force complex, multi-stage work ows being split into multiple scripts launched via shell
scripts since training portions need to be isolated from data generation or data processing por-
tions. This added complexity in running the work ow end-to-end can make reproducibility
challenging. With DataDreamer, work ows do not need to be re-orchestrated around portions
needing to be launched viarchrun . Since DataDreamer handles this distributed orches-
tration automatically, users can build multi-stage work ows involving data generation, data
processing, and training on multiple GPUs all in a single Python program, obviating the use of

orchestration through multiple shell scripts.

4.3.12 Con guration and Extensibility

DataDreamer seeks to minimize con guration and boilerplate code that for most research work-
ows do not need to be customized, for example automatically handling tokenization and apply-
ing the correct padding, among other tasks. DataDreamer applies sensible defaults and standard
research practices to minimize con guration. Some researchers, however, may need to cus-

tomize these choices and the option to override and extend is provided and well-documented.
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4.4 reproducible [Im research and workflows

We outline a few best practices, speci c to the emerging use of LLMs in research work ows

that DataDreamer adopts. We believe instituting these practices can alleviate a number of
reproducibility concerns. Of course, when closed-source models are involved, these concerns
can never be fully eliminated. We discuss how DataDreamer makes it easier to implement these

practices or automatically implements these practices in this section.

adaptable to model substitution While experimental work ows can often be
sensitive to model choice and the transferability of prompts can be unreliable [151], for re-
producibility purposes and for ease of experimentation, work ow implementation code should
attempt to minimize dependence on a speci ¢ model and should allow other researchers to
easily substitute one LLM for another. This can also be useful if a model is not accessible to an-
other researcher or if a model has become obsolete. DataDreamer's APl and model abstractions

make model substitution simple.

sharing prompts Exact prompts used should be shared since even minor variations can
signi cantly impact performance [152]. DataDreamer makes it easy to share an entire work ow
and session output folder. DataDreamer can also help ensure a re-implementation is exactly
identical between two experimental setups by comparing the reproducibility ngerprints of

individual steps or the entire work ow in aggregate.

sharing intermediate outputs In multi-stage work ows, intermediate outputs
should be shared for inspection and analysis by other researchers as well as for extendabil-

ity purposes. DataDreamer makes this simple by automatically saving the results of each step
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in a multi-stage work ow in an easily inspectable Hugging Faamsets format[167]. When
API-based LLMs are used, there is greater risk to reproducibility. DataDreamer allows work-
ows to be exactly reproduced from caches in the session output folder, even if the remote API

is no longer available.

synthetic data cards and model cards Synthetic data and model cards can help
other researchers understand the source of synthetic data, license restrictions that may apply,
citations that may apply, among other attributes. Importantly, these cards and other metadata-
like tags can help prevent contamination of pre-training data [154]. Finally, these cards carry

reproducibility information, useful for validating two experimental setups as identical.

sharing optimization configurations Optimizations like quantization can have
an effect on generations [153]. DataDreamer's reproducibility ngerprints account for these
con gurations and with its easily shareable work ows, DataDreamer makes it easy to repro-

duce an exact work ow, along with con gured optimizations.

environment-agnostic code For reproducibility, code should attempt to minimize
dependence on local environments, job schedulers, shell scripts, etc. DataDreamer helps make
this easier by providing tools for work ow orchestration (steps, parallelization, managed dis-
tributed processes for multi-GPU training) that can be all be done within Python. DataDreamer
also minimizes dependencies on local le paths, by organizing results and outputs into the

session output folder automatically.
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45 examples

In this section, | provide a few key examples of the library performing common synthetic
data work ows and procedures as well as some complex work ows that are made simple to

implement.

4.5.1 Augmenting an Existing Dataset

In this demonstration snippet, we augment an existing dataset, HotpotQA [175], a multi-hop
QA dataset. DataDreamer makes it easy to perform synthetic dataset augmentation with a LLM.

In this example, we add intermediate questions required to solve the multi-hop question.

from datadreamer import DataDreamer
from datadreamer.llms import OpenAl
from datadreamer.steps import ProcessWithPrompt, HFHubDataSource

# Load GPT-4

1

2

3

4

5 with DataDreamer("./output"):

6

7 gpt —4 = OpenAl(model _name="gpt-4")
8

9

# Get HotPot QA questions

10 hotpot _ga_dataset = HFHubDataSource(

11 "Get Hotpot QA Questions",

12 "hotpot _qa",

13 config _name="distractor",

14 split="train",

15 ).select _columns([‘question"])

16

17 # Keep only 1000 questions as a quick demo

18 hotpot _ga_dataset = hotpot  _ga_dataset.take(1000)

19

20 # Ask GPT-4 to decompose the question

21 questions _and_decompositions = ProcessWithPrompt(

22 "Generate Decompositions",

23 inputs={"inputs": hotpot _ga—dataset.output[‘question"]},

24 args={

25 “llm": gpt 4,

26 "instruction™: (

27 "Given the question which requires multiple steps to solve,"
28 " give a numbered list of intermediate questions required to"
29 " solve the question. Return only the list, nothing else."

30 )
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31 h
32 outputs={"inputs": "questions", "generations": "decompositions"},
33 ).select _columns(['questions”, "decompositions'])

4.5.2 Instruction-Tuning a LLM

In this demonstration snippet, we instruction-tune a model [6, 176, 131]. DataDreamer reduces
boilerplate around tokenization, caching, training resumability, multi-GPU training, parameter-

ef cient ne-tuning, and more.

1 from datadreamer import DataDreamer

2 from datadreamer.steps import HFHubDataSource

3 from datadreamer.trainers import TrainHFFineTune

4 from peft import LoraConfig

5

6 with DataDreamer("./output"):

7 # Get the Alpaca instruction-tuning dataset (cleaned version)

8 instruction _dataset = HFHubDataSource(

9 "Get Instruction-Tuning Dataset", "yahma/alpaca-cleaned", split="train"
10 )

11

12 # Keep only 1000 examples as a quick demo

13 instruction _dataset = instruction _dataset.take(1000)

14

15 # Some examples taken in an "input®, we'll format those into the instruction
16 instruction _dataset.map(

17 lambda row: {

18 "instruction™: (

19 row["instruction"]

20 if len(row["input"]) ==

21 else f'Input: {row[inputT\n\n{row['instruction}"

22 ),

23 "output": row["output"],

24 h

25 lazy=False,

26 )

27

28 # Create training data splits

29 splits = instruction _dataset.splits(train _size=0.90, validation _size=0.10)
30

31 # Define what the prompt template should be when instruction-tuning

32 chat _prompt _template = "### Instruction:\n{{prompt})\n\n### Response:\n"
33

34 # Instruction-tune the base TinyLlama model to make it follow instructions
35 trainer = TrainHFFineTune(

36 "Instruction-Tune TinyLlama",

37 model _name="TinyLlama/TinyLlama-1.1B-intermediate-step-1431k-3T",
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38 chat —_prompt _template=chat _prompt _template,
39 peft _config=LoraConfig(),

40 device=["cuda:0", "cuda:1'],

41 dtype="bfloat16",

42 )

43 trainer.train(

44 train  _input=splits["train"].output[‘instruction"],

45 train  _output=splits[‘train"].output["output"],

46 validation  _input=splits["validation"].output["instruction"],
47 validation  _output=splits[‘validation"].output["output"],
48 epochs=3,

49 batch _size=1,

50 gradient _accumulation _steps=32,

51 )

4.5.3 Self-Rewarding LLMs

This demonstration snippet implements a simpli ed version of the self-rewarding LLMs [84]
procedure. This work ow involves using an LLM to judge its own generations in order to
self-align and self-improve itself over a number of rounds. DataDreamer allows this complex
multi-stage work ow to be implemented intuitively, without needing to split generation and
training logic into separate les and without needing to involve a launchertdilodrun  to
perform multi-GPU training. DataDreamer also makes this complex multi-round, multi-stage

work ow automatically cachable and resumable.

1 from datadreamer import DataDreamer
2 from datadreamer.steps import (

3 HFHubDataSource,

4 Prompt,

5 JudgeGenerationPairsWithPrompt,
6

7

8

9

=

from datadreamer.trainers import TrainHFDPO
from datadreamer.llms import HFTransformers
from peft import LoraConfig

11 with DataDreamer("./output"):

12 # Get a dataset of prompts

13 prompts _dataset = HFHubDataSource(

14 "Get Prompts Dataset", "Intel/orca —dpo—_pairs", split="train"
15 ).select _columns([‘question])

17 # Keep only 3000 examples as a quick demo
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prompts _dataset = prompts _dataset.take(3000)

# Define how many rounds of self-reward training
rounds = 3

# For each round of self-reward training
adapter _to _apply = None
for r in range(rounds):
# Use a partial set of the prompts for each round
prompts _for _round = prompts _dataset.shard(
num_shards=rounds, index=r, name=f'Round #{r+1}: Get Prompts"

)

# Load the LLM

lIm = HFTransformers(
"TinyLlama/TinyLlama-1.1B-Chat-v1.0",
adapter _name=adapter _to _apply,
device _map="auto",
dtype="bfloat16",

)

# Sample 2 candidate responses from the LLM
candidate _responses = []

for candidate  _idx in range(2):
candidate _responses.append(
Prompt(
f'Round #{r+1}: Sample Candidate Response #{candidate —_idx}",
inputs={"prompts": prompts _for _round.output['question"]},
args={
“llm": llm,
"batch _size": 2,
"top —p" 1.0,
"seed": candidate _idx,
h
)
)

# Have the LLM judge its own responses
judgements = JudgeGenerationPairsWithPrompt(
f'Round #{r+1}: Judge Candidate Responses",
args={
“llm™: 1llm,
"batch _size": 1,
"max_new_tokens": 5,

h

inputs={
"prompts": prompts _for _round.output[‘question"],
"a": candidate —_responses[0].output['generations'],
"b": candidate —_responses[1].output['generations'],

¢

)

# Unload the LLM
lIm.unload _model()

# Process the judgements into a preference dataset
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dpo_dataset = judgements.map(
lambda row: {
"question": row["'prompts"],
"chosen™: (
row['a"]
if row['judgements"] == "Response A"
else row['b"]

)

rejected": (
row['b"]
if row['judgements"] == "Response A"
else row['a"]
)
h
lazy=False,
name=f'Round #{r+1}: Create Self-Reward Preference Dataset",

)

# Create training data splits
splits = dpo _dataset.splits(train —size=0.90, validation _size=0.10)

# Align the TinyLlama chat model with its own preferences
trainer = TrainHFDPO(
f'Round #{r+1}: Self-Reward Align TinyLlama-Chat",
model _name="TinyLlama/TinyLlama-1.1B-Chat-v1.0",
peft _config=LoraConfig(),
device=["cuda:0", "cuda:1"],
dtype="bfloat16",
)
trainer.train(
train _prompts=splits[“train"].output['question"],
train _chosen=splits["train"].output["chosen"],
train _rejected=splits['train"].output[ rejected"],

validation ~ _prompts=splits[‘validation"].output["question"],
validation  _chosen=splits["validation"].output['chosen"],
validation  _rejected=splits["validation"].output["rejected"],
epochs=3,

batch _size=1,
gradient _accumulation _steps=32,

)

# Unload the trained model from memory
trainer.unload —model()

# Use the newly trained adapter for the next round of self-reward
adapter _to _apply = trainer.model _path

64
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4.6 impact and case studies

DataDreamer has demonstrated signi cant impact in the domain of synthetic data generation
and large language model (LLM) work ows, achieving over 1,100 GitHub stars. The frame-
work supports all major LLM providers, models, frameworks, generation techniques, and train-
ing methodologies, enabling adoption by researchers, industry practitioners, and startups. By
lowering the barrier to entry for state-of-the-art work ows, it has also facilitated their use in
educational settings. Recently, DataDreamer was employed for large-scale data generation to
develop PixMo-Docs, a VQA dataset integral to the instruction-tuning process of Molmo, a
frontier open-source multimodal model [177] (a synthetic dataset generated from a pipeline
developed in DataDreamer by my co-author Yue Yang and me). In Chapters 5 and 6, | provide
additional examples of how DataDreamer has been used in research to generate and train on

synthetic datasets to improve model performance and enable new capabilities.

4.7 conclusion

In summary, DataDreamer helps practitioners implement complex, multi-step synthetic data
generation and training work ows easily and makes it simple to practically incorporate induc-

tive biases into the synthetic data generation process.
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Figure 4.5: Inductive biases and sources of knowledge can be easily applied through complex synthetic
data work ows that DataDreamer enables.

The next chapter will discuss three distinct examples of using DataDreamer to generate

larger synthetic datasets to use with ne-tuning to enable new capabilities in models.

4.8 summary of contributions

This work is based on our paper “DataDreamer: A Tool for Synthetic Data Generation and
Reproducible LLM Work ows” published at the Association for Computational Linguistics
2024 [16]. | led the overall development of the library and was the primary author responsible
for writing the paper. My co-authors helped guide and advise the development and contributed

minor edits and rewrites that re ned the presentation of our ndings.



ENABLING NEW MODEL CAPABILITIES BY
FINE-TUNING ON SYNTHETIC DATA

In Chapter 3, | detailed how synthetic examples generated by a model can be used to enhance
its own performance in the in-context learning setting. However, that setting is limited and can
only utilize a handful of examples that can t within a prompt. In the last chapter, | introduced

a simple framework called DataDreamer to make it easier to generate large synthetic datasets
constructed out of complex, multi-stage work ows. The framework also makes it easier to ne-
tune LLMs on these larger synthetic datasets, enabling models to learn from larger amounts of
synthetic data and potentially unlocking new capabilities. In this chapter, | will demonstrate
deploying DataDreamer to generate carefully crafted synthetic datasets that can enable new
capabilities in models after ne-tuning. | discuss three examples in my research where | have

successfully utilized synthetic data to enable new capabilities in models.

5.1 example 1: training style embedding models

The most common objective when training text embeddings is to place texts with similar se-
mantics close together in the embedding space [178]. Style representations, by contrast, aim
to embed texts with similar writing styles near each other and texts with different styles far

apart, regardless of their semantic content [92]. Embeddings are usually trained via contrastive

67
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learning, with triplets consisting of an anchor text, a positive text (which should be embedded
closely to the anchor), and a negative text (which should be embedded far from the anchor)
[179, 180, 181]. Therefore, parallel datasets where style varies while content is held constant
are needed to train style embeddings, but such datasets are rare.

Existing approaches often use social media datasets with the assumption that all writing
by the same author shares a similar style and that texts by different authors exhibit dissimilar
styles [92]. However, these methods are limited by the imperfect nature of data acquired under
such assumptions. For example, the same author may write about the same topic even in
different subreddits. As a result, these imperfect contrastive triplets do not explicitly control
for content, leading to style embeddings with weak content-independence. To overcome this, a
more controlled approach to style contrastive learning is necessary.

We introduce $YLEDISTANCE, a novel method for training stronger, content-independent
style embeddings which leverages synthetic parallel text examples generated by a large lan-
guage model (LLM) [60]. By creating near-exact paraphrases with controlled stylistic varia-
tions, we produce positive and negative examples across 40 distinct style features. This syn-
thetic dataset, which we callY8ITHSTEL, enables more precise contrastive learning (visual-
ized in Figure 5.1) and is more robust to the content leakage inherent in existing datasets. We
evaluate our nal trained models, measuring the content-independence, quality, and utility of

STYLEDISTANCE embeddings.

5.1.1 Experimental Setup

We use a LLM to generate a synthetic dataset with controlled content and style. The dataset is
composed of pairs of sentences which are paraphrases of each other (i.e. their content is similar)

but differ in style. Each pair includes a positive example that showcases a speci ¢ stylistic



69

Figure 5.1: STYLEDISTANCE embeddings are trained using contrastive learning from synthetic paral-
lel (positive and negative) examples representing 40 style features. The illustrated example
is for the “Usage of Active Voice” feature.

feature (e.g., usage of active voice or emojis) and a corresponding negative example that lacks

this feature. In this section, we outline the selected style features and provide implementation

details for our synthetic data generation procedure.

Style Feature Selection

There is no prede ned set of style features, and what features are considered to describe style

vs. content can vary across different studies [182]. For this work, we select 40 style features
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across 7 broad categories (visualized in Figure 5.2) which have been addressed in different

works on text style [183, 184, 185, 182, 94].

Syntactic Features
Usage of Conjunctions
Usage of Articles
Frequent Usage of Function Wordsg
Usage of Personal Pronouns
Usage of Pronouns

Usage of Active Voice

Usage of Contractions
Frequent Usage of Determiners
Usage of Prepositions Social and Interpersonal Features

Usage of Offensive Language

Usage of Self-Focused Language vs. You-Focused

Usage of Self-Focused Perspective vs. Third-person Singular
Usage of Self-Focused Language vs. Inclusive-focused
Usage of Self-Focused Language vs. Audience-focused
Usage of Polite Tone

Stylistic and Aesthetic Features
Usage of Metaphors

Usage of Formal Tone
Incorporation of Humor

Fluency in Sentence Constructio
Complex Sentence Structure
Usage of Sarcasm

Emotional and Cognitive Features
Positive Sentiment Expression

Usage of Words Indicating Affective vs. Perceptual Processes
Usage of Words Indicating Cognitive vs. Perceptual Processes
Usage of Words Indicating Affective vs. Cognitive Processes
Usage of Certain Tone

Lexical Features

Usage of Long Words

Usage of Nominalizations
Frequent Usage of Common Verb:

Graphical and Digital Features
Usage of Numerical Substitution
Usage of Uppercase Letters
Usage of Text Emojis

Usage of Emojis

Presence of Misspelled Words
Usage of Only Uppercase Letters
Usage of Only Lowercase Letters|
Usage of Numerical Digits
Frequent Usage of Punctuation

Temporal and Aspectual Features
Usage of Present-focused vs. Future-focused
Usage of Present-focused vs. Past-focused

Figure 5.2: We generate synthetic parallel examples to tramyi&EDISTANCE for a wide range of
style features in seven linguistic and stylistic categories.

Generation

For each of the selected features, we generate 100 pairs of positive and negative examples
by prompting GPT-4 [60] with the DataDreamer library [16]. Each generated pair contains a
sentence where the feature is present (positive example), and a paraphrase where the feature is
absent or less present (negative example). We use the attributed prompt (AttrPrompt) method
[9] to create diverse and realistic synthetic examples. To generate many examples per style
feature, we use a random sentence from C4 [186], and extract the ne-grained topic of the
sentence using GPT-4 [60] to use in the attributed prompt to use as the topic for the generated
examples. Along with a new unused topic each time, we randomly sample a new permutation
of the attributes in the prompt, and we perform sampling wethperature = 1.0 andiop —p

=1.0. We demonstrate an example below for the “Usage of Active Voice” style feature.
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Generate a pair of active and passive sentences with the following attributes:
1. Topic: {topic}
2. Length: {sentence —length}
3. Point of view: {point —of _view}
4. Tense: {tense}

5. Type of Sentence: {sentence —_type}

Ensure that the generated sentences meet the following conditions:
1. There is no extra information in one sentence that is not in the other.
2. The difference between the two sentences is subtle.
3. The two sentences have the same length.
{special _conditions _for _style _feature}
Use Format:
Active: [sentence]
Passive: [sentence]

Your response should only consist of the two sentences, without quotation marks.

We call our nal synthetically generated datasetNSHSTEL, and create train and test
splits using a 90%/10% split.
We next describe how we trainedr& EDISTANCE embeddings using our synthetic

dataset.

Sampling Contrastive Triplets

After generating 100 pairs of positive and negative examples for each style feature, we construct
feature-speci c triplets as follows: We select an “anch@y gnd a “positive” exampleg) from
different pairs available for a feature, ensuring that the two exampladegcal in style but

not in content. For the “Usage of Active Voice” example in Figure a.andp are two active
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sentenced @dored .., | observed.).on different topics. As a negative exampig, (e use the
paraphrase of eitheror p which does not contain the feature; thereforis always different in
style. In the example in Figure 5.4 s the paraphrase of the anchor in passive vaicadored
by m9.

In terms ofcontent, nis a paraphrase of the ancleoin half of the triplets, and has different
content in the other half. This ensures that the trained model will not only learn to discriminate
parallel (paraphrased) texts, but will be able to generalize to texts with different content during
inference. This sampling process results 820K unique triplets. The implementation of this

simple algorithm is shared in the supplementary materials.

Contrastive Learning Objective

In our nal dataset of triplet®, each triple{(a, p,n) 2 D contains an anchor texd), a positive
text (p), and a negative texh). We train our embedding modé} () with a triplet loss (with

margina) [181]:

h i
Li(a) = &apn2p kfq(a) fq(p)kg kfq(a) fq(n)k§+a .

We useroberta-base  as our base model for ne-tuning—the same base model used for the
style embeddings in Wegmann, Schraagen, Nguyen, et al. [92]—and perform training with
DataDreamer and LoRA [16, 68]. We use a margin of 0.1, a learning rate of 1le-4, and a batch
size of 512. We further split our training set into a train and validation split (90%/10%) and

train using an early stopping patience of 1 epoch.
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Training

We train two versions of our model. TSLEDISTANCEsynTH IS Ne-tuned only on the synthetic
triplets described in Section 5.1.1. We also train a version using the synthetic triplets for data
augmentation (8YLEDISTANCE). In this case, our training set is comprised of 50% natural
data—i.e. the triplets used to train the Wegmann, Schraagen, Nguyen, et al. [92}maate

50% synthetic data. For the augmented model, we hypothesize that mixing in these perfectly
parallel synthetic examples will help regularize the model, and discourage it from represent-
ing content-related features in favor of style-related ones offering the potential advantages of
both approaches: (1) enhanced content-independence, and (2) the ability to capture niche style

features in the natural data.

5.1.2 Results

We perform an evaluation of I¥LEDISTANCE embeddings with the STEL and STEL-or-
Content tasks [185, 92] that allow for a direct evaluation of the quality of style representations.
We use other leading style representations like LISA [94] and the embeddings from Wegmann,
Schraagen, Nguyen, et al. [92] as baselines, and compare them with our style embeddings. We
also compare to the LUAR model [93], an authorship representation model which does not ex-
plicitly train content-independent representations but captures both content and style features
in an attempt to represent different authors. We brie y describe these tasks below and illustrate

examples of these tasks in Figure 5.3:

STEL: Given two anchor sentences (Al, A2) and two test sentences (S1, S2), STEL

measures the ability of an embedding model to pair each test sentence with the anchor

IWe use therain-conversation split.
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sentence that shares the same style based on the cosine similarity of the embeddings of

the sentences.

STEL-or-Content: The STEL-or-Content task is similar to STEL but more adversarially
challenging, hence better for testing content-independence. In this task, there are again
two test sentences (S1, S2) but only a single anchor sentence (A). The test sentence that
best matches thstyle of the anchor must be selected; but the incorrect test sentence—
which is written in a different style—is a paraphrase of the anchor with sirodatent
Therefore, in order to succeed on the STEL-or-Content task, a model needs to represent

style features stronger than content features.

Figure 5.3: A visualization of the STEL and STEL-or-Content tasks.
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In their paper, Wegmann and Nguyen [185] provide a STEL and STEL-or-Content eval-
uation benchmark over ve features with curated natural data. We test our models on this

benchmark and present the results in Table 5.1.

Model Formal Complex Numb3r C'tion Emoiji Avg
STEL S-0-C STEL S-0-C STEL S-0-C STEL S-0-C STEL S-0-C STEL S-0-C

Content-Aware Representations

roberta-base 083 009 073 001 094 013 100 0.00 098 0.030.90 0.05

LUAR 08 014 o067 000 074 003 077 000 099 002 086 0.03
Content-Independent Style Representations

LISA 073 005 065 000 08 003 092 000 077 002 071 0.03
Wegmann, Schraagen, Nguyen, etal. [92] 0.83 0.70 0.58 0.27 0.56 0.03 0.96 0.02 0.95 0.07 0.77 0.22
STYLEDISTANCE 0.89 0.72 064 025 084 0.12 1.00 020 099 0.150.87 0.29
STYLEDISTANCESynTH 08 073 060 027 071 028 099 022 063 007 07®.31

Table 5.1: Accuracy on the STEL/STEL-or-Content (S-0-C) tasksYSEDISTANCE leads on both
tasks among representations trained for content-independenceTanE[B STANCEsynTH
generalizes remarkably well to real text data despite being trained only on synthetic data.

5.1.3 Discussion

Our results are consistent with results reported by Wegmann and Nguyen [185], who showed
that even untrained models likeberta-base ~ can capture style information well, resulting in
stronger STEL performance than any of their ne-tuned models. However, the more challeng-
ing STEL-or-Content task, which better tests content-independence, shows that only models
speci cally trained for content-independence are able to capture style features better than con-
tent features. Our results indicate that the embeddings generated withmoLUE[SISTANCE
approach lead over other style representations on both the STEL and STEL-or-Content tasks.
Interestingly, we nd that SYLEDISTANCEsynTH Captures style remarkably well, and man-
ages to generalize to the natural text examples in the evaluation benchmark despite only being
trained on our synthetic contrastive triplets. We conclude using synthetic parallel examples

during training makes the model more content-independent and helps better capture style.
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Generalization To Unseen Features

In an ablation study, we test the ability of our training approach to produce embeddings that can
generalize to unseen style features which are not present in the synthetic dataset. We conduct
this evaluation by ablating features from the data used to traMLEDISTANCEsyntw UNder

three conditions and show the results in Table 5.2.

Features Features Formal Complex Numb3r C'tion Emoji Avg Retained
Tested Used  gre| s.0-C STEL S-0-C STEL S-0-C STEL S-0-C STEL S-0-C STEL S-o-c e
In-Domain 400utof40 0.85 0.73 060 027 071 028 099 022 063 007 076 0.3100%
Outof-Domain  340utof400.85 067 062 028 056 015 0.80 000 060 001 068 0.285%
Out-of-Distribution 25 out of 40 0.64 049 0.65 026 057 011 0.63 002 068 002 063 0.180%

Table 5.2: We evaluate how well 8rLEDISTANCEsynty €mMbeddings generalize to unseen style fea-
tures by ablating features from the synthetic training dataset under three conditions: In-
Domain, Out-of-Domain, Out-of-Distribution. We evaluate their performance on the STEL
and STEL-or-Content (S-0-C) tasks.

In the In-Domain condition, all 40 style features are included. In fBat-of-Domain
condition, we exclude synthetic examples corresponding to the ve style features in the
STEL/STEL-or-Content benchmafk. In the Out-of-Distribution condition, we further
exclude examples for any features similar or indirectly related to the ve evaluated features.
We list the style features ablated (removed from the training data) for the Out-of-Domain and

Out-of-Distribution conditions.

Out-of-Domain:
1. Usage of Formal Tone
2. Usage of Contractions

3. Usage of Numerical Substitution

2In our 40 features, there are two separate features for emoji and text emoticons (:-D) so we exclude 6 total features
for this condition instead of 5 features, resulting in 34 features.



4. Complex Sentence Structure

5. Usage of Text Emojis

6. Usage of Emojis

Out-of-Distribution:

1. Usage of Formal Tone

2. Usage of Polite Tone

3. Fluency in Sentence Construction
4. Usage of Only Uppercase Letters

5. Usage of Only Lowercase Letters

6. Incorporation of Humor

7. Usage of Sarcasm

8. Usage of Contractions

9. Usage of Numerical Substitution

10. Usage of Numerical Digits
11. Complex Sentence Structure
12. Usage of Long Words

13. Usage of Text Emojis

77
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14. Usage of Emojis
15. Presence of Misspelled Words

We compare the Out-of-Domain and Out-of-Distribution performance of
STYLEDISTANCEsynth ON the two tasks to its In-Domain performance, obtained when
it was trained on data for all 40 style features. Even in the challenging Out-of-Distribution
condition, SYLEDISTANCEsynTH etains 50% of its performance on the challenging STEL-
or-Content task (see the “Retained Perf.” column). This study indicates our training approach
generalizes reasonably well to out-of-domain style features which can be composed from style
features selected for generation and, to some extent, even to out-of-distribution style features

fully outside the selected set.

Applications to Text Style Transfer

Text style transfer is a task where synthetic data is often necessary as supervised parallel
datasets of the same text written in multiple styles are scarce. Krishna, Wieting, and lyyer
[45] introduced a technique where a mono-style text corpus can be paraphrased by a model
into neutral-style paraphrases to create a synthetic parallel dataset that can be subsequently
used for training a text style transfer model. In a research collaboration, we improved this
approach to remove the paraphrasing step of the procedure by training a style transfer model
to be directly conditioned on a text style embedding of the target style to steer generation in
a system we called TinyStyler [187]. While the original TinyStyler system rewrites text by
conditioning on Wegmann, Schraagen, Nguyen, et al. [92] embeddings, we demonstrate that
STYLEDISTANCE provides an alternative, and reproduce the TinyStyler procedure with the
exact dataset and hyperparameters in the original paper. We make only one modi cation: re-

placing Wegmann embeddings witlr8_ EDISTANCE in the generation and ltering steps. We
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include the formality transfer evaluation results in Table 5.3. In these automatic evaluations, the
STYLEDISTANCE conditioned model performs comparably. We additionally include examples

comparing model output in Table 5.4.

Method Accl F! ) Sim(¢ F! 1) Fluency{ F,! 1) Joint¢ F! 1) GPT-2

TSTYLERWeGmAnN 0.94(0.90,0.98) 0.82(0.81,0.82) 0.77(0.83,0.72)  0.78(0.77,0.80) 1125
TSTYLERsivieDistance  0.96 (0.94,0.98)  0.80(0.80,0.81)  0.77(0.82,0.73)  0.80(0.79,0.80) 112.4

Table 5.3: We reproduce the automatic formality transfer evaluation procedure from TinyStyler [187]
on the GYAFC dataset [188]. F corresponds to formal transfer, ahdl corresponds to
informal transfer.

Source Text (Informal) WEGMANN (! Formal) STYLE DISTANCE (! For-

mal)

"its keeping me up at nite, i "Have to know what this is,"What is it? It is keeping me

have to know what it is" keeping me up at night." up at night."

"i like journey's open arms..."| prefer mariah carey's ver- "l think mariah carey's ver-
but i like mariah carey's ver- sion of Journey, Open Arms."sion of that song is better.”

sion of that song better."

"And you can't rely on ru- "You can never trust rumors"l would say that you can't

mors." about it." rely on rumors."
Source Text (Formal) WEGMANN (! Informal) STYLE DISTANCE (! Infor-
mal)

"l favor the man as he is hu-"i love tahm as he is humor-"i'm gonna go with the
morous and grounded." ous and grounded..." man...hes humorous and

grounded.”
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"l am sure you will both enjoy "ok i am sure you both will "oh yea...you'll both enjoy it"

it." enjoy it!"

"I very much enjoy this "ilove this song so much,i'm"i like this song so much

song." a fan of it." man..."

Table 5.4: Outputs from TinyStyler, conditioned on Wegmann embeddings arvd EDISTANCE em-
beddings.

5.1.4 Summary of Contributions

This work is based on our paper “StyleDistance: Stronger Content-Independent Style Embed-
dings with Synthetic Parallel Examples” published at the Nations of the Americas Chapter of
the Association for Computational Linguistics 2025 [189]. | led the overall research direction
with Marianna Apidianaki, conducted all of the training experiments, and contributed to the
evaluation experiments. | was the primary author responsible for writing the paper with my

co-authors contributing two subsections and helping revise and edit the paper.

5.2 example 2: making agent models more capable

LLMs have demonstrated impressive capabilities in a variety of NLP tasks such as summariza-
tion and question answering [4, 3, 5] through zero-shot and few-shot prompting techniques
[6, 8]. However, prompting techniques alone are insuf cient to enable LLMs to act as agents

and navigate environments in order to solve complex, multi-step, long-horizon tasks [41]. Fine-
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tuning LLMs to perform such tasks is also infeasible due to the scarcity of training data suitable
for these tasks. Acquiring data for sequential decision-making and complex interactions is not
only time-consuming, but also costly.

A number of proposed self-improvement techniques have demonstrated that LLMs can use
zero-shot and few-shot prompting to achieve performance above the baseline without any addi-
tional supervised training data [34, 83]. In place of supervised data as a learning signal, many of
these techniques use a self-critique technique [190, 84], or obtain a critique through interactions
with tools or environments [191]. While self-improvement techniques have shown promise on
standard NLP benchmark tasks like machine translation or question answering [192, 34, 83],
their ef cacy has not yet been thoroughly investigated for long-horizon tasks that require multi-
step interactions with a complex and realistic environment.

WebArena [95] is a recently proposed benchmark wherein an LLM agent is required to
solve tasks using a web browser. One example WebArena task is to use the OpenStreetMap
website to answer the questiokvhat is the minimum travel time by car from CMU to Uni-
versity of Pittsburgh? Such a task requires an agent to complete a sequence of steps on the
website, including entering a start location, entering a destination location, submitting a form,
and then, reasoning over the result. The sequence of steps selected by an agent is called a
trajectory. Unlike existing benchmarks, WebArena tasks are realistic and diverse, require dy-
namic interaction, and require navigating a complex environment. The baselines presented by
[95] demonstrate that while LLMs are capable of interacting with this environment, even the
strongest baseline, GPT-4 [60], is only able to sottd% of the tasks. This demonstrates that
WebArena is a challenging benchmark even for the strongest frontier models [193].

We introduce new techniques that allow LLM agents to better perform complex, multi-step
tasks via self-improvement. We detail different strategies for self-improvement that all involve

ne-tuning the LLM agent on its own generations (synthetic data) and inducing a signal for
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learning by employing unsupervised techniques like self-critique to selectively lter training

examples.

5.2.1 Experimental Setup

Figure 5.4: We generate synthetic data to ne-tune LLM agents to accomplish WebArena tasks such
as “Add this product to my wishlist Step 1: We rst collect an initial set of trajectories,
Iter out low-quality trajectories in an unsupervised fashion, and keep the remainder as
synthetic in-domain examples. We prompt our base LLM to generate novel out-of-domain
tasks along with hypothetical solution trajectories by providing a few in-domain examples.
Step 2: We then ne-tune our base LLM agent on each of the three distinct synthetic
training data mixtures and evaluate performance.

Self-improvement techniques for large language models typically involve using the model's
own generations to create synthetic few-shot examples [192] or synthetic ne-tuning data [34].
These techniques amplify knowledge, correct behaviors, and introduce regularization [30], of-
ten leading to an overall boost in performance. The self-generated examples are often lItered,

post-edited, or ranked with a set of unsupervised techniques such as self-critique to introduce
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a signal for learning and improvement [190, 194, 83, 84]. For multi-step agent tasks, the
environment itself can additionally provide the LLM agent a way to detect failure in a fully
unsupervised manner, which provides another useful signal for learning [191, 195, 98].

Using the WebArena benchmark [95], we de ne and experiment with both in-domain syn-
thetic training examples and out-of-domain synthetic training examples for web agent tasks,
and ne-tune on three different synthetic data mixturgisxture A (in-domain synthetic exam-
ples only),Mixture B (both in-domain and out-of-domain synthetic examples), lindure
C (out-of-domain synthetic examples only). Figure 5.4 illustrates our process.

We summarize both kinds of synthetic data brie y before diving into the details of the

generation procedure for each:

In-Domain Synthetic Data: For all tasks in WebArena, we collect an initial set of trajec-
tories using the base model. We Iter out any trajectories where the model self-detected
failure (self-critique) or failure was detectable in the environment and keep the remainder.
We denote the remaining set of trajectoriespémusible trajectorieswhere the model

may or may not have completed the task successfully. Since lower-quality trajectories
where the model outright failed to complete the task have been lItered out through self-
detection, we hypothesize this remaining higher-quality set of plausible trajectories can
serve as reasonably high-qualitydomain synthetic examplésr ne-tuning. Similar

to the self-improvement prior work we discuss eatrlier, the collection of this data is com-

pletely unsupervised and no ground-truth labels are utilized for Itering and selection.

Out-of-Domain Synthetic Data We also evaluate whether the base model can generate
completely novel tasks, objectives, web pages, and solution trajectories that can serve
as useful training examples. We use the plausible trajectories as few-shot examples in a

prompt for the base model to generate completely new tasks along with potential solu-
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tion trajectories. To ensure the model generates examples with suf cient diversity and to
improve generalization, we prompt the model to genevateof-domain synthetic exam-
plesthat are dissimilar from existing tasks and objectives as well as generate tasks for

different websites than the set of 6 websites covered by the WebArena benchmark.

In-Domain Synthetic Data Collection

The WebArena environment can be formulated as a partially observable Markov decision pro-
cess:E= hSA,O,Ti, whereS represents the state spagerepresents the action spaca,
represents the observation space, @ahdS A!S s the deterministic transition function

[95]. An agent modeM produces a next actiom 2 A provided an objective represented by
some natural language intenthe current observationr 2 O, and the previous action taken

a 12A: (i,o,a 1). This continues foll time steps until the agent produces a stop action

or the environment produces an error or stop condition. The nmddeVe select for our ex-
periments is the Qwen-1.5-72B-Chat model [196], which at the time of this work is a highly
ranked and competitive open source LLM [193] that is accessible for ne-tuning.

Given this de nition, we propose a procedure for sampling a set of in-domain synthetic
training example® |y.pomain Where each training example is structuredige;,a; 1) ! &.
These examples are sampled from a Itered set of trajectories collected by an initial run of the
base agent mod& over all tasks in WebArena in Algorithm 1.

We lter out low-quality trajectories where the model produced a generation stating the task
to be “impossible” or that it “cannot” make progress (a form of self-critique). Additionally,
we Iter out any trajectories where the model produee@[N/A] , stop[No ...] , Or stop[]
indicating when the model may have refused to provide an answer. Finally, we also lIter out

any trajectories where the WebArena environment encountered an error or the model failed

3https://chat.lmsys.org/?Ieaderboard
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Algorithm 1 Collect In-Domain Synthetic Training ExamplBs$y-powmain

Input: WebArena environmeri and base agent model
Output: A set of in-domain synthetic training exampB$sy-pomain

1: InitializeP 0 . Set of plausible trajectories

2: fori in WebArena benchmartto

3: Initialize trajectoryX 0

4: Initialize observatiorg  INITIAL OBSERVATION(E, i)

5: Initialize actiona ;1 null

6: fort=0toT do

7 & RUNAGENT(M ,i,o,& 1)

8: Append(i,or,a 1,a) to X

9: if & = stop or ENVIRONMENTERROR(E, &, 0+ 1) then

10: break

11: end if

12: o+1 T (o,a&) . Observe updated state

13: end for

14: if not SELFCRITIQUE(X) and not ISREFUSAL(X) and not HASERROR(X ) then

15: AppendX to P . Filter out low-quality trajectories
to only keep plausible trajectories

16: end if

17: end for

18: Initialize Dj,D¢,Dint 0 . Set of initial steps, nal steps, intermediate steps

19: for X in P do

20: AppendXy to D;j

21: AppendXt toD;
22: fort=1toT 1do

23: AppendX; to Din
24: end for
25: end for

26: Din-Doman  RANDSAMPLE(D;,jDij)[ RANDSAMPLE(D+,jDij) [ RANDSAMPLE(Dint, 2 jD ij)
27: return Din-Domain

to produce a valid, parsable generation. The nal dataset of synthetic examples is balanced by

randomly sampling an equal number of initial stefps Q), nal steps (= T), and intermediate

steps (= 1:::(T 1)) from the plausible trajectories iR. In Table 5.5, we display how

effective this unsupervised ltering process is by measuring the accuracy, precision, and recall

of the 58 remaining trajectories keptihfrom the 812 total trajectories to assess the proportion

of correct/incorrect examples Dy y-pomain -
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Set of Trajectories # Accuracy F1 Precision Recall
All Trajectories 812 0.071 0.133 0.071 1.000
Plausible TrajectorieB 58 0.919 0.431 0.431 0.431

Table 5.5: Metrics on the proportion of trajectories that successfully completed the task in the set of
plausible trajectories kept iR after ltering out low-quality trajectories. Approximately
43% of trajectories i successfully completed the task, up from% with no Itering, in-
dicating useful learning signal is introduced by ltering using self-critiques and information
from the environment.

Out-of-Domain Synthetic Data Generation

Using examples fronD|y.pomain @S Seed examples, we prompt our base LMMto syn-
thetically generate completely novel tasks, objectives, web pages, and solution trajectories to

produceD oyt-or-Domain IN Algorithm 2.

Algorithm 2 Generate Out-of-Domain Synthetic Training Exami&$;r-or-Domain

Input: Base LLM modeM andDy-pomain
Output: A set of out-of-domain synthetic training exampl28yr-or-Domain

1: Initialize Doyt-or-Domain =~ O . Set of out-of-domain synthetic training examples
2: Initializel f iji2 WebArena benchmagk . Set of 812 objectives in WebArena
3: Initialize | 0 . Set of previously generated objectives
4: for j= 1t0jDn-poman] dO
5 while truedo
6 [ GENERATEOBJECTIVE(M ,RanpsampLe(l ,2) [ Ranosampie(l ,2))
7 if max(sim(i | )) < 0.70then . Ensure generated objectives are diverse
8 Appendi tol
9: break
10: end if
11: end while
12: p GENERATEPLAN(M ,i ) . Generate an outline of a hypothetical solution trajectory
13: k RANDCHoICE(f1,:::,jp j9) . Randomly select one of the steps in the plan, weighted

to equally balance initial, nal, and intermediate steps
14: 3, 1,&  GENERATEACTIONS(M ,RanosampLe(Din-pomain; 2),i ,P ,K)
15: 0, GENERATEOBSERVATION(M ,RanpsavpLe(Din-Domain, 2),i P ,K)
16: Append(i ,0;,8 1,8 ) t0 Dour-or-Domain
17: end for
18: return Douyt-or-Domain
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When generating new objectives, we use 4 few-shot examples (two objectives sampled from

tasks in WebArena and two sampled from previously generated objectives). We use 2 few-shot

examples when generating previous actions, next actions, and observations (web pages in the

form of accessibility trees). We use a temperature of 1.0 and set top-p to 1.0 during generation.

When generating novel objectives, we speci cally prompt the model to generate objectives

that are dissimilar to the example objectives to encourage out-of-domain generations. We also

ensure each novel objective ha9.70 cosine similarity with any objective previously gener-

ated using thell-distilroberta-v1

sentence similarity model [178, 197, 198] to promote

diversity. Table 5.6 gives examples of out-of-domain objectives that our method generated.

Objectives in WebArena Benchmark

Generated Out-of-Domain Objectives

Tell me the total cost of my latest pending
order? (Shopping)

Compare the time for walking and driving
route from AMC Waterfront to Univ of
Pittsburgh (Maps)

Check out the most recent open issues
(GitLab)

Which customer has placed 2 orders in the
entire history? (Shopping Admin)

Locate and purchase a subscription to The
Economist digital edition
(https://store.economist.comy/... )
Find the nutrition facts for a Grilled
Chicken Caesar Salad from Chili's
(http:/Avww.chilis.com/... )

Find the active coupons for a one-year
subscription to Adobe Creative Cloud
(https://www.couponcabin.com/... )
Subscribe to the premium plan for
Grammarly to unlock advanced writing
features.

(https://www.grammarly.com/... )

Table 5.6: A sample of the novel objectives generated compared with the objectives found in We-

bArena.

We show a full sample of a generated out-of-domain synthetic example in Figure 5.5.
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Subscribe to the premium plan for Grammarly to unlock advanced writ-

Objective )
ing features.

URL https:/www.grammarly.com/plans

-

. Click on the “Go Premium” button located at the top right corner of the page.

N

Scroll down to review the available plans (if needed).

«

Click on the “Choose Plan” button for the preferred premium plan.

IS

. Provide payment information, such as credit card details, in the respective input elds.

o

. Enter your billing information, including name, address, and zip code (if required).

Plan

o

Type your email address again to con rmiit.

~N

Create a password for your Grammarly account and type it into the password eld.

-3

. Check the box to agree to the terms and conditions.

©

. Click on the “Start Your Free Trial” (or similar) button if you qualify for a trial.
10. Review the con rmation message and wait for the subscription activation.

11. Stop when the subscription is successfully activated and the premium features are unlocked.
Selected Step in Plan 3
Previous Action click [1098] where [1098] is Generic Premium

Let's think step-by-step. To proceed with subscribing to the premium

plan, the user must now choose their plan. They have already clicked

on the Premium plan option. The next logical action is to click on
Next Action the Choose Plan button to nalize the selection and proceed to the

payment page. In summary, the next action | will performisclick
[1105] to select the premium plan and move to the next step in the
subscription process.

[1] RootWebArea Grammarly plans - Premium, Business & Student Writing Tools focused: True
[125] Generic Grammarly plans - Premium, Business & Student Writing Tools

[127] link Privacy Policy

[130] link Terms of Use

[133] link Cookies

[136] link TrustArc Privacy Notice

[587] link Language

[1054] link United States English

[592] link Logout

[595] link Invite

[598] link Get the Extension

[128] link Login

[601] link Sign Up

[580] Generic Plans
[583] div Free

[586] link Get Started
[590] Generic Premium
[1098] Generic Premium haspopup: submenu expanded: False
[640] link View Features
[643] StaticText Start Now!
[1105] button Choose Plan
1 [1089] Generic Business
Obser\/atlon [649] link View Pricing
[652] StaticText Get Quote
[1092] Generic Student
[646] link View Pricing
[649] StaticText Start Now!
[566] Generic Write with con dence, wherever you work
[570] StaticText Powerful writing tools for work, school, and everything in between.
[574] button Learn More &amp; Try it Free
[1052] table
[569] row
[574] rowheader Free
[575] gridcell

[568] row
[573] rowheader Premium
[574] gridcell

[567] row
[572] rowheader Business
[573] gridcell

[566] row
[571] rowheader Student

[572] gridcell

Figure 5.5: A selected full sample of a generated novel, out-of-domain synthetic training example in

DOUT-OF-DOMAIN .
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Training

We perform a number of experiments ne-tuning agent models on the synthetic training data
mixtures and assess the extent to which the agent model has self-improved over base agent

modelM with our evaluation metrics. Table 5.7 displays the results of these experiments.

Baseline Agent Performance

As baselines, we evaluate our base agent mbbeks well as implement a trivial agent that
always outputstop [N/A] . A number of tasks in WebArena can be solved by this trivially
implementable agent or a weak model that always refuses to continue and exits immediately,
therefore, our trivial agent baseline helps discriminate which tasks being completed success-
fully should contribute to an agent being meaningfully capable when computing the capability

score.

Self-Improvement Fine-Tuned Agent Performance

We ne-tune our base agent moddl on the 3 synthetic dataset mixtures previously discussed:

1) Da = Din-Domain 2) DB = Din-Domain [D out-or-Domain @nd 3)Dc = Douyt-or-Domain With

a straightforward auto-regressive loss using QLoRA [199, 68]:

Ler(@) = Efiaa pal olloghy(ai(i.0na 1))]

to produceM a, M g, andM ¢. We perform a 90/10% train-validation split of our datasets
and train with an early stopping patience of 5 epochs, using a batch size of 16 examples and a

learning rate of 1e-5.
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Iterative Self-Improvement Fine-Tuned Agent Performance

We also experiment with iterative self-improvement [83] to assess whether further improvement
can be gained from a subsequent round of our self-improvement procedure. We perform this
experiment on Mixture A. It is conceivable that after ne-tuning |j Itering from a set

of trajectories with higher performance might yield a stronger set of plausible trajeétties
produceDﬁ. Mixtures B and C are less likely to demonstrate improvement over a subsequent
round since the ne-tuned models are not speci cally trained to generate better synthetic out-

of-domain examples.

5.2.2 Results

We perform evaluation using the standard metrics proposed by the WebArena benchmark like
functional correctness [95] as well as evaluate with new auxiliary metrics we propose that give

more nuanced insight into an agent's performance.

Agent Model Functional Capability VERTEX prw
Correctness

Baseline Agents

Trivial Agent 4.68 0.00 -
Base Agent ModelN! ) 7.14 15.44 0.35
Self-Improved Agents

Agent Model Fine-Tuned on Mixture A a) 8.87 19.12 0.38
Agent Model Fine-Tuned on Mixture BV g) 9.36 19.12 0.35

Agent Model Fine-Tuned on Mixture @/ ¢) 6.16 16.91 0.28
Iterative Self-Improved Agents

Agent Model 2x Fine-Tuned on Mixture A ,i) 8.37 16.91 0.37

Table 5.7: Evaluation metrics on WebArena for baseline agents and self-improved agent models.

4To maximize data for iterative self-improvement, during Itering, we also fallback to checking the base model
trajectory for a task if the self-improved model's trajectory for a task is Itered out.
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Functional Correctness Score

Functional correctness is the standard metric proposed by the WebArena benchmark that is a

simple binary task completion score (0 or 1) averaged over all 812 tasks in the benchmark.

Capability Score

While WebArena contains 812 unique task instances, these 812 tasks are instantiated using natu-
ral language intent templates like “What is the minimum travel time by car ffoeation1}}
tO {{location2}} ?”. Therefore, many tasks actually test the saagability. Aggregate-level
metrics like the functional correctness score may be misleading since improvements may only
be due to the model becoming more robust at solving capabilities it already could solve versus
demonstrating the ability to solve new capabilities that were previously unsolvable. There are
241 unique templates in WebArena that are used to instantiate 812 tasks. Moreover, some of
these templates are simple paraphrases of each other. For example, “What is the estimated driv-
ing time betweenycity1}} and{{city2} ~ ?” is a paraphrase of the prior template. Using a
sentence similarity modélwe iteratively group these templates into a set of unique capabilities.
Each template is grouped with any existing capability if it has a similarity of > 0.60 with any
template in the group, otherwise the template is added to a new capability group. This results
in 136 unique capabilities. A model receives a score of 1 for each capability group with at least
one successful task completed, otherwise it receives a scor® Bihé.capability score is then
the averaged over all 136 capabilities.

We note, however, that a number of tasks in the WebArena benchmark are trivial tasks
and can be solved by a trivial baseline agent or weak model that performs no actions and only

immediately exits by always generatiegp [N/A] . In the capability score computation, we

SWe use theul-distiroberta-v1 sentence similarity model [198].
6Since we do not count trivial tasks as a successful completion, a single successful completion of a capability
provides suf cient evidence of acquisition. We discuss robustness and consistency separately in Section 5.2.3.
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do not count such trivial tasks as evidence a model can perform the capability as these are

degenerate cases of the capability.

VERTEXptw Score

Both functional correctness and the capability score only evaluate task completion, however,
they do not assess the quality of entire trajectories, therefore, a measure that is sensitive to
incremental improvements and degradations in trajectories, independent of task completion, is
desirable. We extend the recently proposed VERTEX score [200], which measures the similar-
ity of two relational trajectories by using embeddings to compare node distributions within a
computational graph. The VERTEX score integrates the semantic meaning across the distribu-
tional path by computing at each node the cross-similarity between the generated embeddings
and embeddings sampled from a reference distribution. An ideal reference distribution would
be ground-truth reference trajectories produced by humans for all of the WebArena tasks. In ab-
sence of this, we use a larger, stronger model, GPT-4 [60], to collect three reference trajectories
for each task.

One obstacle to the straightforward application of the VERTEX score is the assumption
that both trajectories are of the same length. Agents operating in complex environments, how-
ever, are not constrained to a xed-length for the trajectories they produce. Therefore, we
propose modi cation in the computation of the VERTEX score that enables comparison of se-
guences with different lengths. Our extension consists of an additional alignment step prior to
calculating the VERTEX score for the aligned trajectories. First, we embed all steps of a tra-
jectoryX ase = f(o,a) 2 RY, wheref is an embedding modétith embedding dimension
d. The embedding moddl is independent of both the model that generated the reference tra-

jectories as well as the model that generated the test trajectories. Then, dgnasric Time

We use theil-mpnet-base-v2 embedding model [201].
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Warping(DTW) [202] to align two embedded trajectori&s, = (ep,:::,&,:::,em) 2 R dand

X = (eo,:ii,€,:,e0) 2 R d with lengthm andn, respectively. Consequently, we refer to

our proposed measure as VERTEpg. DTW returns an alignment pathof lengthT, where

eache 2 X, is aligned with a correspondingj 2 X, preserving the order in their respec-

tive trajectory. This order preservation occurs because once a node is matched, it is excluded
from potential new matches, maintaining the integrity of the temporal alignment. As a scoring
function for DTW, we choose cosine distance. In addition to the alignment step, we introduce a
linear distance decay factor that decreases the contribution of aligned embeddings if they are far
apart in the original trajectories. Once two trajectories are aligned, we compute the VERTEX
score by Eqg. (4) in [200] with the addition of the distance decay. Therefore, the VERIAEX

score is computed as:

Z
~ ~ 1 tT i N
S(Xref, XiestN) 1= = min(max(0 - MMD (el €lds)  Zand), 1) dt, (1)

to "1+ jin, nd
wherein, and jp, are the position indices in the alignment patht timet, X et andXiestare
aligned trajectories of embeddings from the reference set and the model under test, respectively,
andzanq is a baseline correction from a random basefirfeurthermore, if we have multiple
reference sequences for a given task, we compute the VEBHXcore for every reference
sequence and choose the maximum score, under the assumption that they describe different

paths for solving the task.

8We use the trivial agent implementation described in Section 5.2.1 for baseline correction in our computation.
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5.2.3 Discussion

We summarize key results from our experiments as well as discuss insights towards the ef cacy

of our self-improvement procedures for complex, multi-step tasks like web agent tasks.

Can models self-improve at web agent tasks?

We nd ne-tuning on both Mixtures A and B improve overall benchmark performance with
the best performing mixture, Mixture B, completing 18 more tasks correctly, a 31% relative im-
provement (7.14 9.36). Training on all Mixtures A, B, and C demonstrate self-improvement

on at least one metric, withl ¢ showing a gain on capability score.

Do self-improved agents acquire new capabilities?

We nd agent models can acquire new capabilities through self-improvement, however, they
also may lose the ability to perform some capabilities. In net, all of our self-improved agents
acquire more capabilities than they lose. We nd ne-tuning on both Mixtures A and B improve
the capability score equally and lead to the largest net acquisition of capabilities demonstrating
5 more capabilities than the base agent model, a 24% relative improvement(13.94.2).

We nd all agent models demonstrate at least one new capability that no other agent model
demonstrates, for example, oYy ¢ successfully completes the “Fogiepo)} " capability

on the GitLab website. Interestingly, we nd that the majority of capabilities acquireld hy

andM ¢ are mutually exclusive, suggesting in-domain synthetic examples and out-of-domain
synthetic examples improve acquisition of different capabilities. We list all capabiltigs

M g, andM ¢ acquire and lose comparedb in Table 5.8.
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Agent
Model

Net

Change

Capabilities Acquired

Capabilities Lost

M a

+5

1. Tell me the count of comments that
have received more downvotes than
upvotes for the user who made the
latest post on therorumy ~ forum.

2. Find a subreddit focused on topics
related togopicy  , and post my
guestion, {{questonyy " there

3. Measure distance between
{{location/address

_2y by walking

{{location/address

4. Tell me the coordinates @bcation)} 2.

in DD format

5. Show me thegproducty " listings by 3.

{{sorting  _order}} .

6. Open my latest updated issue that has

keyword ‘{ikeywordpy " in its title to 4.

check if it is closed

7. Reply togposition  _description}} with
my comment {{content  _description}}

8. Tell me the distance to drive from
Carnegie Mellon University to the top
computer science school in
massachusetts

9. How many commits digusery make

ONdate} in total?

Continued on next page

_1p and 1.

Tell me the total cost of my latest
gstawsyy ~ order?

Checkout merge requests assigned to
me

Today is 6/12/2023. Tell me how
many ful lled orders | havegperioay
and the total amount of money | spent.
Subscribe to the newsletter of

OneStopMarket



+5
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10.

. Tell me the count of comments that

have received more downvotes than
upvotes for the user who made the

latest post on thgoump ~ forum.

. What is the minimum travel time by

car fromgocation1y} tO {flocation2yy ~ ?
Find a subreddit focused on topics
related togopicy  , and post my

question, {fquestonyy " there

. See all public projects
. Set my gitlab status astatusp

. Show me the route and driving time

from gcityryy O {fcity2p

. Ask for advice aboutissuepp  ina

subreddit for relations

. Show me thegproducty " listings by

{{sorting  _order}} .

Reply togpositon  _description}} with
my comment Hcontent  _description}} "
Show me the way fromfocation} 0
the home stadium Qfsport  _teamy}

{{time}}

Continued on next page

. Checkout merge requests assigned to

me

. Today is 6/12/2023. Tell me how

many ful lled orders | havegperioay

and the total amount of money | spent.

. Subscribe to the newsletter of

OneStopMarket

. Show me the command to clone

{{repo}} with SSH.

. Show me theinoy ~ for order

nUmber{{order _number}} .
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. FOTk{{repo}}

. Tell me the count of comments that

=

have received more downvotes than

upvotes for the user who made the

How many commits digusey make

tO {{repo)}  ON{{date}y ?

2. Checkout merge requests assigned to

latest post on thgoump ~ forum.

. Which US states bord@stawep  ?

. What is the minimum travel time by

car fromgocation1} O {{location2yy ~ ?

me

. What is the estimated driving time

betweengiyyy  andiciyzyy  ?

4. Open the thread of a trending post on

. See all public projects

. | previously ordered somgroduct}

wimep  and later cancelled. Can you

the forum Ysubredagity " and

subscribe.

5. Today is 6/12/2023. Tell me how

reorder it for me?

many ful lled orders | havegperiody

7. Today is 3/15/2023, generate a
and the total amount of money | spent.
{{report}} {{time _span}}
6. Find the((space}) afOUnd{{location})
8. Ask for advice aboutissiep  ina
M c +2 7. What are the main criticisms of this
subreddit for relations
product? Please extract the relevant
9. Show me thegproducy " listings by
sentences.
{{sorting  _order}} .
8. Subscribe to the newsletter of
10. Pull up the description page of
OneStopMarket
{{location}} on Map
9. Show me the command to clone
11. Reply tOgposition  _description}} with
{repoyy  With SSH.
my comment {{content  _description}}
10. | want to browse the products in the
12. Edit my post omposty by adding a
{{category}} Category
line to the body that sayscontent}
11. Show me theinop ~ for order
13. Tell me who has made the most
numbel'({order _number}} .
contributions, in terms of number of
12. Tell me the total cost of my latest
commits, to thegepoy  project
{{status}} order?
14. Listthe topgy search termsin my
store

Table 5.8: Capabilities acquired and lost compared to the base agent rvodeallong with the net
change in the total number of capabilities demonstrated, for each self-improved ne-tuned
agent model.
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Are self-improved agents more robust?

ForM g, we nd a larger improvement in functional correctness (31%) than in capability score
(24%), which supports that the agent model is improving at more consistently succeeding at
tasks belonging to the same capability, an indicator of one type of robusiMesis less robust

by the same measure. Moreover, the capability analysis in Table 5.8 also shovs khathd

M g after self-improvement still demonstrate the majority of capabilities demonstrated by the
base agent mod® , whereadM ¢ only demonstrates a minority. This would indicéMea and

M g more reliably maintain the capabilities of the base agent model after self-improvement, a
measure of robustness that would be useful in deployed settings where users of agent models

may desire stability in performance.

Is there an e ect on the quality of generated trajectories?

Fine-tuning on Mixtures A and B show no degradation in the quality of generated trajectories
and show small improvement towards the reference on VERzX Fine-tuning on Mixture

C degrades the the quality of generated trajectories from the reference. Training on the out-
of-domain synthetic examples allows ¢ to demonstrate some unique capabilities no other
agent model demonstrates, however, inspecting trajectoriesNr@mwe nd this comes with
trade-offs. For example, compared witha, we nd M ¢ produces longer trajectoriesX.6x)

and produces more invalid action339x). In comparison wittM , M o and M g do not
greatly increase trajectory lengthl.1x and~1.3x) or the rate of invalid actions {x and
~1.3x), further explaining the quality difference VERTEXy highlights. Due to lack of human
reference, the reliability of this evaluation is limited. In Table 5.9, we compute variants of
VERTEXpTw, Weighting by capability and Itering out trivial tasks. We nd these variants

make little difference in the relative ranking of agent models.
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Agent Model VERTEX ptw VERTEX DTW-bycap VERTEX prw-notrivial
Baseline Agents

Base Agent ModelN! ) 0.35 0.40 0.38
Self-Improved Agents

Agent Model Fine-Tuned on Mixture A a) 0.38 0.42 0.42
Agent Model Fine-Tuned on Mixture B g) 0.35 0.40 0.40
Agent Model Fine-Tuned on Mixture G ¢) 0.28 0.33 0.34
Iterative Self-Improved Agents

Agent Model 2x Fine-Tuned on Mixture A ﬁ) 0.37 0.41 0.43

Table 5.9: Variants of the VERTEXTw score metric: 1) computed over all trajectories 2) weighting
the trajectories by capability 3) weighting the trajectories by capability and Itering out
trajectories for trivial tasks.

Can models iteratively self-improve at web agent tasks?

Our results are consistent with prior works such as [83] and [203] and we nd diminishing
returns to successive rounds of self-improvement and training on synthetic data. While the
agent model after a second round of self-improvement outperforms the base agent model, it
does not perform any better than agent models with a single round of self-improvement. We
analyze the set of plausible trajectories in the second round in Table 5.10 and nd that while
more synthetic training examples can be collected, they are of lower quality and contain a

higher proportion of failed trajectories.

Set of Trajectories # Accuracy F1 Precision Recall
All Trajectories 812 0.071 0.133 0.071 1.000
Plausible TrajectorieB* 58 0.919 0.431 0.431 0.431
Plausible TrajectorieB? 131 0.825 0.317 0.252 0.429

Table 5.10: Metrics on the proportion of trajectories that successfully completed the task in the set
of plausible trajectories kept iR after Itering out low-quality trajectories for each itera-
tive round of self-improvement. On the second round of self-improvement, we keep 131
plausible trajectories making our potential synthetic training dataset larger, however, the
accuracy and P/R/F1 metrics indicate it would be a lower quality dataset to ne-tune on.
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5.2.4 Summary of Contributions

This work is based on our paper “Large Language Models Can Self-Improve At Web Agent
Tasks” [204]. | executed the overall research direction with collaborative input from my co-
authors. | conducted the synthetic data generation, training experiments, and agent evaluation
experiments. My co-authors contributed to some of the trajectory quality evaluation experi-
ments. | was the primary author responsible for writing the paper, and my co-authors helped

edit and rewrite the paper.

5.3 example 3: enabling vision language models

to understand text-rich figures

Vision-language models (VLMs) that are instruction-tuned have demonstrated strong perfor-
mance across a variety of multimodal tasks [205, 60, 206]. However, these tasks generally pri-
oritize understanding natural images rather than the speci c reasoning needed for interpreting
text-rich images like charts, documents, diagrams, signs, labels, and screenshots. Being able to
reason over these types of images is critical for a range of applications, including analyzing sci-
enti c texts and gures [207], enhancing accessibility for people with visual impairments [208],
and enabling real-world agentic work ows [209]. These structured visual formats require a
combination of text comprehension and spatial reasoning, areas where current models often
fall short, in part because there is a lack of high-quality, realistic, and varied vision-language

datasets [106].
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To tackle these challenges, we developed @uele GuidedSynthetic data generation
(CoSyn) system, a exible framework designed to generate diverse synthetic multimodal data
for vision-language instruction tuning. As depicted in Figure 5.7, CoSyn can create multi-
modal data for a variety of domains from a short natural language query, sbdokgovers
It leverages text-only LLMs, which are highly effective at generating code, to create both the
data and the code needed to render a broad range of text-rich images using 11 supported ren-
dering tools (e.g., Python, HTML, LaTeX). This framework also generates corresponding tex-
tual instructions, based on the code representation of the images, for building vision-language

instruction-tuning datasets.

Figure 5.6: Given a novel task (e.g., answering questions about nutrition facts), our code-guided gen-
eration system can produce targeted synthetic data to enhance the performance of VLMs
on that speci c task.

Given a text query about an image type, e.gow charts, our goal is to create a synthetic
multimodal dataseDq = f (I,T)g, wherel is the image, and is the textual instruction-tuning
data (e.g., question-answer pairf)q is used to train a VLM to improve its ability to under-

stand images related tp The core idea of our approach is to use c@das the intermediate
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representation to bridge the image and text. The overall generation process can be decomposed

as follows:

P(I,Tia) = Am (Cja) P(1jC) RAwm(TIC)

whereR v (Cjq) represents prompting a language model to generate@oakich is executed
to render the imagd (1jC). Am (TjC) uses cod€ (without the image) as context for an LLM

to generate the textual instruction-tuning data.

5.3.1 CoSyn System For Synthetic Data Generation

Figure 5.7: The overview of ouitCode GuidedSynthetic data generation systel@dSyn), which has
20 generation pipelines based on 11 render tools. Given a user query, e.g., “book cover,”
CoSyn selects the appropriate pipelines and starts by generating diverse topics conditioned
on personas, then synthesizes detailed data for code generation. The code renders the
image and is also fed as context for an LLM to construct instruction-tuning data.

Figure 5.7 illustrates the work ow of ou€ode-GuidedSynthetic data generation system
(CoSyn). The system takes a language input, such as “generate a dataset of book covers”, and
outputs a multimodal dataset. Based on the input query, CoSyn selects one of 20 generation
pipelines built on 11 rendering tools. The process starts with topic generation, conditioned on

a sampled persona that guides the style and content. Next, the system generates data content
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and converts it into code, which is then executed to render synthetic images. Finally, using the
code as context, we prompt the LLM to generate corresponding textual instructions.

The following provides detailed explanations of the rendering tools supported by CoSyn,
the tailored generation pipelines based on these tools, our persona-driven approach to diver-
sifying content and styles, and the large-scale dataset of 400K synthetic images generated by

CoSyn.

Rendering Tools

We integrate various rendering tools to generate diverse types of images, forming the foundation
of CoSyn's ability for text-rich image generation. For example, Matplotlib, Plotly, and Vega-
Lite are used to create different types of charts. LaTeX and HTML are used for documents and
tables, while Mermaid and Graphviz generate diagrams. We utilize SVG and Asymptote to
create vector graphics and math-related content. For specialized tasks, we rely on Lilypond to
generate music sheets and RDKit for chemical structures. We implement customized functions
for each tool to execute LLM-generated code and obtain corresponding rendered images. These
tools collectively enable CoSyn to produce a wide range of high-quality, text-rich synthetic

images.

Pipelines

We design 20 pipelines based on 11 rendering tdd&sch pipeline follows the same procedure:
(1) Topic generationto de ne the theme of this synthetic example, @ata generationto

populate the detailed contents, (3pde generationo create executable code that renders the
image, and (4)nstruction generatiorconditioned on code to produce instructions, including

guestions, answers and explanations for chain-of-thought reasoning. Each stage is controlled

9Some tools are used in multiple pipelines, e.g., HTML is used for generating documents, tables, and charts.
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by a prompt customized for the image category and rendering tool. Examples of the prompts

for HTML Document Pipeline can be found below:

Topic Generation: You are an expert in document generation and have a broad knowledge of different topics.

My persona is: “PERSONA” | want you to generate NUM_TOPICS topics for FIGURE_TYPE that | will be interested in or |
may see during my daily life given my persona.

Here are the requirements:

1. Each topic is a high-level summary of the contents in FIGURE_TYPE with some design details, e.g., "the utility bill for the
month of January 2022 with a detailed breakdown of charges".

2. The topics should be diverse to help me generate varied documents. Each topic should be unique and not overlap with
others.

3. The topics are conditioned on the document type. Please ensure the topics you provided can be best visualized in
"FIGURE_TYPE".

4. All topics must be in English, even if the persona is non-English.

5. List NUM_TOPICS topics for "PERSONA" and separate them with a | character, e.g., topicl | topic2 | ...... | topicN.

Do not include any additional text at the beginning or end of your response.

Data Generation: You are an expert in content creation and have broad knowledge about various topics.

My persona is: "PERSONA" | need some materials about "TOPIC", which can be used to generate a FIGURE_TYPE.

Here are the requirements:

1. The materials should be related to the topic and customized according to my persona. Its structure must be suitable for the
FIGURE_TYPE.

2. The materials should be realistic, and the contents should be named using real-world entities. Do not use placeholder
names like xxA, xxB, etc. Do not use template data like [Name], [Date], etc.

3. The materials should be diverse and contain information from different aspects of the topic to ensure the document is
informative.

4. Do not provide too many materials. Just provide key pieces of information that are essential for a **one-page document.**
5. All materials must be in English, even if the persona is non-English.

Please provide the materials in JSON format without additional text at the beginning or end.
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Code Generation: You are an expert web designer and are good at writing HTML to create documents.

My persona is: "PERSONA" | have some materials about TOPIC which can be used to generate a FIGURE_TYPE.

Here are the materials (JSON format):

<data> DATA </data>

Please use HTML and CSS to generate a FIGURE_TYPE using the data provided.

Here are the requirements:

1. **Style Requirements**: Feel free to use any CSS framework, libraries, JavaScript plugins, or other tools to create the
document.

(1) Try to be creative and make the web page style, fonts, colors, borders and visual layout unique with CSS. Taking persona,
topic, and document type into consideration when designing the document.

(2) Select the appropriate design scale (e.g., margins, page size, layout, etc) to ensure the information in the document is
clear and easy to understand, with no text overlapping, etc.

(3) **Do not make the page too long or too sparse.** All contents should be in **one page**. This is very important.

2. **Code Requirements**:

(1) You need to hardcode the provided data into the HTML script to generate the document. Be careful with the syntax and
formatting of the HTML.

(2) Put everything in one HTML le. Do not use external CSS or JavaScript les.

3. *Qutput Requirements**: Put “’html at the beginning and “ at the end of the script to separate the code from the text.
Please don't answer with any additional text in the script, your whole response should be the HTML code which can be directly

executed.
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Instruction Generation: _ You are an expert in data analysis and good at asking questions about documents. My persona is:

"persona” | want you to generate some question-answer pairs of a FIGURE_TYPE about TOPIC, which | would ask. Instead
of showing the document, | provide the data and the code that generates the document.

<data> DATA </data> <code> CODE </code>

Please come up with a list of *reasonable questions* that people will ask when they see the rendered document. Here are
the requirements:

1. *Question Types**: All questions should be short-answer questions that are answerable based on the visual information
in the document. All questions can be answered with a single word, phrase, or number. (as short as possible)

(1) *Information Retrieval questions** ask for speci ¢ information in the document, such as numbers, names, dates, titles,
etc. The questions should cover different aspects (areas) of the document. This is the most common type of question.

(2) *Reasoning guestions** require reasoning over multiple information in the document. These questions should be more
challenging and require a deeper understanding of the document.

(3) **Document Type-speci ¢ questions** are questions that are speci ¢ and unique to this document type FIGURE_TYPE.
These questions should be tailored to the content and structure of the document.

2. **Response Format**: Use | to separate the question, explanation, and concise answer for each example.

(1) Follow this format: question | explanation | concise answer, e.g., what is the total revenue? | The total revenue is the sum
of all revenue sources in the document, which is $2000 + $3000 + $5000 = $10000. | $10000

(2) Separate the question-answer pairs by double newlines. questionl | explanationl | answerl

guestion2 | explanation2 | answer2...

(3) Do not provide too many questions, 5-10 questions are enough. Focus on the diversity and quality of the questions. Try to
cover different aspects of the document.

(4) The concise answer should be as short as possible and directly answer the question. The answer should be faithful and
exactly the same as what you would expect to see in the document, don't rephrase it. All words in the answer should be
processed in natural language, no coding terms/characters.

Please follow the format strictly and do not include any additional text at the beginning or end of your response.

Using Personas to Enhance Diversity

LLMs often struggle to generate diverse synthetic data using sampling parameters alone [210],
with biases leading to repetitive outputs across different runs. Recent work [79] shows that
incorporating personas in prompts can improve diversity by enabling models to generate from
varied perspectives. CoSyn adopts personas to enhance diversity during the Topic Generation
stage. Each persona is a short sentence describing a personality or identity. For example,

as shown in the middle of Figure 5.7, we sample a persansci- novelist who likes alien
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worlds’, which results in a topic of & novel about Extraterrestrial Flora & Fauridor gener-

ating the book cover image. We use the 200K personas released by Ge et al. [79].

Implementation details

CoSyn is built on the DataDreamer library [211], which supports robust multi-stage synthetic
data generation pipelines that are easy to maintain, reproduce, and extend. DataDreamer doc-
uments the prompts and parameters used at each generation stage and implements several ef-
cient techniques, such as parallel generation and response caching, to optimize performance.
For the data and code generation stages, we use Claude-3.5-Sonnet, which performs well in
coding tasks [212]. For instruction-tuning data generation, we select GPT-40-mini [60] for its

cost ef ciency.

CoSyn-400K

Figure 5.8: Our CoSyn-400K dataset consists of 9 categories of text-rich images with 2.7M instruction-
tuning data.

As shown in Figure 5.8, we use CoSyn to generate a large-scale synthetic dataset of 400K

images across nine categories: charts, documents, math problems, tables, diagrams, vector
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graphics, music sheets, electrical circuits, and chemical structures. Since CoSyn is controlled
via language inputs, it can easily generate diverse, ne-grained image types by varying the input
gueries. For instance, we use over 100 queries to generate document data cexeipig
resumesmeal plansetc. This ensures that our dataset covers a broad range of domains. Below
are some examples of the queries used to generate CoSyn-400K:
Charts: Bar, Line, Pie, Diverge bar, Bubble, Scatter, Histogram, Area, Box plot, Heatmap,
Error bar, Radar chart, Rose chart, Stem plot, Stairs plot, Violin chart, 2D contour, Distplots,
Log plot, Ternary plots/contour, Candlestick charts, Time series, ®t@queries in total)
Documents Letter, Form, Report, Receipt, Invoice, Restaurant menu, Newsletter, Sched-
ule, Manual, Brochure, Transaction document, Agenda, Memo, Financial report, Telephone
records, Note, Budget, Meeting minutes, Bill, Catalog, Email, Fax, Policy document, Re-
sume, Infographics, Process infographic, Statistical infographic, HdZ.gueries in total)
Math Problems: Algebra, Counting, Probability, Geometry, Number theory, Precalculus,
Prealgebra, Intermediate Algebra, Statistics, Functions, Complex numbers, Logarithms, In-
equalities, Linear equations, Exponents, Series, College Algebra, Calculus, Advanced cal-
culus, Linear algebra, Solid geometry, Analytic geometry, Polynomial arithmetic,kt6. (
queries in total)
Tables Financial table, Simple table, Pivot table, Comparison table, Timeline table, Deci-
sion table, Truth table, Lookup table, Periodic table, Statistical table, Timetable, Hierarchical
table, Matrix table, Contingency table, Logarithmic table, Correlation table, #queries
in total)
Diagrams. Flow chart, Directed graph, Undirected graph, Decision tree, Mind map, Gantt
charts, Finite state machine, Quadrant chart, Chord diagrams, Network diagrams, Sankey
diagram, Entity relationship diagram, Sequence diagrams, Bottom-up ow chart, Timeline,

State diagram, Concept map, Family tree, Programming owchart, @aueries in total)
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Vector Graphics: Visual intelligence test, Spatial intelligence test, Geometry, Solid geome-
try, Analytic geometry, Polynomial graphs, Trigonometry, Polar coordinates, Coordinate sys-
tem, Topology, Graph theory, Plane geometry, Functions, Calculus, Vectors, Angles, Perime-
ter and area problems, et@gqueries in total)

Sheet Music Classical, Pop, Rock, Jazz, Blues, Hip Hop, Rap, Electronic, Country, Folk,
Rhythm and blues, Soul, Reggae, Metal, Punk, Theme, Dance3étguéries in total)

Electrical Circuits: Series, Parallel, Hybrid, Household appliances, Industrial appliances,
Mobile device, Low-power appliances, High-power appliances, 8tq(eries in total)
Chemical Structures Drug, Organic, Inorganic, Protein, Acids, Bases, Gases, Liquids,
Solids, Oxidizers, Flammable liquids, Toxic chemicals, Hazardous chemicals, Aromatic
compounds, Aliphatic compounds, Polymers, Metals, Alloys, Electrolytes, 6 gleries

in total)

5.3.2 Experimental Setup

Our experiments aim to verify the value of our synthetic data in the supervised ne-tuning stage
of training vision-language models. This section introduces the architecture of our model, train-

ing strategy, datasets we used, baselines for comparison, and other details on implementation.

Model Architecture

We follow the same image preprocessing and architecture as Molmo [177], which uses the
MLP layer to connect the vision encoder and a pretrained LLM. We choose OpenAl's CLIP

(ViT-L/14 336px) [205] as the vision backbone and Mistral-7B [213] as the language model.
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Training Process

We adopt the same training strategy as Molmo [177], which consists of two stagd®refl)
training on dense captions from PixMo-Cap and §Jpervised ne-tuningn three categories
of datasets below:
Evaluation DatasetsWe evaluate our model on seven text-rich benchmarks, including
ChartQA [214], DocVQA [215], InfographicVQA [216], TableVQA-Bench [217], Al2 Dia-
grams [218], TextVQA [219], and ScreenQA [220]. We adopt their of cial metrics for calcu-
lating performance. In total, we have 138K training images from the evaluation dat3sets.
Auxiliary Datasets We select additional academic datasets for ne-tuning: VQAv2 [221],
GQA [222], OK-VQA [223], OCR-VQA [224], A-OKVQA [225], ScienceQA [226],
TabMWP [227], ST-VQA [228], TallyQA [229], DVQA [105], FigureQA [104], and PlotQA
[106]. The auxiliary datasets contain around 1M training images.
Synthetic DatasetsAs shown in Figure 5.8, our synthetic datasets include 400K text-rich
images from 9 categories.
Our best-performing model uses all three categories of datasets above. We also trained a zero-
shot model using only auxiliary and synthetic data without any examples from the evaluation
datasets, which still exhibits competitive benchmark performance, as shown in the last row of

Table 5.11.

Baselines

We compare recent open-source VLMs with a similar scale (7B), including PaliGemma-3B
[230], BLIP-3-4B [231], Cambrian-7B [232], LLaVA-1.5-7B [206], LLaVA-Next-8B [233],
LLaVA OneVision-7B [234], Pixtral-12B [235], Llama 3.2 V [236]. We also include propri-
etary models: GPT-4V [60], Gemini-1.5-Flash [237], and Claude-3 Opus [238].

10TableVQA is an eval-only benchmark (no training split), and we do not use the training split from ScreenQA.
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Implementation Details

We train our model on TPU v3-128 with a batch size of 32. Our best-performing model is
trained for 60K steps, taking about 30 hours. The checkpoints with the highest validation

performance are retained for testing.

5.3.3 Results
Model ChartQA DocVQA InfoVQA TableVQA AI2D TextVQA ScreenQA Average
GPT-4Vv 78.1 87.2 75.1 60.5 89.4 78.0 41.6 72.8
Gemini 1.5 Flash 85.4 89.9 75.3 72.6 91.7 78.7 40.1 76.2
Claude-3 Opus 80.8 89.3 55.6 70.0 88.1 67.5 39.8 70.2
PaliGemma-38 71.4 84.8 47.8 46.4 73.3 76.5 32.2 61.8
BLIP-3-4B' 60.0 61.4 315 24.3 74.2 71.0 26.2 49.8
Cambrian-78 73.3 77.8 41.6 40.6 73.0 71.7 44.4 64.2
LLaVA-1.5-7B" 17.8 28.1 25.8 33.1 55.5 58.2 17.6 33.7
LLaVA-Next-8B" 69.5 78.2 43.8 43.9 71.6 65.3 34.2 58.1
LLaVA-OneVision-78f 80.0 87.5 _68.8 64.6 81.4 78.3 46.3 72.4
Pixtral-12B 81.8 90.7 50.8 67.0 79.0 75.7 39.4 69.2
Llama 3.2 11B 834 88.4 63.6 51.1 91.9 73.1 87.7 77.0
Ours (7BY 86.3 90.0 70.5 65.8 91.9 82.0 80.1 80.9
Ours (7B-zero-shot) 80.8 82.9 59.8 64.9 83.9 72.7 78.1 74.7

Table 5.11: Results on 7 text-rich benchmarks. The result of the best-performing open-source model
is bold, and the second-best is underlindbdels with" stand for open data and code for
multimodal training. Models with are zero-shot models, which means the models are not
trained on instances from any of the evaluation datasets.

Table 5.11 compares our model's performance with both open and closed models across
seven text-rich benchmarks. On average, our 7B model achieves the highest performance, sur-
passing the second-best model (Llama 3.2 11B) by 3.9%. Notably, our model ranks rst in
four out of the seven datasets and second in the remaining three. More surprisingly, our zero-
shot model (the last row in Table 5.11) outperforms most open and closed models without

exposure to any training instances from the evaluation datasets. In contrast, these competing

models often rely on benchmark training data and are thus not true zero-shot models. This
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result demonstrates that the capabilities learned from our synthetic data can transfer effectively

to downstream tasks.

5.3.4 Discussion

In the following experiments, we quantify the contribution of synthetic data to the benchmark
performance by ablating the combinations of ne-tuning datasets. Then, we demonstrate that
our CoSyn system can ef ciently assist VLMs in generalizing to novel tasks. Finally, we show

that synthetic data can help mitigate the over tting of biases.

Figure 5.9: An ablation on training data selection. Aux, Syn, and Eval stand for auxiliary, synthetic,
and evaluation datasets, respectively. We report the average score on seven benchmarks.

Synthetic Data Enhances the Performance

Figure 5.9 presents an ablation study on the choices of supervised ne-tuning data. In the zero-
shot settings, when the model is trained on auxiliary datasets (over 1M training images not

directly from the evaluation tasks), it fails to generalize effectively to the evaluation tasks, with
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a substantial performance gap of 14.1% below GPT-4V. However, using only 400K synthetic
samples achieves a performance comparable to GPT-4V. Our best zero-shot model surpasses
GPT-4V when jointly training synthetic and auxiliary data. Under the supervised settings, train-
ing with in-domain data alone yields strong performance. However, adding 1M auxiliary sam-
ples provides a modest improvement of 1.4%, while incorporating synthetic data results in a
more signi cant 3.6% boost. These results demonstrate the effectiveness of synthetic data in

enhancing VLMs' performance on text-rich tasks.

Figure 5.10: Zero-shot performance on NutritionQA. The x-axis denotes the number of training exam-
ples used for the instruction-tuning stage. The models on the upper left side demonstrate
better data ef ciency.

Zero-shot Generalization on a Novel Task

Vision-language models typically rely on in-domain data to perform well on speci c tasks.
When encountering a novel task, such as answering questions about nutrition labels in Figure
5.6, models without seeing similar examples during training may struggle with this novel task.
However, our CoSyn system enables controllable data generation. Given the task name as input,

CoSyn can generate task-speci ¢ data to ne-tune the model.
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To validate this, we annotated a small evaluation dataset called NutritionQA, which includes
100 examples of questions about photos of nutrition labels. Some questions require multi-hop

reasoning, as Figure 5.11 illustrates.

Figure 5.11: Examples from our newly collectédutritionQA dataset.

We evaluated GPT-4V and several open-source VLMs on this dataset and report the perfor-
mance in Figure 5.10. The x-axis in Figure 5.10 represents the amount of data used during the
instruction ne-tuning stage.

Despite being trained on millions of images, we observe that open-source VLMs are not
data-ef cient and perform poorly on this novel task compared to GPT-4V. Although many open-
source VLMs claim to achieve GPT-4V-level performance, they fall short when tested on new
tasks in the wild. Without synthetic data, our model (Eval + Aux) achieves results similar to
those of open models. However, when trained on 400K synthetic samples, our model matches
GPT-4V's performance.

More impressively, we used CoSyn to generate 7K synthetic nutrition label samples and

ne-tuned the model using only this 7K data. The resulting model outperforms most open-
source VLMs on the NutritionQA task. These results demonstrate that code-guided synthetic

data is an effective and ef cient method for adapting VLMs to new domains.
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Synthetic Data for Chain-of-Thought Reasoning

Existing text-rich datasets, such as ChartQA [214], are typically annotated with short answers.
However, questions like “Compute the mean of the data in the plot” require step-by-step math-
ematical reasoning to arrive at the correct answer. Models trained only with short-answer su-
pervision may fail to learn proper plot comprehension, but instead over t to annotation biases
in these datasets. On the contrary, our CoSyn-400K includes explanation text alongside the
short answer. Each instruction-tuning example consists gliagtion explanation short an-

swel) triplet, enabling models to learn chain-of-thought (CoT) reasoning. During ne-tuning,

we design two prompt templates for our synthetic data:

CoT Prompt : <Question> Provide reasoning steps and then give the short answer.

<Explanation> Answer: <Answer>

Short Answer Prompt : <Question> Answer with as few words as possible. <Answer>

Those prompts allow VLMs to switch between the two answering styles and perform CoT
reasoning when necessary. Figure 5.12 shows that incorporating CoT reasoning improves per-
formance on ChartQA, TableVQA, and NutritionQA, as these datasets contain examples requir-
ing multi-hop reasoning. However, we observe that adding CoT reasoning reduces performance
on DocVQA and InfoVQA. We nd that answer biases in these benchmarks cause this decline.
Speci cally, the ground-truth answers favor short responses, often penalizing more detailed
and verbal responses. For instance, in DocVQA, the ground-truth for an example is “T-Th”,
whereas the model responds with “Tuesday to Thursday”. Although the response is correct, the
strict string-matching metric assigns it a zero score. This highlights key limitations of current
multimodal benchmarks, including answering biases and rigid evaluation metrics that fail to

capture the full extent of a model's capabilities.
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Figure 5.12: An ablation of using Chain-of-Thought reasoning. Short Answer represents prompting
model to output the answer as short as possiBleCoT stands for providing Chain-of-
Thought reasoning before giving the nal answer.

Synthetic Data for Mitigating Biases

Our previous experiments reveal answering biases in multimodal benchmarks, which VLMs
trained solely on these datasets often inherit. To further validate this issue, we analyze ChartQA
and observe a distribution shift in question types. As shown in the pie charts above Table
5.12, some ChartQA questions are human-annotated, while others are generated by the lan-
guage model T5 [239], which is heavily in uenced by prompt phrasing and limited to a xed
set of question templates. During training, most questions (73.9%) in ChartQA are machine-
generated, while the test set contains an even distribution of human-annotated and machine-
generated questions. Models trained exclusively on ChartQA tend to over t to T5-generated
guestions. Table 5.12 illustrates this issue: PaliGemma [230] and ChartPali [240] achieve high
accuracy on machine-generated questions but experience a signi cant performance drop of over
30% on human-annotated questions.

Similarly, without synthetic data, our model shows a noticeable 21.8% gap between the

two question types. However, incorporating synthetic data during training reduces this gap to
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ChartQA Average Machine Human D#

PaliGemma-3B 71.4 88.5 542 343
ChartPali-5B 77.3 93.7 60.9 32.8

Ours (w/o Syn) 81.4 92.2 704 218
Ours (w/ Syn)  86.3 93.4 79.1 142

Table 5.12: Results on human and machine-generated questions of ChartQA. The pie charts above
display the percentage distribution of two question types in training and tesibng
lower is better) denotes the performance gap between human and machine questions.

14.2%. This suggests that synthetic data can mitigate over tting on benchmarks and enhance
VLMs' usability in real-world human-asked questions.
Quantifying the Diversity of our Synthetic Data

To quantify the diversity of images and text in our synthetic datBsetf (1, T)g, we propose

the following two metrics to compute the diversity:
. . — o o 6 j H
Diversity (D) mage = ijzﬁ 812D alljsz (1 sim(lj,15))

. . ° o IB | .
Diversity (D) vext = manw alszjD (1 sim(Ti,Tj))

where sinf ) is the cosine similarity function. Both metrics compute the average pairwise co-
sine distance between the features of every instance in the dataset. For image diversity, we
extract features using CLIP, while for text diversity, we use Sentence-BERT [241] to obtain em-

beddings of question-answer pairs. Table 5.13 shows that our synthetic charts are signi cantly
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more diverse than those in existing datasets, such as FigureQA and ChartQA, in both image

and text diversity.

Dataset Image Diversity Text Diversity
FigureQA 0.268 0.567
DVQA 0.307 0.752
PlotQA 0.420 0.743
ChartQA 0.340 0.742
Ours (Charts) 0.596 0.823

Table 5.13: Compare image and text diversity across different chart datasets. We randomly sample
10K instances from each dataset to compute the results.

Diversity Correlates with Model Performance

We observe that data diversity signi cantly affects model performance on downstream tasks. To
investigate this, we compare synthetic chart data generated using only a single tool (Matplotlib)
with charts generated by all ve tools available in our CoSyn system. As shown in Table

5.14, using multiple tools results in higher image diversity and notably improved performance
on ChartQA. This experiment underscores the importance of data diversity for enhancing the

generalizability of models.

n. of Tools Diversity ChartQA
Average Machine Human
SINGLE 0.572 73.9 66.5 81.5

MuLTIPLE  0.607 75.2 68.6 82.0

Table 5.14: Single vs. Multiple Rendering Tools for Data Generation. Each row uses the same number
of 45K synthetic images. ISGLE only uses Matplotlib, while MLTIPLE involves four
other rendering tools: HTML, LaTeX, Plotly, and VegalL.ite.
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Scaling the Size of Synthetic Data

In addition to diversity, the scale of synthetic data also impacts model performance. As shown

in Figure 5.13, increasing the number of synthetic chart images leads to improved performance
on ChartQA. This demonstrates that scaling up synthetic data can further enhance VLMs on
downstream tasks. Due to resource constraints, our nal dataset consists of 400K images,
which cost us about $8,000. Future work could explore scaling up the dataset size to push the

boundaries of synthetic data's potential.

Figure 5.13: Performance while scaling the size of synthetic data. We evaluateetbeshotperfor-
mance on ChartQA of models ne-tuned on increasing numbers of synthetic images.

Comparing LLMs for Synthetic Data Generation

In the default setting, CoSyn uses Claude-3.5-Sonnet as the underlying LLM for code gen-
eration. To highlight the importance of strong coding capabilities, we compare it with data
generated by GPT-40. As shown in Table 5.15, synthetic data generated by Claude-3.5-Sonnet
yields signi cantly better results than GPT-40. Our qualitative observation reveals that GPT-40

has a higher failure rate in code generation, particularly for less common coding languages or
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libraries. This result emphasizes that a strong LLM is essential for the successful synthetic data

generation for VLMs.

LLM for Data Generation ChartQA

Average Machine Human
GPT-40 72.4 65.8 78.9
Claude-3.5-Sonnet 77.2 71.0 83.8

Table 5.15: Compare the LLMs used for synthetic data generation. For both LLMs, we create 100K
synthetic charts for ne-tuning the VLMs. We report the zero-shot evaluation results on
ChartQA.

5.3.5 Applications to Al Agents

Pointing enables VLMs to answer questions by providing speci ¢ points on images. This
allows models to ground their responses in visual content and interact with environments, which
is crucial for developing digital agents. We nd that our code-guided system can synthesize

pointing data.

Figure 5.14: An overview of enabling VLMs to point through synthetic data. (a) We synthesize point-
ing data by prompting an LLM to generate pointing questions and edit the code to draw
the answer points explicitly. (b) We demonstrate that the VLM trained on synthetic point-
ing data can be generalized to real agentic tasks.
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Method

Since we have access to the source code for all generated images, we can prompt an LLM
to modify the code to draw points on the images explicitly. As illustrated in Figure 5.14, we
feed the image's source code as context to the LLM, which generates a pointing question and
edits the code to draw points with a prede ned color. By extracting the pixel values of these
points, we can obtain their exagt,y) coordinates:! We then use this pointing data to train
VLMs, enabling them to answer questions by providing point coordinates. In total, we generate
pointing data for 65K synthetic images. Figure 5.15 shows some qualitative examples from our

synthetic pointing dataset.

Setup

We evaluate pointing ability on ScreenSpot [242], where the task requires models to provide
the correct click location based on a given instruction. ScreenSpot contains screenshots from
mobile phones, desktops, and web pages. To assess the effectiveness of our synthetic pointing
data, we compare it to the model trained on PixMo-point [177], which consists of 155K human-
annotated images. Our best-performing model uses both PixMo-point and synthetic pointing
data. Additionally, we compare against existing methods like CogAgent [243], SeeClick [242],

and UGround [244], which is trained on 1.3M screenshots.

Results

Table 5.16 compares the click accuracy of our models with previous methods. Using 65K syn-
thetic pointing samples, our model achieves performance comparable to that trained on 155K
human-annotated samples. When combining synthetic and human data, our model achieves

state-of-the-art performance on ScreenSpot, surpassing the recent UGround [244], which was

The coordinates of points are normalized to (0, 100) to mitigate the in uence of image resolution.
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Figure 5.15: Randomly selected examples from our synthptimting data.
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trained on 1.3M screenshots. These results demonstrate that synthetic pointing data is a data-

ef cient approach for improving VLM performance on agentic tasks involving click prediction.

Mobile Desktop Web Avg

Model Text Icon Text lcon Text Icon

GPT-40 20.2 249 211 236 122 7.8 183
CogAgent 67.0 24.0 74.2 20.0 70.4 28.6 47.4
SeeClick 78.0 52.0 72.2 30.0 55.7 32.5 534
UGround 82.8_60.382.5 63.6 80.4 70.4 73.3

Synthetic 90.8 53.3 78.4 58.6 80.0 47.1 68.0
Human 84.2 59.088.1 52.9 76.5 50.5 68.5
Combined 89.0 65.1 87.6 65.7 83.0 58.7 74.9

Table 5.16: Click accuracy on ScreenSpot. We report our models trained on different pointing data.
Human stands for using the human-annotated data from PixMo-point [177]. Combined
means combining human-annotated data with our synthetic pointing data.

5.3.6 Summary of Contributions

This work is based on our paper “Scaling Text-Rich Image Understanding via Code-Guided
Synthetic Multimodal Data Generation” published at the Association for Computational Lin-
guistics 2025 [245]. | helped construct the main synthetic data generation pipeline for CoSyn in
my package DataDreamer and contributed signi cantly to writing the paper as a co- rst author.
The research direction was largely led by my co-author Yue Yang. Yue has reproduced parts of

this paper in his own thesis.
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