
Integrating Digital and Physical Environments

Motivation:

• Environments that require intelligent 
management of resources – such as sensor 
networks – continue to grow (e.g. intelligent 
power grids, smart hospitals,  home health 
monitors etc). 

• Facilitating such settings requires combining 
heterogeneous data from many disparate sources 
and devices (e.g. sensors, Web data, structured 
databases, etc).

• Current data integration techniques for 
managing such heterogeneity involve interactions 
between custom-made software, each operating 
over its own set of devices /networks. 

Goals:

• Building an infrastructure that supports a single 
data access layer which separates high-level logic 
from device-specific code.

• Employing data integration techniques such as 
schema mappings, views and query reformulation 
schemes in order to push query computations 
across the network.

• SmartCIS – a prototype application to create a 
smart building, allowing a variety of useful 
queries for Penn students. SmartCIS uses the 
Aspen(Abstraction-based Sensor Programming 
Environment) substrate for query processing 
among highly heterogeneous and distributed 
data sources and devices.
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SmartCIS:

SmartCIS-Aspen architecture:

• Multi-hop routing: Aspen’s sensor engine supports pipelined 
in-network joins where each sensor routes data to specific 
“join” nodes, as decided by the optimization scheme 
[Mihaylov et al, 2008]. Each join involves an initiation phase 
for discovering pairs of nodes (schemas) that join over static 
predicates, and a computation phase for evaluating dynamic 
predicates. These multi-hop algorithms are also used in the 
stream processing engine to route data when distances 
between peer nodes are known to be non-uniform. 

– Exhibited query: Machine temperature data for 
workstations in use.

Core ASPEN features:

For more info:

http://db.cis.upenn.edu/research/smartcis.html

• Distributed optimization: The federated optimizer takes 
a Stream SQL query, formulated by the GUI, and 
separates them into subqueries (views) in order to 
distribute computation between the sensor and stream 
engine – both of which handle further optimization for 
creating appropriate distributed query plans among their 
networks.

– Exhibited query: Locating free machines with 
available software.

• Path and region computations: Aspen’s distributed 
stream engine supports recursive queries that allow for 
computation of shortest paths and continuous regions 
[Liu et al, 2009]. A form of provenance, known as 
absorption provenance, is used to detect derivability of 
join tuples, and hence maintain such views/tables after 
updates/deletion of base tuples. 

– Exhibited query: Directing users to the nearest free 
machine.

• Data integration extensions: Query plans are formulated 
through data integration techniques derived from 
Orchestra [Ives et al, 2005], but extended for distributed 
stream settings.
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