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Abstract In recent years we have seen a tremendou4 Introduction

growth in the amount of freely available 3D content, in

part due to breakthroughs for 3D model design and act aser-scanned objects, CAD models, and even image-
quisition. For example, advances in range sensor techhased reconstructions are just a few of the sources con-
nology and design software have dramatically reducegibuting to rapidly growing, publicly available 3D model
the manual labor required to construct 3D models. Asollections. Along with these vast 3D collections comes

collections of 3D content continue to grow rapidly, the the need for a fast, large-scale model retrieval and match-
ability to perform fast and accurate retrieval from aing system.

database of models has become a necessity. At the core of any content-based model retrieval

At the core of this retrieval task is the fundamen-engine lies the challenge of computing 3D shape simi-
tal Cha”enge of de ning and eva|uating Sim"arity be- Iarity. Many of the dif culties in this task can be iden-
tween 3D shapes. Some effective methods dealing with €d as eitherglobal or local. Any shape representa-
this challenge consider similarity measures based ofion or similarity measure must compensate for global
the visual appearance of models. While collections ofariations such as change in scale, orientation, etc. The
rendered images are discriminative for retrieval tasks$econd big challenge lies in local variations caused by
such representations come with a few inherent limita0bject articulations or perturbations to local surface ge-
tions such as restrictions in the image viewpoint samometry. Such variations can be attributed to noise or
pling and high computational costs. In this paper weeven modeling technology. For example, a polygonal
present a novel algorithm for model similarity that ad- mesh obtained from laser data will be quite different
dresses these issues. Our proposed method exploits tde@m a polygonal model of the same object designed
niques from spherical signal processing to ef ciently by & human.
evaluate a visual similarity measure between models. 3D shape matching for retrieval has been a topic
Extensive evaluations on multiple datasets are providedf ongoing research leading to many interesting tech-

niques [1-11], all of which address the challenges men-

tioned above to various degrees. In this work we are
Keywords 3D shape retrieval Visual similarity inspired by the family of methods which compare 3D
Spherical Fourier transform models based on theitisual similarity [1, 9]. For ex-
ample, [1] has shown state-of-the-art retrieval and clas-
si cation results on standard benchmarks. The premise
behind this approach is a 3D model representation con-
sisting of a collection of images rendered from var-
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views of a model circumvents the problem of dealingExtended Gaussian Image (EGI, [7]) was perhaps the
with complex, noisy, and possibly corrupt local 3D sur-earliest such representation, but there exist many others
face geometry. Second, if two categories of 3D modelsuch as the Complex EGI [6], spherical distributions
can be differentiated even by one particular discrimina-of shape area [5], radial distance functions [3, 4], and
tive view, a suf cient sampling of renderings is likely the Light Field Descriptor [1], just to name a few. Less
to capture this distinguishing information. common is the case where the underlying representa-
However, despite their high performance relativetion is a 3D grid (see [2,13] for examples). A large sub-
to other retrieval methods, the image-based methodset of methods based on spherical representations uti-
present their own challenges and limitations. For ex{ize a Spherical Fourier representation to build model
ample, the Light Field Descriptor (LFD) of [1] is a rep- descriptors (see [2, 4] for examples).
resentation that is not invariant to model orientation. On the opposite end of the spectrum exist those

Thus, there_ls a h|_gh computational cost that COMERethods where 3D shapes are represented by local fea-
with _evaluat_lng a distance measure for many p035|bl?ures_ Spinimages [14,15] and 3D Shape Contexts [16—
rotatlongl all.g_nm.ents between models. 18] are examples where surface points are described by
: The inspiring idea ofogryvork has rst peen drafted shape distributions of a local neighborhood. While lo-
in [12], wherg a very preliminary formulation was de- cal descriptors make it easier to deal with object articu-
veIoped_. In this haperwe present methods for3b ghap tions or missing parts, there is the added challenge of
comparison and retrieval that are built upon a V'Suaobtaining accurate correspondences. Recently [9] in-
representation 9f ”.‘Ode's' Sp(_em cally_, similar t.o [11, corporated local SIFT features [19] from rendered depth
our representanon.ls a cpllectlpn of silhouette Ir‘n"’lgeﬁmages into a traditional document retrieval bag-of-featu
rende_red from various viewpoints on t_hg SF’here surélpproach to circumventthe direct correspondence prob-
rounding the model. We de ne model similarity as theI m

cross-correlation of these rendered silhouette image co?— '

lections. Our primary contributions are in the formu- ~ One of the challenges for shape matching is the
lation and ef cient evaluation of this cross-correlation Wide variety of transformations that must be accounted
similarity measure. We will show how model similar- for when comparing 3D models. In this regard, most
ity can be evaluated ef ciently using techniques from of the approaches we have mentioned above can be di-
spherical harmonic analysis, taking advantage of th&ided into two categories. The rst category contains
fact that spherical correlation is equivalent to multipli- those approaches where invariance to the possible trans-
cation in the spherical Fourier domain. Furthermoreformations are built directly into the model represen-
our model comparison method can be extended in #tion or the extracted descriptors. The second cate-
simple and intuitive way to develop an iterative, coarsegory contains those approaches that address the possi-
to- ne model retrieval system for large collections of ble transformations of a model at the time when model
models. A thorough experimental evaluation of our prodescriptors are being compared. For example, the most
posed methods is presented for multiple challenging@mmon transformations to which any 3D retrieval en-

datasets, and the results show consistently state-of-thgine must be invariant are global changes in size (scale),
art or near-state-of-the-art performance. position (3D translation), and orientation (3D rotation).

Most of the approaches we have discussed above pro-
pose methods to generate 3D model descriptors which
have built-in invariances (i.e. any scaling, translation,
or rotation of the 3D model will not alter the result-

Content-based 3D model retrieval continues to be arihg model feature descriptor). There are a number of

:;nport:;nt prac_'ucalll as well as fundarpental p[)OblernWays this can be achieved. The most direct is to use
rom the practical perspective, many large we erOSdescriptors that are inherently invariant to such trans-

itories (e.g. 3D Warehouspignore shape content for formations. For example, histograms of distances be-

r_no_del search, which oﬁen I_e_ads to search results Ot(iveen point pairs [8], or histograms of distances from
limited success and applicability. Many rese.zar.ch_ers hagﬁrface points to the center of mass [5], are invariant to
proposed to address _the problem of 3D S|m_|lar|ty Torboth rotation and translation. For those methods where
the ta_sk of model retrieval, and \_/vh_at follows is a brlefthe underlying representation is not invariant to certain
overview of just a few of the existing methods in the transformations, simple measures can be taken: Scale
literature. can be normalized by isotropic scaling of a model to

Global spherical representations are the most natus o average distance from surface points to the cen-

ral (and common) representations for 3D models. Th(;‘fer of mass, for example. Translation can be normal-
L http://sketchup.google.com/3dwarehouse/ ized by shifting the model so that the center of mass
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aligns with the origin. A simple way to factor out ori- ette images are rendered from multiple viewpoints sur-
entation is to use PCA-alignment, where the principakrounding the model. Second, features are extracted for
axes of a model are aligned with some common refereach image. These features are used for pairwise com-
ence frame. This type of PCA-alignment is commonlyparison of images. Third, for the comparison of two 3D
used for spherical or 3D grid representations where thenodels, the pairwise distances between the models' re-
model orientation is dif cult to factor out. For spherical spective image collections are aggregated to provide a
representations, an alternative to PCA-alignment is t@omposite distance. This computation is then repeated
extract general properties of a spherical function thafor multiple rotations, and the minimum composite dis-
are invariant to 3D rotations. For example, it is well- tance is selected as the nal distance between the mod-
known that the magnitudes of Spherical Fourier coefels. In the following subsections we will attempt to |l
cient vectors are invariant to rotation (see [2] for an in many of the details of this approach.
application to 3D model comparison).

The bene t of encoding transformation invariance
into 3D model descriptors is that such features can b8.1 Silhouette viewpoints
directly compared using traditional distance measures.
Nearest neighbor retrieval over thousands of models i¥here are a few constraints which help determine the
still a fairly ef cient computation when the pairwise viewpoints from which silhouette images are rendered
distance measure is the distance between small fea- given a 3D model. Ideally, the viewpoints should be
ture vectors, for example. Furthermore, it is straightfor-distributed “uniformly” over the sphere, to limit redun-
ward to utilize powerful classi cation machinery (e.g. dancy. Furthermore, the silhouettes from two different
an SVM classi er) with such features. models will be compared pairwise for a set of 3D ro-

The problem with encoding invariance directly into tations. This implies that there must exist some 3D ro-
the descriptors is that it often comes at a cost. As dations which map any viewpoint onto another (tran-
general rule, the more invariance captured by a featursitivity), while also mapping the collection onto itself.
the less discriminative the descriptor. Another problemFor a collection oN viewpoints N > 2), the set of
comes from possible inaccuracies in the methods. Foiotations that satisfy this constraint make up a nite
example, orientation normalization using PCA-alignmesitbgroup of the 3D rotation grouO(3). The nite
has been shown to be inaccurate [20]. The alternativéubgroups ofSO(3) are the cyclic groups, the dihe-
to building invariant descriptors is to address possiblgral groups, and the symmetry groups of the Platonic
model transformations at the time of similarity (or dis- solids [21]. Although the cyclic and dihedral groups
tance) computation. This allows one the freedom tado not limit the number of silhouette vertices, the cor-
build very robust and discriminative features from 3D responding rotations will cover only a small subspace
models. However, the penalty is that there is a compuof SO(3). The Platonic solid with the most vertices is
tational disadvantage when descriptors are compareifie regular dodecahedron (20 vertices). The dodecahe-
since the possible transformations must be accountedral group (often referred to by it's dual, the icosahe-
for. Typically this is addressed by an optimization ordral group), has order 60. In other words, for the con-
search over transformation parameters. For exampleguration of 20 vertices aligned with the vertices of a
the Light Field Descriptor [1] represents a 3D modeldodecahedron, there are 60 unique 3D rotations which
with a collection of rendered silhouette images. Wherwill map this set of 20 vertices onto itself. We should
two models are compared their respective silhouett@ote that in practice only 10 silhouettes are used since
collections must be compared for all possible 3D ro-verticesp and p provide identical information. The
tational alignments. collection of 10 silhouettes, along with their individual

As our work in this paper builds on a visual model silhouette descriptors, constitute the Light Field De-
representation, it is closely related to the Light Fieldscriptor. A denser sampling of the viewpoint space is
Descriptor of [1]. Thus, in the following section we obtained by replicating the constellation of 10 silhou-
will summarize the approach of [1] and highlight someettes at small rotational offsets from the initial position
of the existing limitations which are addressed in this

paper.
3.2 Silhouette descriptors

3 Light Field Descriptors (LFD) A rendered silhouette image is a binary image with a

single connected component. Lacking any appearance
The method of [1] can be described as having threénformation, purely shape-based descriptors are used
steps: First, given a 3D model, a collection of silhou-for the comparison of silhouettes.



The Zernike moment descriptor is obtained by pro-
jecting the 2D silhouette onto a set of circular, com-
plex Zernike polynomials of increasing degree. A few
examples of Zernike polynomials are shown in gure
1.

Contour Distance Function

Degree =0 Degree = 1 Degree = 2
Order = 0 Order = 1 Order = 0

Distance from centroid

Degree = 2 Degree = 3 Degree = 3
Order = 2 Order =1 Order = 3

q
. . Fig. 2 On the top left is a sample silhouette obtained from ren-
dering a 3D model of a human hand. On the top right we show
the detected contour (obtained by a tracing algorithm) eegr
The centroid of the shape is given by the green circle in thle mi

Degree =4 Degree =4 dle of the hand. The green circle intersecting the shapeooont

speci es the rst detected point along the contour, whickaal
acts as the starting reference point for generating theocont
distance function. The resulting contour distance fumctioea-
suring the distance of the contour points to the centroish@svn
in the bottom plot.

Degree = 4
Order = 0

Fig. 1 Nine Zernike polynomials (see [22] for details). The )
polynomials are shown for various degrees and orders. Tiye po 3.3 Model comparison
nomials are complex, so we are only showing the real comgonen

here. Colors closer to red are higher values (positive)ledal- Given Light Field Descriptors for two models, there are
ors closer to blue are lower values (negative). The polyatsni ; . . ! .
are de ned on the circle, so the region outside the circleusho 60 possible rotational alignments that must be consid-
not be considered. TH®; 0) polynomial is uniform since a pro- ered. The nal 3D model distance is the minimum dis-
jection onto this is equivalent to just an integration of theut  tance over all Light Field Descriptor pairs for all pos-

function over the circle. sible rotational alignments.

To speed up comparisons and retrieval from large
databases, a multi-stage comparison approach is pro-
posed in [1]. There are four controllable parameters:

In total, the magnitude of 35 coef cients are kept .
(versus accuracy):

for the descriptor.

The contour distance function( ) measures the 1. Number of silhouetteS'he number of images (up
distance from the silhouette centroid to the contour. An  to ten) used in the comparison can be varied.
example of a silhouette image along with its extracted2. Number of LFDs can be varied
contour and corresponding distance function are showr8. Quantization of silhouette descriptofseature vec-
in gure 2. tors can be quantized so that each coef cientis rep-

resented with 4 or 8 bits, for example.

4. Subset of feature vectorBistances can be com-
puted using a subset of the feature vector coef -
cients.

Sincer( ) is a periodic function on the circle, it
is natural to examine its Fourier transfortk). The
magnitude of 10 coef cients are retained for the de-
scriptor.

Both the Zernike moment descriptor and the con-At each stage of the iterative model comparison, the
tour distance descriptor were evaluated extensively imbove parameters are varied to provide additional ac-
[22], where it was shown an integrated approach utilizcuracy, the basic idea being many models can be dis-
ing both descriptors performed well for image retrievalcarded after each iteration. For details of the proposed
tasks. six-stage retrieval process see [1].



3.4 Limitations exibility in selecting this feature vector, for compar-
ison we will use thet5-dimensional Zernike and con-

The viewpoint con guration described above is tightly tour descriptor as in [1].

coupled with the set of possible rotational alignments.

It is not simple to vary the number or position of view-

points, or the number or samples of 3D rotations in-4-2 Similarity measure

dependently. For example, increasing the number of ] ]

rotational alignments evaluated while keeping the sil-FOr the moment, let us consider that our collection of

houette viewpoints xed implies silhouette (or feature) silhouettes is not nite, but rather we have obtained im-

interpolation, however there is no clear approach fo29€S and feature vectors from all points on the sphere.
this. In this continuous setting, we haveNa-dimensional

The full comparison, even for just 100 silhouettesfeature vector at each point on the sphere (as described
ve, in our experimend$ = 45). Formally, we will

per model, is too computationally expensive for a datalfds S :
jyrite this silhouette feature representationMagp)i,

search. However, the proposed six-iteration method ) ‘ e )
wherep is a sphere pointy(2 S?) andi is the index

fairly complex and seems a bit ad-hoc and arbitrary.

There does not exist a clear intuition behind the deciiNto the N -dimensional feature vector that describes

sions made during each stage. Combined with an agf€ Silhouette obtained from viewpoipt To compare
sence of a thorough evaluation, the motivations behindV© 3D models, we de ne their similarity as the cross-
this process, along with the performance contribution$©'relation of their feature representations:
from each parameter, are unclear. W Z
Inspired by the discriminative strength of visual mode¢ = M1(p)iM2(p)idp Q)
representations, we present our model comparisontech- izt P2S?
nique and address the key issues discussed above in thepractice we evaluate a normalized cross-correlation,
following sections. but for simplicity we leave out the normalization terms
in our description here. Note, equation 1 evaluates a
similarity measure over the two model representations
. . M1 andM in their native orientations. However, as
4 Ef cient 3D model comparison we do not know the correct rotational alignment, we
must consider all possibilities:
In this section we will detail our proposed 3D model W Z
comparison technique. The outline is as follows: Ing.(r) = M1(p)iM2(RTp)idp :R 2 SO@) (2)
section 4.1, we describe silhouette generation and fea- =1 Pp2S?

ture extraction. In section 4.2 we will de ne a similar- HereG¢(R) measures the cross-correlation for all pos-
ity measure for comparing two models, and in 4.3 Wegjp|e 3D rotational alignmen® 2 SO(3). We de ne
show how this similarity measure can be evaluated ef -y, similarity between two models as the maximum
ciently borrowing techniques from spherical harmonic,,5),e of G¢(R). Computationally, evaluatin@c(R)
analysis. Section 4.4 covers the sampling requiremenigirectly is cumbersome. For each 3D rotation we must
of our approach. In sections 4.5 and 4.6 we summarizgyiate one model representatiav £) and perform a
the algorithm and provide some analysis and observasp integration. In the next subsections we see how to
tions. evaluateG(R) ef ciently.

4.1 Silhouette rendering and feature extraction 4.3 Similarity evaluation

Our 3D model representation is a collection of silhou-To ef ciently evaluate the model similarity function
ette images rendered from viewpoints surrounding thés¢(R) from equation 2, we recognize that the inner in-
model. Consider a 3D model centered at the origin. Fotegral ts the de nition of a correlation between func-
any sphere poirpt 2 S?, we can render a silhouette via tions de ned on the sphere. Isolating the inner integral
an orthographic projection of the model onto the planegives

tangent to the sphere ptIn this way we generate sil- z

houette images for any collection of spherical coordi-G(R) = M1(pM2(RTp)dp;R2 SOB) (3)
nates (we will discuss the number of silhouettes and p2s?

their locations in subsequent sections). Furthermorelo evaluateG(R), we adopt an approach similar to
each silhouette we obtain will be represented by a feathose described in [23-28], which show that the spheri-
ture vector describing its shape. Although we have aal correlation integral is equivalent to a multiplication



of Fourier transforms. We provide a brief summary ofl, andG' for the matrix ofSO(3) Fourier coef cients
this result here, but readers are referred to [24, 25] foat degreé.

reference.
In traditional Fourier analysis, periodic functions
on the line (or equivalently functions on the cir@é),

There is a close relationship between the Fourier
representation of functions on the sphere and the ma-
trix representations)' (R). Speci cally, as spherical

are expanded in a basis spanned by the Eigenfunctiorisnctions are rotated by elements3i®(3), their Fourier
of the Laplacian. Similarly, the Eigenfunctions of the coef cients are “modulated” by the irreducible repre-

spherical Laplacian provide a basis Mr(p) 2 L 2(S?)

sentations 05 0O(3):

(hereL? denotes square-integrability). These Eigen-

functions are the well known spherical harmoni¢$ (:

S? 7! C), which form an Eigenspace of harmonic ho-

mogeneous polynomials of dimensi@in+ 1. Thus, the
2l + 1 spherical harmonics for ea¢h 0 form an or-
thonormal basis for anil (p) 2 L 2(S?). The spheri-

cal harmonic for degreeand ordem (I~ O;jm]
I;I;m 2 Z),is given as
S
L.y = m @+ m) im
Y )=C D" =y 0+ m) P\ (cos )é

Note we are using and( ; ) interchangeably to de-
note points on the sphere. In the above equédprare

MP 7?MR™p() M 71U RTM! (8)

This relationship, along with the orthogonality of the

spherical harmonics, allows us to expand equation 3 in

terms of the corresponding Fourier transforms:
= My (M2)T (9)

This shows that th8 O(3) Fourier coef cients 0lG(R)

can be obtained as a matrix product between the coef-

cient vectors of the two spherical functiorid ; and

Mo.

the associated Legendre functions and the normaliza-
tion factor is chosen to satisfy the orthogonality con-, 4 Viewpoint sampling
straint. Readers are referred to [29, 30] for a in-depth

treatment of spherical harmonics. Any functidr(p) 2

A fast discrete algorithm for the spherical Fourier trans-

L?(S?) can be expanded in a basis of spherical harform, based on a separation of variables technique, can

monics:

M (p) = VERAN(o) (4)
EN m= |

Mo = M(@)Yn(pdp ()

p2S

The M), are the coef cients of the Spherical Fourier
Transform (SFT). Henceforth, we will usé' to an-
notate vectors irC?*1 containing all coef cients of
degred, ordered from | through+1.

be attributed to [30]. The complexity of the transform
is O(L2log?L), wherelL is the “bandwidth” of the
spherical function. In practice, the selectionLosim-

ply speci es that only those coef cients of degrksss
thanL will be retained from the Fourier transform. The
sampling requirement to achieve the noted complexity
is that2L samples must be placed uniformly in each
spherical coordinate (i.2L samples in colatitude, and
2L samples in azimuth). Figure 3 shows the effect of
this sampling constraint on the distribution of spherical
silhouette viewpoints.

As functions on the sphere can be expanded in spher-

ical harmonics, functions de ned on the rotation group
can be expanded in the irreducible unitary representé

tions of the rotation group. FaB(R) 2 L ?(SO(3)),
we can write its Fourier expansion as

X X X | |
G(R) = mk Umk (R) (6)
PNm= ks |
mk = G(R)Up (R)dR (7)
R250(3)
TheGl, ,withm;k = [;:::;1 arethg21+1) (21+

1) coef cients of degreé of the SO(3) Fourier trans-
form. TheU],, (R) are the elements of the irreducible
matrix representations &O(3). We will write U'(R)

forthe(21+1) (21+1) matrix representation at degree

A

Fig. 3 Onthe left @) is a representation of a uniformly sampled
spherical grid, with 16 samples spaced uniformly in eachedim
sion. This is the sampling requirement for a fast spherioatier
transform at bandwidtlh. = 8. (B) depicts the corresponding
sample support regions as they appear on the sphere. The high
lighted bins correspond to the highlighted row &)(The circles

in (C) specify the actual sample locations on the sphere.



Similar to the spherical transform, there exists a
separation of variables technique for a fast discBsD¢3)
Fourier transform [24]. The complexity for such a tech-
nique isO(L23log? L), where as before is the func-
tion bandwidth. This fast discrete transform is given
for a standard Euler angle parameterizatiosaf(3).

In particular, the three angles 2 [0;2 )and 2

[0; ], cangenerate any 3D rotation throlgly R.( )Ry( )R( ).
HereR, andRy represent rotations about tAeandY

axis, respectively.

For a fast discret&O(3) transform of a function
with bandwidthL , the sampling theorem requir@k
samples uniformly spaced in each of the three Euler
angles; , and . As with the spherical transform,
this uniform sampling in Euler angles leads to a non- =0 =60 =120 =180 =240 =300
uniform sampling in rotation space.

The fast spherical and rotational Fourier transforms
detailed in [24, 30] provide us the machinery necessary = 15
for evaluating the spherical correlation integral (equa-
tion 3) in the Fourier domain (equation 9).

=45

4.5 Pairwise model comparison summary
=75
We now summarize our pairwise 3D shape comparison
formulation as detailed above, and provide some pracrig. 4 An example of a 3D model and its corresponding silhou-

tical considerations and complexity analysis. The onlystte images. On the top is a 3D model downloaded from Google's
: . .3D Warehouse. For a bandwidth= 3, 2L% = 18 silhouettes
parameter we need to set is the frequency bandmdtﬁi" be rendered. In this gure, the top row corresponds te si

L, which will initially dictate the sampling frequency nouettes from viewpoints with xed colatitudag ) but varying
in the silhouette viewpoint space, as well as the 3D roazimuth.
tation space.
Given two models which we wish to compare, the. .
. ; : . is de ned generally for complex-valued functions. For
rst step is generating silhouette images and features ) ) |
: . real-valued functions the coef cient vect(ﬂfﬁm )i ex-
from each model. As per the Fourier sampling theo- ~~ N | AT
rem, given a bandwidth , we will need to generate hibitan hermitian propertyM' )i = ( 1). (M)
2L 2L = 4L2 orthographically rendered silhouette These two facts show that only the coef cieiid ), ); _
images from each model. For any silhouette viewpoinfor | even andn 0 are necessary, greatly reducing

p 2 S2, the antipodal point p provides redundant the storage space of our Fourier representation.
information. Thus in practice, we only need to ren-  The Fourier representations of the two modé%llm)i

. 5 .
der half the silhouettes (a total @t * images). Fig- and(M\glm)i , are the necessary input for evaluating the

ure 4 provides an example of a 3D model and its sil-crelation similarity measure. From equation 9, we

houette images. Subsequently, each silhouette image i$,q\ved that th&O(3) Fourier coef cients ofG¢(R)
replaced with itsN -dimensional feature vector repre- . pe obtained in the spectral domain as:

sentation. After feature extraction, we have our initial
model representationd ; (p); andM 2 (p); .

To obtain the Fourier domain representatioMofp)i, &' = X M\l:(m\z:)T (10)
we must take a separate spherical Fourier transform for i=1
each silhouette feature index 1;:::; N, leaving us
with the coef cients(l\ﬂ,'n)i. For a xed L, we will  To obtain the samples of our desired correlation func-

have a total ofNL ? Fourier coef cients. As we ob- tion G¢(R), we must take an inverseO(3) Fourier
served earlier, the spherical model representation exransform as a nal step. Note, we have the option of
hibits the even properti (p)i = M ( p)i. Thisre- takingthe tiersSO(3) transforms before or after the
dundancy translates to the Fourier spa(d@:('n)i = summation ;. In other words, if we let ISOFT(.) rep-
0; 81 odd. Additionally, the spherical Fourier transform resent the invers&€0(3) Fourier transform operator,



the following are equivalent: assume.Yis the chosen bandwidth of the model repre-

W sentationsvl 1.2(p)i, which implies a total oL ® sil-
Ge(R) = ISOFT M\l: (M\z:)T (11) holuette images. Ldt%> L % We can easily generate
i=1 | G. forl =0;:::;L% 1asin equation 10 by setting
X —T &, =0:8L0 <L % in this approach, the extra
= ISOFT My (M2)T (12) oo - pproact.

samples obtained in the 3D rotation space by having a

higher bandwidth. ®are interpolated using the Fourier
While these computations have numerically identicalsgef cients of M (p)i up to bandwidthL® Thus, our
results, there is a clear advantage to equation 12. Eva“é'pproach provides a simple mechanism for indepen-
ating equation 11 ha3(NL ® log®L) complexity. This  gently varying the number of silhouette viewpoint sam-
comes from havind separate5O(3) Fourlzer trans-  ples and the number of 3D rotation samples. If desired,
forms, each of which has complex(_f,}(L3 log"L).On  many more samples @.(R) can be interpolated from
the other hand, evaluating equation 12 requires onlyey sjlhouette images. Contrast this to a direct spatial
Bnﬁz Fourier trans_form. Although the inner Summat'onapproach (e.g. [1]), where there are strict dependen-
=1 over coef cientvectors has complexi@®(NL®),  cies between silhouette view samples and possible 3D
the constant factor is minimal. The total complexity of rotations, and no simple mechanism for interpolation
equation 12iO(NL %)+ O(L3log” L) = O(L3(log” L+ eyists.
N)). In practice, the computational burden lies in the
Fourier transform, and thus we see a speedup by a fac-
tor of approximately 10 when evaluating equation 125 A natural coarse-to- ne estimation of similarity
in place of equation 11. We can also compare this com- ) ) )
plexity against the original de nition oB¢(R) as given The developmentin t.hg previous s_ecFlon presents a n(_)vel
in equation 2. To evaluate equation 2 in the spatial do@PProach for determining the similarity between a pair
main would have a complexity @(N L °) (this would of 3D modgls. $uch a technique can be very important
also be the complexity of evaluating [1] for similar fOr @n application such as 3D model retrieval, where
numbers of silhouette and rotation samples). the challenge is to identify the most similar models
Inthe nal step, the maximum value from the sam- {0 @ query from a very large database. In such a set-
ples ofG¢(R) (as obtained via equation 12) is selectegting, it can be computationally infeasible to perform a

as the similarity score between the two input models. full similarity evaluation between the query and every
database model just to identify the few most similar

models. Instead, when searching for nearest neighbors
4.6 Sampling exibility we would like to discard large numbers of candidate

models with few computations. To this end, our model
We will now discuss how our approach addresses oneomparison approach can easily be extended to form
of the key issues brought up earlier, namely the dean iterative coarse-to- ne evaluation of model similar-
pendence between the number of silhouette viewpoinity. The basic idea is very intuitive, and comes from
samples and the number of samples in the 3D rotatiothe observation that the degree of a Fourier coef cient
space. First, we note that our development allows foindicates the frequency component that is represented.
an arbitrarily dense sampling of the viewing sphereln other words, a coarse estimation of similarity using
and 3D rotation space. For a xed bandwidthwe  only low-frequency signal information can be obtained
will have 2L silhouette viewpoint samples uniformly by using only the low-degree Fourier coef cients. Sub-
spaced in the each of the two spherical coordinatesequently, a higher precision can be achieved by intro-
as well as2L samples uniformly spaced in each of ducing high-frequency signal information in the way
the three Euler angles. This straightforward formula-of the high-degree Fourier coef cients. To build a 3D
tion allows us to achieve a sampling where the maxi-model retrieval system for a large database of models,
mum distance between any silhouette viewpoint and itsve can proceed as follows:
nearest neighbor is arbitrarily small (similarly with 3D In a pre-processing step, each model in the database
rotations), simply by varying the bandwidth is represented with the Fourier coef cier(tb’ﬁr'n)i at

Furthermore, we can achieve an independence be&some bandwidth . Given a query model, the rst iter-

tween the number of silhouette samples and the nunation for retrieval involves evaluating a coarse similar-
ber of 3D rotations samples &.(R). In other words, ity between the query and every database model. This
we are not forced to have the same bandwidth parameoarse similarity is obtained by computi(R) at
terL for both the silhouette model representafidip); some small bandwidth® < L . Those models furthest
and the 3D correlation functioB.(R). For example, from the query can be discarded. In each subsequent

i=1



iteration, a ner similarity score is computed betweenlenging evaluations (the Princeton Shape Benchmark,
the query and remaining database candidates by evalthe Shape Retrieval Contest in 2006, and a collection
ating G¢(R) at an increased bandwidth. In the nal it- of models downloaded from Google's 3D Warehouse).
eration a ranked list of nearest neighbors is created byWe begin with a study on the de-facto evaluation bench-
evaluatingG.(R) at the full bandwidth_ for the few  mark for 3D shape retrieval, the Princeton Shape Bench-
remaining candidates. In this way we can discard thenark [32].

large majority of database models with limited compu-

tation.

7.1 Princeton Shape Benchmark

6 Rotational invariants The Princeton Shape Benchmark [32] provides a col-

The model comparison and retrieval approaches we ha[ggt_lon O:: 3D mod;els des;]gned flor the.standa(;d|zed ev_aI—
presented above utilize representations that are not jfpation of retrieval, matching, clustering, and recogni-

variant to 3D rotations. As we discussed earlier, agen'Elon algorithms. The database consists of 1814 man-

eral alternative is to build rotational invariance dirgctl ually categorlzgd 3D models-collected. from the Wet,"
into the model feature representation. Feature descrip?l:he database is segregated _|nto a training set consist-
tors which are invariant to model transformations al-""9 of 907 models and spanning 90 model classes, and

ways lead to faster comparison (since no search ove test _set consisting of the remaining 907 models and
the transformation space needs to be done online), artP2"N!NY 92 mpdel class(;esl. In“ the tzstlset:, the I(;;lr%est
are also suitable for use with standard off-the-shelf cla£at€g0ry contains 26 models (‘potted plant’), and the

si cation techniques (e.g. SVM classi ers). For Sphere_smallest category contains 4 models (there are 17 cat-

based 3D model representations there are two ways fodornes with just 4.models). Figure 5 shows a few ex-
normalize for orientation. The simplest and most Com_amples of models in the benchmark.
mon approach is to align the model's principal axes

with a xed reference frame. An alternative to this PCA-

alignment is to identify the rotation-invariant terms in

the spherical Fourier domain (see [2,31] for details anc

other applications for such invariants). We saw earliel

(equation 8) how the Fourier coef cients of a function

transform under a 3D rotation of the original function.

The Fourier analogue to 3D rotations are given by the

matrix transformation®' (R). We know that these uni-

tary transformations will not alter the distribution of

spectral energy among coef cient degrees:

jiUu' (R)M'jjz = jiM 'jj2; 8R 2 SO(3)

wherejj:jj» indicatesL, vector norm. We can build

a rotation-invariant model feature vector by retaining

only the magnitudes of the Fourier coef cient vectors

(iiM!jj). The total size of such a model descriptor iSFig. 5 Thumbnail images of six different models in the Prince-

b%CN . For example, consider a model for which we ton Shape Benchmark [32]. The top row consists of thumbnails

render a very large number of silhouettes (&.g: 17 from the “potted plant” class, which constitutes the latgisss

¢ det2 = 578 | A in the PSB test set. The bottom row consists of thumbnaita fro
means we must ren = images). ASSUM- o sNewtonian toy” class, which is one of 17 classes in tise te
ing N = 45 as we have used throughout this paperset tied for having the fewest models (four)

our model representation is just one feature vector of
45 8 = 360 dimensions. The distance between two
models is de ned as the Euclideah4) distance be-
tween their respective feature vectors.

To stay consistent with published evaluations on
the benchmark, we restricted ourselves to evaluations
over the 907 model test set. In principle, our approach
7 Experiments is training-free, and thus could be evaluated over the

entire 1814 model benchmark.
In this section we will study the effectiveness our pro-  To evaluate the robustness of our method, we ini-
posed 3D model comparison technique with three chaltialize every 3D model with a randomly generated 3D



rotation before rendering model silhouettes. This is im- Precision-Recall
portant because although model orientation is unknow ‘ ‘ ‘ ‘ ‘

—L=17

it is quite common in the benchmark to see many mod 0.9y —L=15]]

els that are aligned with the ground plane in their na- 0.8 _t:ﬁ

tive orientations. In order to provide a proper evalua- 07t L=9 |

tion of our correlation-based method, a random rota.  _ . _tz; I

tion of each model will cancel out any orientation bias -3 ---L=3

in the benchmark. 8% 1
a 04

In general, evaluation over the test set is performe
by removing one model to act as the query, and rank 0.3r

ing the remaining models from most similar to least 0.2}
similar. This ranked list can be evaluated in a numbe 01l
of ways (a few of which we will detail below). Per- o ‘ ‘ ‘ ‘ ‘
formance for a particular method or set of parameter: 0 0z 04 06 08 1

Recall
is given by averaging the performance over all query

models. The evaluation measures for the benchmarkid- 6 Precision-Recall curves for our proposed shape compar-
are as follows (see [32] for details): ison algorithm on the Princeton Shape Benchmark test set. Th

evaluation code used to generate these plots was taken lfim t
1. Nearest Neighbomeasures the accuracy of the rst evaluation utilities provided with the benchmark [32]. Ae san
retrieved neighbor see, there is little variation in results between the lovaesd
- ) ) ) . . highest bandwidths.
2. First Tier andSecond TierThe ratio of models in
the query class that appear in the #stresults. If

JCj is the number of models in the query's class, | FD [1]. Furthermore, we see close-to state of the art
K =jCj 1for rsttierandK =2 (jCj 1) results at even lower bandwidth settings. Interestingly,
for second tier. the relative performance difference between retrievals
3. E-measures a combined measure of the precisionryn at the higher bandwidths (9, for example) are
and recall for a xed number of results (here the very small. This fact can be clearly observed in gure

evaluation neighborhood size is 32). The E-measurg, where we show precision-recall curves for the vari-
is de ned as2=(# + &), where precision (P) and ous bandwidth settings.

recall (R) are de ned in the usual document re-  1he gap in performance at various bandwidth set-

trieval way. _ _ _ tings indicates that our proposed coarse-to- ne scheme
4. Discounted Cumulative GaifpCG) is an evalua-  may prove just as effective as performing retrieval at

t|0n_r_neasure of the entire rank_ed |I§t that weightsipo highest resolution df = 17. What remains to be

positive results at the top of the list higher than pos-yetermined are the speci cs of the incremental coarse-

itive results lower on the list. to- ne retrieval. Based on the results in table 1 and g-
The evaluation measures described above emphasigée 6, we can do most of the ranking and similarity
positive results earlier in the ranked retrieval. This iscomputation at the low bandwidths and use the high
in line with the idea that for many search applications,resolution bandwidth for a nal “ ne-tuning” (i.e. re-
users will often only be interested in the quality of theranking) of a few models. What we would expect to
rst few returned results. Perturbations towards the endsee is that the DCG scores may not reach those of the
of the list will have little effect on the perceived quality highest bandwidth since DCG is a measure of the en-
of the retrieval. tire ranked listing. However, we would expect to see

The performance criteria listed above were usediearest-neighbor scores mostly unaffected.
to evaluate a number of existing 3D shape compari- We experimented with the following incremental
son and retrieval algorithms in [32]. We have reprintedscheme: rst, the similarity scores are computed for all
these published results along with the performance ofnodel pairs at the lowest bandwidth & 3). In the
our proposed model similarity measure in table 1. second pass, we identify the most sim2&94 and re-

We ran the retrieval algorithm for 8 different band- rank these models by computing similarityat 5. In
width parameters, ranging from= 3 up toL = 17. the third and nal pass, we re-rank ti€6 most sim-
In this setting, the selection of bandwidth was keptilar models atL = 17. The results are shown in ta-
xed for the entire algorithm (i.e. the same bandwidth ble 2. As expected, the global measurements like DCG
L was used for feature generation and evaluating théell somewhere between the low and high-bandwidth
correlation functiorG¢(R)). Our evaluation indicates results. Surprisingly, however, the nearest-neighbor re-
that we do see an improvement over the closest methodults outperformed all algorithms including the full=

10



Shape Storage Discrimination (%)
Descriptor Size Nearest | First | Second

(bytes) || Neighbor | Tier | Tier |7 Measun®Cq
L=17 27,630 67.3 41.2 50.2 29.6 [65.9
L=15 21,420 66.8 41.1 50.2 29.6 |65.9
L=13 16,200 66.7 40.8 50.1 29.5 |65.7
L=11 11,700 66.8 410 | 499 29.4 |65.4
L=9 7,920 66.8 406 | 498 29.4 |65.5
L=7 4,860 66.3 40.1| 494 29.3 |65.0
LFD 4,700 65.7 38.0 | 487 28.0 |64.3
L=5 2,520 65.4 38.6 | 479 28.1 |63.8
REXT 17,416 60.2 32.7 43.2 25.4 160.1
SHD 2,184 55.6 309 | 411 24.1 |58.4
GEDT 32,776 60.3 31.3| 407 23.7 |58.4
L=3 900 56.2 31.7 | 405 24.4 |58.0
EXT 552 54.9 286 | 37.9 219 |56.2
SECSHEL || 32,776 54.6 26.7 35.0 20.9 |54.5
VOXEL 32,776 54.0 26.7 35.3 20.7 |54.3
SECTORS 552 50.4 24.9 334 19.8 |52.9
CEGI 2,056 42.0 211 28.7 17.0 |47.9
EGI 1,032 37.7 19.7 27.7 16.5 |47.2
D2 136 31.1 15.8 235 13.9 |43.4
SHELLS 136 22.7 111 17.3 10.2 |38.§

Table 1 Retrieval results of our proposed similarity measure, aagea number of comparison methods, on the Princeton Shape
Benchmark [32]. The rows denoted bly=" correspond to evaluations &¢(R) using different values for the bandwidth parameter
L. In this evaluation, selection af speci es the sampling in the silhouette viewpoint space a8 as the 3D rotation space. The
results for the competing algorithms are taken from [32]e Blgorithms are sorted by the Discounted Cumulative GaimeSd he

test data consists of 907 models classi ed into 92 categoBeirprisingly, even the low bandwidth correlations argpedorming
most algorithms. See [32] for an overview of all the comparialgorithms.

NN?arr]%St '_:ri,fSt S$F°”d E-Measure| DcG | into SHREC, the 3D Shape Retrieval Contest [33, 34]
eighbor ier ier ; o
57 5% 30.4% 18.0% >50% 627951 " 2006-. The purpose of the coqtest was to study dlﬁer

Table 2 Discriminati 1 . —— entretrieval methods under a wide variety of evaluation

able iscrimination results for coarse-to-ne similarity _ .. _ .

computation. In this experiment three stages were usest, BI criteria. A set of ,30 3D mOdeIS served a_‘s the query set.
models were ranked according to similarity computet at3.  The corpus against which ranked retrieval was to be
Subsequently, the be2b% of the ranked models were re-ranked performed was a permutation of the Princeton Shape
with similarity computed at. = 5. In the nal “ne-tuning” ~ Benchmark. The ranked retrieval lists for each of the 30

step, the closest% of the models were again re-ranked with . . .
similarity computed at. = 17. As expected, the global mea- queries was evaluated in a number of ways. Individual

surements like DCG fell somewhere between the low-res andP€r-query results were tabulated, as well as aggregate
high-res results. Surprisingly, however, the nearegghimr re-  results over all 30 queries for each contest entry. In to-

SUIItS OutperfOI’med all algorlthms |nC|Ud|ng the hlgh-l’em@u- tal’ 17 aggregate evaluatlon Crlterla were used, and our
tation. proposed correlation method was the top performer in
11 of these 17 categories [33]. A subset of the aggre-

17 evaluation. These results indicate that much of thegate rfgultslarle shtcilwn n tible ?: Quzh.tat,'[\r/f resultts ctn‘
work for retrieval is being done at the low frequencies.Our ri neva atgglrl 5m _?r‘:’ ! tpt?Ir on;\e Ir;h |sic():or|1 es ¢
While the high-frequency model coef cients may not areé shown in table >. The laple snows the 19 Closes
. models in the database for 5 of the 30 queries used in
contribute as much to the overall scheme, they are ver%/
p - ; . the contest.
valuable as a “ ne-tuning” mechanism for re-ranking
the top resullts. An alternative to the correlation-based comparison
In addition to these quantitative results, we showapproach is to encode rotation-invariance directly into

some examples of the top retrieval results for varioughe feature descriptor. This can be done by comput-
query models in table 3. ing rotation-invariant model descriptors as described in

section 6. While the online comparison cost is much
less (Euclidean distance of a small feature vector ver-
7.2 SHREC 2006 sus spherical correlation), the discrimination perforoean
is expected to be much worse. This is in fact the ob-
In addition to the extensive evaluation on the PSB, ouserved effectin gure 7. Given a ranked list generated
correlation based shape retrieval algorithm was enterefilom rotation-invariant feature vectors, we observe how

11



Query 1 2 3 4 5 6 7 8 9 10

Table 3 Retrieval results for 10 test queries in the Princeton SBapehmark (PSB). The rst column shows each query's thunibna
The ten models to the right of each query are the closest mdidedbrder) in the 907-model PSB test set.

Mean
Mean First Dynamic
Shape Precision ) Normalized DCG|| Normalized DCG
! . Tier Average
Descriptor (highly ) ats at 50
(highly Recall
relevant only)
relevant only)

L=17 0.49 0.45 0.55 0.68 0.58
Shilane et al [35] 0.54 0.41 0.50 0.69 0.56
Zaharia et al [35] 0.50 0.39 0.50 0.67 0.53

Daras et al [35] 0.45 0.43 0.52 0.70 0.56
Papadakis et al [3%] 0.44 0.42 0.50 0.67 0.54
Chaouch et al [35 0.40 0.38 0.50 0.68 0.53

Laga et al [35] 0.23 0.24 0.33 0.53 0.37

Jayanti et al [35] 0.17 0.17 0.27 0.44 0.30

Table 4 A subset of the published results from SHREC2006 (3D ShapaeRal Contest 2006) [33,35]. The results are averaged ove
the 30 test queries. For each query, the database modelsnaerglly labeled as highly relevant, marginally relevantirrelevant.
The evaluation criteria follow the same de nitions as witle tevaluations for the Princeton Shape Benchmark, with af@sptions.
For a given query, if the recall ratio within the tomeighbors is given as;, then the Dynamic Average Recall is de ned as the
mean over alt;. Normalized DCG represents the Discounted Cumulative @izided by the ideal or optimal possible Discounted
Cumulative Gain score. For more contest results see [33aB6] for a detailed explanation of the evaluation critegi@a [84]. Each
entrant into the competition was allowed multiple entrither to be used for different algorithms, or just diffarparameter settings
for the same general approach. To be fair to the comparisehate we have only shown here the best performing methoddh e
evaluation column for all the entrants. For our proposechotwe are showing the resultslat 17 .

many of the top-ranked models must be observed be?.3 Google 3D Warehouse

fore seeingb0% of the topK models retrieved using

our correlation similarity measure (the plot shows thewhile the Princeton Shape Benchmark has become one
median over all 30 queries). For example, in order toof the standard evaluation datasets for 3D model re-

see 50 of the top 100 retrieved models using a corretrieval algorithms, the benchmark can be criticized for

lation similarity, we have to examine the rst 213 re- it's lack of variation within classes in addition to other
trieved models using rotation-invariant descriptors. Asfactors such as a lack of articulated object classes. We
expected, the computational bene t of building invari- therefore evaluated our proposed model comparison method
ance directly into the descriptor is offset by the loss inon a more challenging real-word dataset. This set con-
discrimination power. sists of 772 3D models downloaded from Google's 3D

12



Query 1 2 3 4 5 6 7 8 9 10

Table 5 Top 10 retrieval results for 5 of the 30 queries from the SHREBEQ6 contest. On the left column we show the query models,
and to the right of each query model are the 10 nearest naiglimthe database.
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o 20 . 40 s e 70 8 0 100 Fig. 8 Samples of the 3D model dataset created from 3D Ware-
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best K models in correlation method

house. Each column shows samples from a single category.
The three categories shown here are “stadium”, “plane”, and

F'.g' 7d ghls plot ShOWS hO\.N many models in the ranked l!:t (ob- “garage”. These sample images indicate a few reasons why thi
tained by comparing rotation-invariant vectors) you neetfa- collection is very challenging. For example, we see thaiethe

:(ersebbe_forg n_(jr!ngﬁo% of the lglestK rlna_tches 'r:‘ the ”_T_T}kedl a large variation in scale and complexity within and betwestn
Ist obtained with the proposed correlation scheme. The poegories. Also, models on 3D Warehouse are not just individua

Ehowizotge me(rj:anfover ‘1” test qujer.'eS' FOLeéanﬁf]% of g;? objects as in the Princeton Shape Benchmark. Here individua
est matches from the correlation method will appeaten t ;46 jes such as the garage can consist of multiple piakes |

rst 213 matches from the ranked list obtained by comparingthe garage, ground plane, etc. This makes matching baselgl sol
rotation-invariant model descriptors. on shape content very challenging

Warehouse, which is a repository for 3D models On3D Zernike descriptors are used to represent the mod-

. els. Note, for this dataset all of our similarity measure
the Web. All the models are grouped into a total of 25 . y
L __evaluations are performedlat= 11. Results averaged
classes. The categorization of models corresponds sim-

er class are shown in gure 9, while results averaged
ply to the search term used to nd and the model. Thep 9 g

e . over all the models are shown in gure 10. The re-
largest category is “airplane” with 58 models, and the - . .
A sults indicate consistently high performance for most
smallest is “ sh” with only 6 models.

) classes of models in the set.
Figure 8 shows a few examples from the dataset.

One of the biggest challenges posed by this repository

is thatindividual model les can consist of multiple ob- 7 4 Timings

jects. For example, the gure shows that the “garage”

model consists of multiple structures in addition to theThe algorithms proposed in this paper can play a big

garage object (such as the ground plane). role in a system for 3D model search and retrieval.
Our primary evaluation criteria for this set was pre-Hence, it is important to be aware of the execution

cision versus recall. We averaged results over individtimes. There are two stages of computation. The pre-

ual classes, as well as over all 772 models. For compaprocessing stage involves computing the model fea-

ison, we evaluated the method proposed by [13], whertures. This is an of ine step regarding database cre-
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Fig. 9 Precision versus recall curves for each of the 25 classe®délain the 3D Warehouse dataset. The number of modelsiin eac
class appears in parentheses next to the class name. Téhgreeln line is the curve from our proposed method with badtivgetting
L =11. The red line is the curve of the method proposed in [13].

All Models (772) ettes, and then performing a spherical Fourier trans-
07 form. For the highest resolution we tested in this paper
ool (bandwidthL = 17, which corresponds t678silhou-
ettes), the total silhouette feature extraction time was
o5y on averagd:58 seconds. Since our feature vectors are
c oal 45 dimensional, we must takés Fourier transforms,
% % for which the total time i9:0042seconds. The remain-
& % ing preprocessing piece is generating the silhouettes.
02} In gure 11 we show the time it takes to render all
the silhouettes for one model. As expected, the times
* are dependent on the number of polygons. For mod-
o els with relative few polygons (e.g. 20,000), the ren-

0.1 0.2 0.3 0.4

06 07 08 09 dering time is about one second. For models with over
300,000 polygons the rendering time is almost three

Fig. 10 Precision versus recall curves averaged over all the modseconds (for 578 silhouettes). However, the OpenGL

els in the SD Warehouse d_ataset. The t_otal number of models iggde used for this process is far from optimized and

the dataset is 772, The solid green line is the curve from o p does not take advantage of the many options available

posed method with bandwidth settihg= 11 . The red line is the - ; )

curve of the method proposed in [13]. with modern graphics cards, so there remains room for

improvement.

0.5
Recall

The online cost of the model comparison algorithm
ation, but the computation time is still important sinceis the computation time required to estimate the corre-
the query models may not have been seen before. llation functionG¢(R) and identify the maximum value.
our algorithm feature generation involves generatingfimings for evaluating equation 12 at various band-
model silhouettes, extracting features from the silhouwidth settings, as well as a comparison with [1], are
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can also lead to a very intuitive and effective coarse-to-
ne 3D model retrieval system.

Athorough evaluation on multiple benchmarks shows
our proposed methods combine the discriminative power
of a visual model representation with ef cient compu-
tation.
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model sizes. For a bandwidth, the number of silhouettes ren-

dered i2L 2. For example, it takes less than 3 seconds to gener-

ate 578 silhouettes of a model wisi6K polygons.

Method | Time (s)
L=3 0.00005
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