Language Models: Given the text so
far, what word comes ?

CIS 530
Computational Linguistics

(Jurafsky & Martin Chapter 4)
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What 0s aTWoendZ2ation | s Tr

Example: How to tokenize N'T?

2 |t makes senseto tokenize didn't asdid n't, hasn't as has n't.

2 BUT can't becomesca n't.

Example: How to tokenize NEEDLE-LIKE, SEVEN-DAY, MID-
OCTOBER, CRAY-3?

2 |t seems sensible to leave hyphenated items as single tokens.
2 But:

{ New York-based
{ theNew York-New Haven Railroad
{ an ad hoc solution
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Counting Linguistic Entities Il
What's A Sentence??

The Obvious Heuristic For Sentence Boundaries:
[[.2V][" "] %/

But: | saw Mr. Jones visiting St. Peter's basilica.
Patch: Delete the break after Mr. j Mrs. j Dr. | St. j Prof j ...But:

2 Heleft at 3 a.m. in the morning.
2 Heleft at 3 a.m.
2 In LISP, 2.0 and 2. stand for the same number.

Patch: Don't break if the next word isn't capitalized.
But: We saw Peter on Jones St. Peter's brother was with him.

R
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Estimating the Probability of a String of Words

How can we estimate the probability of a string of words W ?
Easy!

Let W = wiwows:::wp. Then, by the chain rule,

P(W)= P(wy) aP(wzjwy) 8 P(wajwiwy) a2 P (Wnjwy iiiWp; 1)

We can estimate P(w,jwq) by the Maximum Likelihood Estimator

Count(wiwy)
Count(w;y)

and P(wszjw,w>) by

Cou nt(W1W2W3)

Count(wiws)

and so on....
TN
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Predicting the Next Word in a Sequence

RECOGNITION ERRORSIn tasksranging from optical character recognition
to speech recognition can be reduced by looking at string probabilities.

RECOGNIZER POSSIBILITIES:

form | subsidy | for
farm | subsidies | far

UNIGRAM FREQUENCIES (in 1:7 = 10° words):

FORM 183 subsidy 15 | FOR 18185
farm 74 | SUBSIDIES 55 | far 570

Close, but not close enough....

YN
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Predicting the Next Item In a Sequence |l

RECOGNIZER POSSIBILITIES:

form | subsidy | for
farm | subsidies | far

Let's look at BIGRAM frequencies.
BIGRAM FREQUENCIES:

form subsidies 0 subsidies far 0
FARM SUBSIDIES 4 || SUBSIDIESFOR 6
form subsidy 0 subsidy far 0
farm subsidy 0 subsidy for 2

So how can we do this right?

LT
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Predicting the Next Word in a Sequence Il

A good idea: Let'spredict that the next word in a sequence isthe most likely
word among the candidate possibilities.

Again, let W = wiwowsz:::wy.

So, if we've already seen wiw,: @ :wj; 1, how do we estimate the probability
of Wi ?

ldea |: Use P (w;).
BUT: See last dide...

A much better idea;

Estimate the conditional probability of w; given everything that has gone
before!
More formally, estimate P (w;jwiwso:::wWj; 1).

TN
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Estimating P(w;|w,w,é w,_,), Take Il

Again, we can estimate P (w;jwiwy:::w;; 1) with the MLE

Count(wiws:::w;)
Count(wiwo:::wi; 1)

S0, to decide pat vs. pot in Heat up the oil in a large pot, compute, for \ pot",

Count(\Heat up theoil in a large pot")
Count( "Heat up the oil in alarge")

NOT!

LT
CIS 530- Intro to NLP 9/24/09 8 'Penn



Hmm.. The Web Changes Things

('_;" - I"heat up the oil in a large pot” ["‘l | L Search = | T up - A_ﬁ Highlight B -

Sign in
Web Images WVideo MNews Maps more »

GO Ogle |"|"I'E!Et up the oil in a large pot” | Advanced £

Erafaran oot

Web Results 1 - 6 of about & for “heat up the oil in a large pot"” (0.43 seconds)
Tip: Try removing quotes from your search to get more results

soups : Cheap Eats

Heat up the oil in a large pot. add the onion. celery. and carrot. Cook over medium heat
until softened. about 3-5 minutes. Add the garlic and cook for ...

www_bloglander.com/fcheapeatsficategory/recipes/soups/ - 36k - Cached - Similar pages

Vegetarian Dog Food Recipe

Heat up the oil in a large pot over medium heat. Add in the garlic and onion. Cook until the
onian is transparent. Add in the corn and cook far 3 — 4 ...

www.seefido . comfhtmlfvegetanan_dog_food_recipe__htm - 46k - Cached - Similar pages

Vegetanan dog chowder recipe

Heat up the oil in a large pot over medium heat. Add in the garlic and baby cabbage
Cook until the baby cabbage is transparent

wwwi . seefido. comfhtmlfivegetanan_dog_chowder_recipe. htm - 35K -

LT ¥]L]
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Statistics and the Web I

G - |"h=at up the oil in & large” | '| | “4 search ~ | [ up = & Highlight » -
Sign in
Web |Images Video MNews Maps more »

Google rreawneoineiss |Cemen) oo

Web Results 1 - 10 of about 49 for "heat up the gil in a large”. (0.62 seconds)
Potatoes South Africa Sponsaored Links

Heat up the oil in a large frying pan. Preheat the oven . . .

at 180C; Fry garlic and onion lightly; Add baky marrow Heating Qil Savings

and fry for 2 more minutes; Turn into another ... Save Up to 25% With Petro’'s
www_potatoes.co.za'home asp?pid=2T7 - 16k - Qil Price Ceiling and 24-Hr. Svc!
Cached - Similar pages www. Petro.com

Philadelphia, PA
Soups - Cheap Eats

Heat up the oil in a large pot. add the onion, celery. Pennsyivania Heating oil

and carrot. Cook over medium heat until softened,. about Find heating oil here

3-5 minutes. Add the garlic and cook for ... We offer local search in your state
www_bloglander.com/cheapeats/categoryfrecipes/soups/ - | pennsylvania.local.com

36k - Cached - Similar pages Fennsylvania

\

So, P(Apoto|] oheat up the oi
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However é

e Al arger corpus wonot help

HUGE.

e Words such as oOergativitybo
outside a corpus of linguistic articles

e Moregenerally: Z1 pf 0s | aw
A The frequency f of a word w is inversely proportional to the
rank r of w:
focllr

(this and the next slide adapted from Massimo Poesio)
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CIS 530- Intro to NLP 9/24/09 11 ' Penn



Z1 pfos | aw for the

frequancy
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10
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The Sparse Data Problem

WHAT PARAMETERS CAN WE ESTIMATE WITH (ONLY)
100 MILLION WORDS OF TRAINING DATA?

Assuming (for now) uniform distribution of 5000 words and 40 part of speech
tags..

Event Count Estimate Quality?
words 5000 Excellent
word bigrams | 25 million OK
word trigrams | 12.5 billion Terriblel
CIS 530- Intro to NLP 9/24/09 3 !!2,@ Penn



The Markov Assumption:
Only the Immediate Past Matters

The (First Order) M arkov Assumption:

P(wijwq ii:iwi; 1) = P(wijwi; 1)

Under this assumption, instead of
P(W) = P(wi) e P(wzjwy) 8 P(Wgjwiwp) B:iia P (Wnjwy iiiWn; 1)
we estimate the probability of a string W by

P(W)= P(wy) aP(wajwy) 8 P(wzjwy) a:::8 P (WpjWn; 1)

TN
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The Markov Assumption:
Only the Immediate Past Matters

The (First Order) M arkov Assumption:

P(wijwy i:iiwi; 1) = P(wijwi; 1)

In general, we estimate the probability of w; given previous context by
P(wijwiwyo::wi; 1) = P (wjjwi; 1)
which can be estimated by the MLE

Count(wi; 1w;)
Count(wi; 1)

So we're back to bigrams!!!

TN
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Markov Models

A bigram model can be viewed as a M arkov model, a probabilistic FSA
with

2 S, a set of states, one for each word w; in the vocabulary.

2 A, atransition matrix where a(i;j) is the probability of going from
state w; to state w; .

2 o ,avector of initial state probabilities, where%{i) isthe probability
of the rst word being w; .

0 /_\ 1.2
subsidy ,

Transition probabilities x 10°

YN
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Visualizing an n-gram based language model: the

_Shannon/Miller/Selfridge method

e For unigrams:
A Fix some ordering of the vocabulary v..
A Choose a random value r between 0 and 1

X
A Print out the first v, such that P(vi), r

e For bigrams: =1
A Choose a random bigram P(v,|<w.>)
A Then pick up bigrams to follow as before

(this and next two slides adapted from Massimo Poesio)

TN
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The Shannon/Miller/Selfridge method trained on
Shakespeare

Unigrams

e Fvery enter now severally so, let

e Hill he late speaks; or! a more to leg less first you
enter

Bigrams

e What means, sir. I confess she? then all sorts, he
15 trim, captain.

o Why dost stand forth thy canopy, forsooth; he is
this palpable hit the King Henry.

LT ¥]L]
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Approxi mati ng Shakesp

Trigrams

e Sweet prince, Falstaff shall die.

o This shall forbid it should be branded, if renown
made it emply.

Quadrigrams

o What! I will go seek the traitor Gloucester.

o Will you not tell me who I am?

LT ¥]L]
CIS 530- Intro to NLP 9/24/09 19 ' Penn



The Sparse Data Problem I

Under the Markov Assumption,
P(W)= P(wy)aP(wzjwy)a:iiiaP(wisajwi)aii:aP(wpjwp, 1)

But what if we've never before seen wiwi 1 in string W ?

Then the MLE estimate of P (wj+ 1jw;) is

Count(wiwi+ 1) _ 0

Count(w;j) Count(w;j) -

So our estimate of P (W )=0!

TN
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Smoothing

This black art is why
NLP is taught in the
engineering school 1
Jason Eisner

Lol
.
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Smoothing

e To fix this, we carsmooththe data.
e Assume we know how many typesveroccur in the data.
o Steal probability mass from types that occur at least once.

e Distribute this probability mass over the types that never
occur.

frequency

zero frequencies
for unseen data

n-grams (ordered by frequency)

CIS 530- Intro to NLP 9/24/09
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Smoothing

e.1 s | i ke Robi n
A it steals from the rich

Aand gives to the poor

frequency

zero frequencies
for unseen data

n-grams (ordered by frequency)

LoV
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Add-One Smoothing (Laplace Estimator)

Estimate probabilities P assuming that each unseen
word type actually occured once.

Then, if we have N eventsand V possible words instead of

B (w) = Count(w)
N
we estimate
If’\(w) _ Count(w) + 1

N + V

(Thisisamost as if we had appended a word list of
length V to the end of our text.)

TN
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Add-One Smoothing (Laplace Estimator)

Count(w) + 1

P(w) =
(W) N + V
Let1 = (NT—V) then, by simple algebra
Count(w 1
Bwy =+ 2 L 1y

So the Laplace estimator is a linear interpolation of MLE and the uniform
distribution.

For bigrams, Church and Gale show that 46.5% of the probability is allocat ed
to unseen bigrams. Way too much....

YN
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Add-One Smoothing

e Pro: Very simple technique

e Cons:
A Probability of frequent{grams is underestimated
A Probability of rare (or unseenygrams is overestimated

A Therefore, too much probability mass is shifted towards unseen n
grams

A All unseen rgrams are smoothed in the same way

e Using a smaller addeecount improves things but only
some

TN
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The Sparse Data Problem Il

Experiment: Divide 3M words of Wall Street Journal into 2 halves. Com-

pare word counts across the two halves.

Count 1 | Count 2 Word Count 1 | Count 2 Word
1 0) abacuses 1 2 abilities
11 6 abandon 86 72 ability
29 21 abandoned 1 0 ability...
4 8 abandoning 0 1 ablaze
0 2 abandonment 192 149 able
2 0) abandons 0 1 able-bodied
1 0 abashed 4 9 abnormal
0 2 abate 0 2 abnormalities
1 1 abated 0 2 abnormality

Conclusion: The smaller the count the worse the estimate.

Data From Mark Liberman ACL '92 Tutorial

CIS 530- Intro to NLP
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Estimating Counts by Split Halves

Question: What isthe average count in the 2nd half for all words with the

same count in the rst half:

Observations: The Maximum Likelihood Estimator for items

Half 1 | Half 2 Half 1 | Half 2
0 1.60491 8 7.53499
1 0.639544 9 8.27005
2 1.59014 10 9.50197
3 2.55045 11 10.0348
4 3.49306 12 11.2292
5 4.45996 13 12.7391
6 5.23295 14 12.5298
7 6.28311 15 14.1646

2 with count Oisvery bad.

2 with small count is too high.

2 for non-zero count, looks like it is always too high.

CIS 530- Intro to NLP
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Deleted Estimation

Why not, for all words with a given count in the rst half, just use the
average count in the 2nd half of those same words as a better estimate of
the real count than the MLE?

KEY IDEA: Pool all items with the same frequency, compute average
counts across halves, replace raw counts with \ smoothed" estimates.

Half 1 Half 2 Half 1 | Half 2
1.60491 8 7.53499
0.639544 9 8.27005
1.59014 10 9.50197
2.55045 11 10.0348
3.49306 12 11.2292
4.45996 13 12.7391
5.23295 14 12.5298
6.28311 15 14.1646

~No o~ wWNEO

Thismethod is a ssimple form of the smoothing method of cross validation
or deleted estimation. Better: do both halves then average. Better: divide
into more than 2 chunks.

Deleted estimation shifts some probability mass to items with_count O.

YN

CIS 530- Intro to NLP 9/24/09 29 V“ ChNN

RS



Good-Turing Smoothing

The Good-Turing formula provides another way to smooth probabilities.

2 Assumes that items are binominally distributed.

2 Let N, bethe number of items that occur r times.

N

Key insight: N, can be used to provide a better estimate of r, given the
binomial distribution:

N

The adjusted frequency r® isthen

I\|r+1

r* = (r+ 1)

r

(See Church & Gale, Computer Speech & Language 5, 1991 for a proof)

YN
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Good-Turing Smoothing Il

r r* deleted r r* deleted
estimation estimation

1 || 0.60657 0.60022 6 | 5.8471 5.48049

2 || 1.53609 1.5374 7 | 6.34003 6.50951

3 || 2.44796 2.45536 8 | 7.48252 7.427

4 || 3.47138 3.5363 9 | 8.49959 8.31739

5 || 4.43164 452614 10 | 9.46363 9.54607

Problems with Good-Turing:

2 To estimate 0%, must know how many things never occured.

2 For larger r, the N, values get very small, so they must be smoot hed!
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Witten-Bell Discounting

. KEY IDEA: a zero-frequency N JUDP LV MXVW DQ HYHQ
happened yet.

. How often do zerefrequency N-grams first appearin this contex?

A Just as often as zefrequency Ngrams have becomeftequency N
gramsin this context.

A We can use the MLE estimate by counting the number of times we first
encountered a type.

If P(w | Wy « Z)=0,
then the estimateP, g(W | W, « Z,)ishigher
If w_, « £, occurs withmanydifferent words w;

'DQ %LNHO FDOOV WKLV 3GLYHUVLW\ VPRR\
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