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Position

The state of the practice in software development methods for medical devices is primarily process-based, where that process is driven by the need to produce a paper trail of evidence to support approval by regulatory agencies.  While process is crucial to developing software in a consistent manner, it is at best an indirect means of assuring software quality. 
As a result, software systems supporting medical devices are deployed without objective and quantifiable evidence of the extent to which their behavior was validated.  Process quality is utilized as a proxy for product quality simply because no cost-effective techniques for accurately measuring software quality exist today.  

A universal mechanism of quantification is needed that can measure the degree of behavioral coverage exercised by any quality assurance technique.  Software testing, dynamic monitoring, static analysis, model checking, and theorem proving, for example, all cover a portion of a program’s behavior, but it is unclear how much they cover in either an absolute or relative sense.  An ideal model is to provide a means to directly measure the behavior coverage offered by different techniques, thereby certifying the degree to which a system’s software has been judged correct. Given the market and regulatory forces in the medical device domain, a 
realistic approach is to develop a process that allows regulatory agencies to raise the bar over time in terms of quality assurance criteria (and corresponding techniques) that would be required when developing medical device software. 

Our position is that progress toward this goal will require the systematic design of a spectrum of behavior coverage metrics. This set of metrics will provide substantive measures of the degree to which software behavior is accounted for by a given software assurance technique.   Decades of work on test-adequacy criteria provide a model for how this might be done by identifying a large number of different criteria (e.g., statement, branch, condition coverage, mcdc) and defining their relationships to one another (e.g., subsumption). 
Such criteria are, however, only syntactic approximations to behavioral coverage criteria; more semantic criteria are needed to provide higher-levels of assurance.





Our position is relevant for the High-confidence Medical Device Software Development & Assurance and Certification of MDSS topics of the workshop. 
We outline some of the challenges, research needs and a roadmap for making progress in these areas below.

Challenges

There are a number of obstacles to overcome in shaping the research and development processes into which behavioral coverage would be inserted.

1. Defining a software development process that explicitly requires a certain level of coverage in quality assurance techniques while being open enough to allow the addition of new levels of coverage. Such a process would allow
· an incremental evolution from the current testing techniques to the adoption of emerging and future technologies that provide for greater degrees of behavioral coverage

· definition of levels of system criticality and required corresponding levels of coverage

· definition of costs associated with the various coverage levels

2. Agreement on the basic notions of behavioral coverage will be needed among software testing, analysis, and verification researchers and developers.  Broad support by technology providers will be required for this area to develo
3. p.
4. Test adequacy research has largely been dormant for the past decade and the ideas developed in that work have been bypassed by significant program analysis work (especially on concurrent systems).  Community awareness will need to be raised significantly in order for this work to be funded.

5. Perhaps most importantly, there is a need for buy in on the part of regulatory agencies.  The issue of software certification, and the role that behavioral coverage criteria might play in certification efforts, is of broad concern, but there may be no more important domain than medical device software and FDA could take a lead role in shaping a coverage-sensitive software development process.
6. 





Technology Research Needs

Most sophisticated program analysis techniques target specific program properties and are designed to exercise large portions of a program’s behavior but do not quantify behavior coverage explicitly; assessing coverage for such techniques presents some new research issues.

1. First and foremost is the development of a collection of behavior coverage criteria and a framework for relating them to one another (e.g., subsumption).  This work must be applicable to multi-threaded, real-time, distributed, component-based software.

2. Many current analysis techniques do not assess coverage explicitly, thus the development of algorithms and data structures to record behavioral coverage notions without significantly degrading the performance of assurance techniques is important.

3. Many existing assurance techniques are property-oriented; they focus on a specific correctness property to the exclusion of other behavior.   Coverage traditionally has been measured with respect to explicit or derived artifacts of program code.  Given the emergence of model-driven approaches, future coverage notions must integrate model coverage.
4. 
5. A related issue is that for efficiency, many property-oriented assurance techniques reduce the reasoning task to consider only parts of the program that can influence the property.  They will completely ignore, and not cover, other parts of the program.  How can such selective techniques be incorporated into a coverage assessment framework?

6. Many techniques focus on an individual component. Medical devices do not work in isolation, but interact with each other and the surrounding environment. Behavioral coverage criteria that specifically incorporate the environment must be developed.
7. 



Roadmap
Year 1 : Study existing FDA-compliant software development practices. What quality assurance best-practices are incorporated?   What notions of coverage are used?  Develop a strawman proposal for behavior coverage criteria and relations.  Identify existing industry and research technologies and the coverage criteria they map to.   Circulate to the community for feedback.

Year 2 : Develop a strawman proposal for a coverage-sensitive medical device software development process. Map existing best practices to this process.  Circulate to the community for feedback.

Year 3 : Build scientific basis for selecting quality assurance techniques based on their coverage adequacy through broad experimental studies. Establish coverage criteria as a standard for evaluating new research results in quality assurance techniques.   

Year 4 : Foster the application of emerging quality assurance techniques in a coverage-sensitive process by industry.    

Year 5 : Develop a broadly supported FDA-compliant standard for medical device software development populated by a suite of coverage criteria and with guidance to industry as to techniques that can provide different levels of coverage.   

Biographical Statement

Myra Cohen is an Assistant Professor in the Department of Computer Science and Engineering (CSE) at the University of Nebraska at Lincoln (UNL) with expertise in the application of combinatorial methods to software testing.  Matthew Dwyer, the Henson Professor of Engineering in CSE at UNL, has over a decade of experience developing static software analysis techniques and tools and studying their application in practice.  Sebastian Elbaum is an Associate Professor in CSE at UNL with expertise in run-time monitoring of deployed software and empirical studies of software testing techniques.   John Hatcliff is a Professor and Chair of Software Engineering in the Department of Computing and Information Sciences at Kansas State University; most recently he has led the development of environments for constructing high-assurance software using model-driven analysis, synthesis and monitoring techniques.  Gregg Rothermel is Professor and Jenson Chair of Software Engineering in CSE at UNL and is a recognized expert in software regression testing, empirical studies and end-user software engineering.
� {myra, dwyer, elbaum, �HYPERLINK "mailto:grother}@cse.unl.edu"��grother}@cse.unl.edu�, Department of Computer Science and Engineering, University of Nebraska, Lincoln, NE 68566


�  �HYPERLINK "mailto:hatcliff@cis.ksu.edu"��hatcliff@cis.ksu.edu�, Department of Computing and Information Sciences, Kansas State University, Manhattan, KS 6650





�But even if they do not use ANY product oriented technique (automated or not), our spectrum of coverage will help them to set the bar. It may be worth it just to say instead “We need more accurate ways to quantify the behavior exposed by a given process so that we can attempt to improve that process and determine if it worked or not!”. The bar would then be raised based on the coverage criteria, not the technique themselves.  Consider dropping?





