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Abstract

The recentlyintroducedinformation Bottlene& method[21] provides an information theoreticframework, for extracting
featuref onevariable thatarerelevantfor thevaluesof anothewariable.Severalpreviousworksalreadysuggestedpplying
this methodfor documentclustering,geneexpressiondataanalysis,spectralanalysisandmore. In this work we presenta
novel implementationof this methodfor supervisedext classi cation. Speci cally, we apply the information bottleneck
methodto nd word-clusterghat presere the informationaboutdocumentateyoriesand usetheseclustersasfeaturesor

classi cation. Previouswork [1] useda similar clusteringprocedureo shav thatword-clusterscansigni cantly reducethe
featurespacedimensionalitywith only aminor changen classi cationaccurag. In this work we presensimilar resultsand
go furtherto shawv that whenthe training sampleis smallword clusterscanyield signi cant improvementin classi cation
accurayg (upto ) overthe performancaisingthewordsdirectly.

1 Intr oduction

Automaticclassi cationof documentss anincreasinglyimportanttool for handlingthe exponentialgrowth in availableon-
line texts. Many algorithmshave beensuggestedor thistaskin the pastfew years(e.g.[8] [9] [11] [15]). Themostcommon
approachestartby evaluatingthe co-occurrencenatrix of wordsversusdocumentsgivendocumentrainingdata. It is well

known, however, thatsuchcountmatricestendto be highly sparseandnoisy, especiallywhenthe training datais relatively
small. As aresult,documentareusuallyrepresenteth a high-dimensionasparseeaturespacewhichis far from optimal
for classi cationalgorithms.A standargrocedurdao reducefeaturedimensionalityis feature selection In this approactone
selectsa subsebf words,usingsomepre-de nedcriterion,andusesonly the selectedvordsasfeaturedfor theclassi cation
(seee.g. [22]). LatentSemanticindexing [3] and probabilisticLSI [6] are other methodsfor dimensionalityreductionin

informationretrieval tasks.

An alternatve approachs to reducefeaturedimensionalityby grouping“similar” wordsinto a muchsmallernumberof
word-clustersandusetheseclustersasfeatures.The crucial stagein suchproceduress how to determinethe “similarity”
of words. Using the recentlyintroducedinformationBottlene& (IB) method[21], we shawv thatonecangive this questiona
formal optimal solutionthatleanspurelyon informationtheoreticakonsiderations.

ThelB methodis basedn thefollowing simpleidea. Giventhe empiricaljoint distribution of two variablespnevariable
is compressedothatthe mutualinformationaboutthe othervariableis preseredasmuchaspossible.The methodcanbe
consideredis nding aminimalsufcient partition or ef cient relevantcodingof onevariablewith respecto theotherone.

Several applicationsalreadyimplementedthis methodfor a variety of tasks,including geneexpressiondataanalysis
[20Q], classi cationof galaxiesby their spectralpropertied19] andunsupervisedocumentlustering[17] [18]. In thelatter,
the two variablescorrespondo the setof documentsandthe setof words. In the rst stageword-clustes that capturethe
informationaboutthe setof documentareextractedasfeaturesandin the secondstagethesefeaturesareusedfor clustering
the documentsn an unsuperviseananner The empiricalresultsclearly shoved thatthis representationf the documents,
signi cantly improvedtheaccurag of unsupervisedlocumentlassi cation.

A naturalquestionarisingfrom thatwork is whetherusingtheword clusterscanprovide animprovementin classi cation
accurag in asuperviseacenariowhenthe documentabels(i.e. topics)areknown andused. Therefore,in the supervised
caseanadditionalvariableis known, thedocumentsateyories.Sincethetext classi cationtaskis to predictthis variablefor

Hereafterwe usetheterm“word” for amaximalstringof non-blankcharacters.
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new, unlabeleddocumentsthe word clustersshouldclearly presere the informationaboutthis relevant cateyory variable.
Thus,the proceduras rathersimple. First, nd word-clusterghat presere the informationaboutthe cateyoriesasmuchas
possible.Then,usetheseclustersto representhedocumentsn a new, low-dimensionalfeaturespace In this spaceve now
useasupervisedlassi cationalgorithmto predictthe cateyoriesof new documents.

Previouswork by BakerandMcCallum[1] usedasimilarapproacHor classi cationof documentbasednword-clusters.
Speci cally, it wasshowvn therethatword-clusteringcanbe usedto signi cantly reducethe featuredimensionalitywith only
a small changein classi cation performance.In this work we startby achiesing similar results,using the IB framewvork
which s bettertheoreticallyfoundedprocedure.The motivationis to understandvhy our strongunsupervisedesultsdo not
appeaiin the supervisedase.Are theresituationswherethis featureextractionprocedureyields signi cant improvemenin
supervisecatlassi cationperformance?

A possibleanswerarisesfrom the fact that word-clustersstatisticsis much more robust thanthe original sparseword
statistics.Therefore whenword statisticsis relatively hardto estimatethe advantageof using(robust) word-clusteramight
appear Speci cally, this situationis emphasizedvhenthe amountof labeledtraining documentds small. Sincelabeling
documentdiy their catggory is an expensve processjn mary practicalsituationsthe amountof labeleddatais indeedfar
from beingsatisfictory Ourexperimentsuggesthatin suchsituationsusingword-clusterdeadsto asigni cantimprovement
in classi cationaccurag, upto , overusingjustthewordsasfeatures.

2 The Information Bottleneck Method

Most clusteringalgorithmsstart either from pairwise “distances’betweenpoints (pairwiseclustering)or with a distortion
measurdetweer datapoint anda classcentroid(vectorquantization) Giventhe distancematrix or the distortionmeasure,
the clusteringtask can be adaptedn variouswaysinto an optimizationproblemconsistingof nding a small numberof
classeswith low intraclassdistortionor with high intraclassconnectvity. The main problemwith this approachis in the
choiceof the distanceor distortionmeasuresOftenthis is anarbitrarychoice,sensitve to the speci ¢ representationyhich
may re ect inaccuratelthe structureof the variouscomponentsn the high dimensionabata.

In our context, a naturalmeasuref similarity of two wordsis the similarity betweertheirjoint distributionswith thetopic
variable.Speci cally, let  bethesetof wordsandlet bethesetof topics(i.e. documentateyories) thenfor everyword
andevery categjory we cande ne

@)

where is the numberof occurrence®f theword in the catggory . To calculate , we simply sumthe
occurrencesf theword in all training documentshatbelongto category . Thus,denotingthis documensetby , we
get,

)

where is thenumberof occurrencesf theword in thedocument .

Roughlyspeakingwe would like wordswith similar distributionsover the categoriesto belongto the samecluster As
alreadymentionedn [1], theintuition is rathersimple. If two differentwordshave similar distributionsoverthe classesthey
will playasimilarrole in theclassi cationprocessandthusmightaswell be clusteredogether

This formulationof nding a clusterhierarchyof the membersf oneset(e.g. words), basedon the similarity of their
conditionaldistributionsw.r.t the memberof anotherset(e.g. categyories),was rst introducedn [14] andwascalled“distri-
butionalclustering”.

The issueof selectingthe “right' distancemeasurebetweendistributions remains,however, unresohed in that earlier
work. Recently Tishby, PereiraandBialek [21] proposeda principledapproacho this problem,which avoidsthe arbitrary
choiceof a distortion or a distancemeasures.In this new approachgiven the empiricaljoint distribution of two random
variables , onelooks for a compactrepresentationf , which preseresasmuchinformationaspossibleaboutthe
relevantvariable . Thissimpleintuitiveideahasanaturalinformationtheoreticformulation: nd clustes of themembes of
theset ,denotechereby ,sud thatthemutualinformation is maximizedundera constiaint ontheinformation
extractedfrom
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Themutualinformation, , betweertherandomvariables and is givenby thesymmetricfunctional(e.g.[2])
®3)

andis the only consistenstatisticalmeasureof the informationthatvariable containsaboutvariable (andvice versa).
The compactnessf the representatioiis determinedby , while the quality of the clusters, , is measuredy the
fraction of the informationthey captureabout , namely . Perhapssurprisingly this generalproblem
hasan exact optimal formal solution without any assumptioraboutthe origin of the joint distribution [21]. This
solutionis givenin termsof the threedistributions that characterizesvery cluster . the prior probability for this
cluster , its membershigorobabilities , andits distribution over the relevancevariable, . In generalthe
membershigprobabilities, , are“soft”, i.e. every can be assignedo every in some(normalized)
probability. The information bottleneckprinciple determineghe distortion measureébetweenthe points and to be the

——, the Kullback-Leiblerdivergence[2] betweenthe conditionaldistributions

and . Speci cally, the formal optimal solutionis given by the following equationswhich must be solved
together

— 4)

where is anormalizatiorfactor andthesinglepositive (Lagrangeparameter determineshe“softness’of theclas-

si cation. Intuitively, in this procedurgheinformationcontainedn  about is ‘squeezedthrougha compactbottleneck’
of clusters , thatis forcedto representhe ‘relevant' partin ~ w.r.t. to . In our context, this meanshatin principle we
may nd word clustersdenotedoy , thattry to maximizetheamountof informationpreseredaboutthe categyories,

3 The Agglomerative Information Bottleneck Algorithm

As hasbeenshowvn in [16] [18], thereis a simpleimplementatiornof the information bottleneckmethod,restrictedto the

caseof “hard” clusters.In this caseevery word belongsto preciselyonecluster . This restriction,which
correspondso the limit in Egs. (4), yields a naturaldistancemeasurebetweendistributionswhich canbe easily
implementedn anagglomeratie hierarchicaklusteringprocedure.
Let denotea speci ¢ (hard)cluster thenfollowing [18] we de ne,
if
otherwise
_ (5)

Using thesedistributions one can easily evaluatethe mutualinformation betweenthe setof word clusters and using
Eq.(3). . Thegenerafframevork appliedhereis anagglomeratie greedyhierarchicalklusteringalgorithm. The algorithm
startswith a trivial partitioninginto singletonclusterswhereeachclustercontainsexactly oneelementof . At each
stepwe meige two component®f the currentpartitioninto a singlenew componentn away thatlocally minimizestheloss
of mutualinformationaboutthe cateyories,givenin . Every memer, , is formally de ned by the

In principle, the optimal clusteringsolutionis “soft”, which meansthateachword might be assignedo morethanonecluster with somenormalized
probability Takinginto accountnaturallanguagepropertieqe.g. wordsdisambiguation)it seemshaturalto apply this approachn our context, andindeed
severalalgorithmsexist which directly solve theoptimalequationgivenin Eqgs. (4) [14] [16]. However, preliminarytestsshavedthatusingthesealgorithms
usuallytendto producesimilar results thusfor the sale of simplicity, in this work we focuson the simple“hard” clusteringalgorithm
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following equations

if or
otherwise
- - (6)
Thedecrease themutualinformation dueto thismegeris de ned by ;
where and aretheinformationvaluesbeforeandafterthe memer, respectiely. After alittle
algebrg17] onecanseethat
(7
wherethefunctional is theJensen-Shannoh ) divergence(see[13] [4]) de ned as
8)
wherein our case
—_— )

The -divergencds non-ngativeandequalszeroif andonly if bothargumentsareidentical.lt is upperboundedby ) and
symmetricthoughit is nota metric. Note thatthe “mergercost”, , cannow beinterpretedasthe multiplication
of the ‘weight' of thememgedelements, , by their “distance’,

By introducingtheinformationoptimizationcriteriontheresultingsimilarity measurealirectly emepgesfrom theanalysis.
The algorithmis now very simple. At eachstepwe perform“the bestpossiblememer”, i.e. memge the clusters
which minimize . In gure 1 we provide the pseudacodeof this agglomeratie procedure.

4 The Naive BayesClassi er

We now turnto describetheclassi cationalgorithmusedin thiswork. TheNaive Bayesclassi erinducesawell known clas-
si cation framework, with rich empiricalsupportin the context of documentlassi cation(e.g.[1] [7] [10] [22]). Moreover,
it is arelatively simple procedurewhich allows for a detailedanalysisof the effect of usingword-clustersnsteadof words
asfeaturesThereforejn this work we preferto concentrat®n usingthe naive Bayesclassi er, andleave the combinatiorof
moresophisticatedlassi cationalgorithmswith thelB methodfor futurework.

Let denotethesetof trainingdocumentswhereeachdocuments labeledwith oneof thecategories
in . Givensomenew documentpurgoalis to estimatehe conditionalprobabilityof eachcateyory. Using
Bayesrule,we know thatin general,

(10)
Sinceweareonly interestedn therelative orderof thecateyoriesprobabilitie(given ), andby de nition, isindependent
of ,wecanfocuson:

(11)
Withoutapproximationjf we denotethe orderedsequencef wordsthatcomposd¢hedocument by ,
we canwrite

(12)
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Input: Jointprobability distribution
Output: A partitionof  into  clusters,
Initialization:

Construct

, calculate

Loop:
For

Findtheindices for which is minimized

Merge
Update
Update  costsw.r.t.

End For

Figurel: Pseudo-codef theagglomeratreinformationbottleneckalgorithm.

However, usingthe naive Bayesassumptionywe assumehatthe probability of eachword in adocumentis independentf its
context. More formally statedwe usethefollowing approximation(“*bag of words” model),

(13)
suchthat,

(14)
Thus,to estimate , all we needis to estimate and , for all words andfor all cateyories . As
donein previousworkswe usethefollowing estimators:

(15)
where is the numberof training documentsn the categgory . The conditional probabilitiesof the wordsin is
estimatedy

(16)
where isde nedin Eq.(2). Usingtheseestimatoraindtheabove equationsye cannow estimate,

17)

andclassify into themostprobableclass.

4.1 Usingthe IB word-clustersfor classi cation

Theabove procedurds simply translatednto usingword-clustersnsteadof wordsto representhe documentsAll we need
is to replaceEq. (16) with thefollowing estimation,

(18)

To avoid zeroprobabilities we useda standardgre-processingf adding  to each
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where is naturallyde ned by,

(19)

Having donethat, we cannow seemoreformally the intuition behindusingword-clustersasfeatures.Underthe words
representationwe nally usedEq. (17) to determineto which class shouldbe assignedo. Underthe word-clusters
representationye use

(20)

for the samepurpose. Therefore,if for example,we have two wordswith identical distributions over the cateyories, i.e.
, thanthesewordsareobviously clusteredvith nolossof information(Eq. (7)). Denotingthe nen

clusterby , from themerging processle nedin Egs.(6), we getthat . Thus,using

insteadof and  will have no effect on the classi cation procesqbut will reducethe featurespacedimensionality).
In a lessextremecase,wherethe word distributions are just approximatelysimilar, i.e. , the
algorithmwill still tendto clusterthem(sincethis meigerwill causearelatively smalllossof information). However, in this
casewe will getthat is a weightedaverageof and . The estimationof this averageis of course
morerobust. Thusin somecasesit mightevengainanimprovementn performanceSpeci cally, we may predictthatwhen
the estimationof is relatively poor, usingtheIB word-clusteranight resultin improving classi cationaccurag. Our
experimentsdescribedn the next sectionsstronglysupportthis prediction.

WealsonoticethatthelB clusteringoroceduralescribedn section , hasa“built-in” property thatincreaseheprobability
of clustering rst wordswith arelatively poor estimationof . Speci cally, this effectis dueto the prior factorin Eq.
(7). Thus,meming wordswith smallpriors, will usuallycausea smallerdecreasén the informationabout , thanmeging
wordswith relatively high priorsandbetterestimationf

5 The Experimental Design

In this sectionwe describeour experimentsandthe datasetsisedin theseexperiments All of the datasetsisedin this work
arebasednastandardR corpusthe corpus.

5.1 The datasets

The corpuscollectedby Lang[9] containsabout articlesevenly distributedamong  UseNetdis-
cussiongroups. This naturallanguagecorpusis usuallyemployedfor evaluatingtext classi cationtechniquege.g. [1] [15]
[17]). Many of thesegroupshave similartopics(e.g. ve groupsdiscusdifferentissuesconcerningcomputers)ln addition,
aspointedout by Schapireand Singer[15] about of the documentsn this corpusare presenin morethanonegroup
(sincepeopletendto postarticlesto multiple newsgroups). Therefore the classi cationtaskis typically hard,and suffers
from inherentnoise, while trying to estimateherelevantprobabilities.

For our testswe used differentsubsetschosenfrom this corpus,describedn table . Additionally, we checled the
classi cationoverthewholecorpus.Ourpre-processinicludedignoringall le headersloweringtheuppercasecharacters,
replacingdigits with a specialcharacteandall nonalpha-numericharactersvith anotherspecialcharacterWe did notuse
a stop-listor any stemmingprocedurebut ignoredall wordswith only oneoccurrence.

5.2 Experimental procedure

Our main interestis in comparingperformanceof usingwordsvs. usingword-clustersasfeatures. Additionally, we are
concernedvith how this comparisoris effectedby the sizeof thetrainingset(i.e. the samplesize). Thesegoalsinducefour
scenariogor comparison:

Test® usingalargesamplerainingsetandthewordsasfeatures.
Test2 usingalargesampletraining setandword-clusters asfeatures.
Test3 usinga small samplerainingsetandthewordsasfeatures.
Test4 usinga small samplerainingsetandword-clusters asfeatures.

23rdEuropearColloquiumon InformationRetrieval Research2001 6



The Power of Word Clustersfor Text Classi cation

Dataset Newsgmoups documents | Vocakulary
included size
ALL

alt.atheismgomp.sys.mac.hardawe,misc.forsalerec.autosyec.sport.hocy
sci.crypt,sci.electronicssci.med sci.spacetalk.politics.gun.

comp.graphicssomp.windavs.x,comp.sys.mac.hardwe
comp.os.ms-windes.misc,comp.sys.ibm.pc.hardave.

sci.crypt,sci.electronics,
sci.med sci.space.

talk.politics.mideastialk.politics.guns
talk.politics.misc.

alt.atheismtalk.religion.misc
soc.religion.christian.

rec.sport.baseball
rec.sport.hocgy.

Tablel: Datasetsdetails.

For eachdatasetve randomlysplit thedocumentsnto two equalsets,andusedoneasthetraining-sefor TestlandTest2
Thus,we hadapproximately  trainingdocumentgor eachcategory. Then,wetookarandomsampleof  of thetraining
documentsandusedthemassmall sampletraining setw.r.t to the sametestdocumentsfor the scenariogslescribedn Test3
andTest4 In thesecasesthus,we hadapproximately trainingdocumentspercateyory. We repeatedhis process times
(for every dataset)wherein eachiterationwe usedaninitial differentrandompartition of the documentsnto trainingand
testsets.

Classi cation accuray in eachtest(i.e. the percentagef the testdocumentghat were correctly classi ed), was as-
sesseds a function of the numberof featuresused,denotedhereby . For Testland Test3 we sortedall words by
the contribution to the mutual information aboutthe cateyory variable. More formally, we sortedall words by

——, andusedthesubsebf thetop  “informative” wordsfor the classi cation,where
. Note, however, thatfor this sortingwe obviously usedonly the training documents(while estimating ). To
avoid too high compleity, in Test2and Test4we only clusteredthe sametop mostinformative words. We produced
similar curvesfor theseteststoo, where  now determineshe numberof IB word-clusteraisedasfeaturesandrangesfrom
to . In addition,we checledthe performancevhile usingall words,i.e. thefull vocakulary.

6 Experimental Results

In gure 2 we presenthe resultsaveragedoverthe iterationsfor eachof the datasets.The resultsfor the large sample
case,wherewe usedapproximately = documentsper cateory for training (Testland Testd, are similar to the results
presentedn [1]. Speci cally, we seethatin all datasetswe can usea rathersmall numberof word-clustersto achieve

a similar performanceo that of usingall the words. For example,in the dataset, we reducethe featurespace
dimensionalityby ordersof magnitude(from approximately wordsto  word-clusters)while keepingthe same
classi cationaccurag, of . However, in all datasetswe seethatwhenthe samplesizeis large, usingword-clustergdoes

notsigni cantly improve classi cationperformance.
Neverthelesstheresultsfor the smallsamplecaseareratherdifferent.In Test3andTest4 we have only about  training
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documentger catgyory. In all our datasetswe clearly seethatin this caseusingword-clusterdnsteadof words, yields a
signi cant improvementin classi cationaccurag, between  to , whenaveragingoverthe iterations(seetable ).
For example,in the dataset,usingonly  word-clustersalreadyyields signi cant improvementover the optimal
performanceawhile usingwords. Additionally, we seethatin mostdatasets,the performanceausingword-clusterss much
morerobustacrosdifferentiterationsthanthe performanceisingthe words(seeerrorbarsin gure 2). It is alsointeresting
to notethatin the small samplecase,usingthe full vocalulary alwaysdecreasethe performanceelatively to usingjust a
smallsubsebf the mostinformative words(probablydueto over tting effects).

Dataset Max Acc. Words | Max Acc. Clusters | improvement

Table2: Comparisorof maximumaccuray (averagedover iterations)in the small samplesize,for usingwords (Test3
vs. usingword-clustergTestq.

6.1 Information curves

TheIB framawvork alsoprovidesa “built-in” measurdor evaluatingclustersquality. Naturally, this is givenby theamountof
informationpreseredbetweerthe word-clusterandthe categories,i.e. . It is well known thatthis informationcan
only decreasduringthemeiging procesge.g.[2], page ). However, by usingthe(greedy)agglomeratie|B algorithm,we
try to preserethisinformationashigh aspossiblefor every numberof clusters.Thus,we canview theamountof information
preseredasa functionof the numberof clusters, . Additionally, we canexaminethe fractionof preseredinformation,

ie. to learnhow well thewordsarecompressethto clustersIn gure 3 we presenthesewo curvesfor the
datasetfor all  iterations)in boththe large andthe small samplecases For the large samplecase(Test?, we seethatthe
variationbetweerdifferentiterationsis relatively small. Also, we seethatin lessthan  clusters(areductionof ordersof
magnitude) about of the original informationis presered(left gure). For the smallsamplecase(Testq, ascouldbe
expectedwe seea muchlargervariationin theinformationcurvesover differentiterations.However, we still seethatin less
than clusterswve preserearound of theoriginalinformation.Looking atabsolutevaluesof information(right gure),
we seethatfor the small samplescenariothereis seeminglymuchmoreinformationto begin with thanin thelarge sample
case. This phenomenawhich wasevidentin all our datasets,is dueto the poor statisticsin the small samplecase where
the co-occurrencenatrix of thewordsvs. the categoriesis muchmoresparseIn otherwords, mostof this “information” is
effectively anartifactdueto thenon-accuratestimate®f thejoint probability

6.2 Word-clustersexamples

To gainsomeadditionalintuition aboutthe clusteringprocessin this sub-sectionwe presensomeexamplesof word-clusters
extractedby theagglomeratie IB algorithmfor the dataset. For thelarge samplecasewe randomlychosehalf
of the documentsandfor the small samplecasewe took of this half (i.e. about documentger catgyory). In both
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Figure3: Left: Normalizedinformationcurvesfor all  iterationsin large and small samplesizesover the 10TESTdata.

Horizontalaxisis the numberof word clusters(in a semi-logarithmicscale)andvertical axis correspondo . Right:
Absolute information curves for the sameruns. Horizontal axis is the sameasin left gure, but the vertical axis now
correspondo theabsoluteamountof informationpreseredby thw word-clustersi.e.

caseswve found the mostinformative words (w.r.t. the categyories),and clusteredthemwhile trying to maximizethe
informationpreseredaboutthecategories.In bothcasewe seethat  word-clustergpresere morethan of theoriginal
information. In table we give someexamplesof the extractedclusters.Eachof theseclustersis representedby ~ words
(randomlychosen) Roughlyspeakingwe canseethatindeedwordswith semanticsimilarity areclusteredogethernotonly
in thelargesamplecase put alsowhenthesamplesizeis very small. “Neutral” words,thathave no clearcorrelationwith one
of the catgyories,alsotendto be clusteredogether

Cluster | Largesample Small sample

spaceight missionnasashuttle spacecommandspacecrafvlbi jsA
moonsatellitecommandamessolar... | lunarmissiongroundAbasedmithbursts...
encryptionencryptionApgpgA feds key bearencryptionclipper DDAbit
fbi secretAprivacy securitytrust... algorithmescrav securitynsaAADA ...
patientscancermsgcandidahiv jIJA medicinehomeopathysteopathieye
yeastinfectionhicnetkidney chronic... | mediocremoderndiseaseAdiseasespilepsy...
circuitampplasticDk panelA trustchip device disk scheme
voltagecircuitA rf outletconductorA... | telephonenecessargecuredoA else...
ait iswith do i in oneary make
areor goodoneif ... justarewhatcanarticle...

Table3: Clustersexamplesfor the dataset,for the large and small samplesize cases.Clusterswere chosen

while , and from eachcluster members(randomlychosen)are presented.Note in our pre-processingion

alpha-numericharactersverereplacedby 'A’, digitswerereplaceddy 'D', anduppercasdetterswerelowered.

7 Discussionand Further Work
We presenta novel implementatiorof the IB methodfor supervisedext classi cation. By rst extractingword-clusterghat

maximizetheinformationaboutthecateyorieswe obtainanew, robust,low dimensionatepresentationf thedocumentsOur
experimentalresultsshov thatwhenthe availabletraining datais relatively small, this methodyields a signi cant improve-
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mentin classi cationaccurag (morethan in somecases)comparedo usingthe original wordsasfeatures.Whenthe
trainingdatais large,we signi cantly reducefeaturedimensionalitywith only aminor changen classi cationperformance.

Severalimportantissuesareleft for futurework:
A formal analysisof the experimentalesultsis required.Speci cally, we would like to prove that“smart” dimensionality
reductiontechniquesanimprove thegeneralizatiorability whenthetraining samplesizeis small.

In this work we useda rathersimple classi cation algorithm, with low computationacomplexity. More sophisticated
approachessuallyhave highercompleity whichin somecasegurn theminfeasiblein high featurespacedimension.Using
thelB dimensionalityreductionasa pre-processinganturn suchmorecomplex approachet be morepractical.

When labeleddatais expensve, active learningand query techniquescan be appliedfor choosingspeci ¢ documents
for which we askfor thelabel (see[5]). Suchquerymethodscansigni cantly reducethe amountof labeleddataneededo
traintext classi ers(seee.g.[12]). However, thestatisticsof labeleddocumentsvhenusingthesemethodsds obviously much
smaller Combiningdimensionalityreductiontechniqueslik e the onedescribedn this work, with active learningmethods,
suchas“Query by Committeg(QBC)”, seemsvery naturalandwe arecurrentlyworkingin this direction.
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